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Chapter 1

Introduction

The study of the economics of environmental regulation is as vibrant, probing, and
relevant today as it was when I began my studies several decades ago. Advances
in economic theory, new empirical methods, including experimental and quasi-
experimental methods, and, perhaps most importantly, emerging environmental
problems and rapid change in regulations designed to confront them have all
pushed the economics of environmental policy forward. To understand this rapidly
changing discipline, advanced students of environmental economics should have
a deep knowledge of the fundamental theory of environmental regulation. The
purpose of this book is to provide this foundation.

However, all modern concepts of the economics environmental regulation are
rooted in fundamentals generated long ago. One of the most important of these
fundamentals is the notion that the environment tends to be over-exploited because
of missing prices for its use. These prices can be imposed by governments in the
form of taxes, or they can emerge from restricted markets in the rights to use the
environment, so-called emissions markets or cap-and-trade. This book focuses on
these price-based regulations.

Much of this introductory chapter is based on a simple model of a pollution
externality, which is used for two purposes. First, the example illustrates the in-
efficiency caused by a pollution externality and how we might attempt to correct
the inefficiency with regulations that ’price’ the externality. Second, the example
helps me illustrate what is covered in the rest of the book, essentially filling in a
great deal of what the simple model sweeps under the rug.

7



CHAPTER 1. INTRODUCTION 8

1.1 A simple externality problem
An externality is present when the actions of some agent affects the production
set or utility of another without that person’s consent and without compensation.
When an externality is present, otherwise perfectly competitive behavior (by con-
sumers and firms) will lead to an inefficient outcome. This inefficiency provides
a partial justification for intervening in markets with government regulations that
are designed to correct the inefficiency.

To illustrate consider an example of two perfectly competitive firms that oper-
ate in separate markets. Call these firms, 1 and 2. Firm i produces output yi that
sells at a constant price pi. Firm 1’s production cost function is c1(y1), which is
strictly increasing and strictly convex so that c′1(y1)> 0 and c′′1(y1)> 0. However,
suppose that firm 1’s production creates pollution that affects firm 2’s production
costs. To keeps things simple, suppose that firm 2’s cost function is separable in its
own production and firm 1’s production and write it as c2(y2)+d2(y1). The func-
tion d2(y1) is the damage 2 suffers from 1’s production, and hence, is the external
cost function. Firm 2’s production costs are strictly increasing and strictly convex
in both its own production and 1’s production; that is, c′2(y2) > 0, c′′2(y2) > 0,
d′2(y1)> 0 and d′′2 (y1)≥ 0.

In a perfectly competitive setting, both firms choose their output levels of max-
imize their own profits; that is,

max
y1

π1(y1) = p1y1− c1(y1);

max
y2

π2(y2,y1) = p2y2− c2(y2)−d2(y1).

Each firm accomplishes this by equating its output price to its marginal production
costs, so that

pi = c′i(yi), i = 1,2.

However, firm 1’s choice of output is not efficient because it does not take into
account the damage its production imposes on firm 2. One way to see this ineffi-
ciency is to choose y1 to maximize their joint profits, given 2’s optimal choice of
output; that is,

max
y1

[p1y1− c1(y1)+ p2y2− c2(y2)−d2(y1)] ,

which requires that 1’s output be chosen so that

p1 = c′1(y1)+d′2(y1). (1.1)
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Figure 1.1: The effects of a negative externality on efficient production

I have graphed 1’s privately optimal choice of output, yc
1, and its efficient level of

output, y∗1, in Figure 1.1.
In the traditional language of externalities, d′2(y1) is the marginal external cost

of 1’s production, c′1(y1) is marginal private cost, and the sum, c′1(y1)+ d′2(y1),
is the marginal social cost of 1’s production. Thus, the efficient level of y1 is
determined by setting the marginal social benefit of production, p1, equal to the
marginal social cost of production. Note that the privately optimal choice of pro-
duction is greater than the socially optimal choice. Generally, the level of an activ-
ity that generates a negative externality will be inefficiently large in an otherwise
competitive setting.

The inefficiency that is due to an externality is a partial justification for inter-
vening in markets with public policies to correct the inefficiency. There are many
ways to try to correct externalities, but most economists, and this book, focus first
on policies that set prices for the activity that causes the problem. The idea is that
an externality causes inefficiency because of a missing price, and providing that
price can correct the inefficiency.

1.1.1 Pigouvian Taxes
The most direct way to fill in the missing price is by taxing the offending activity.
An optimal Pigouvian tax is a per unit tax on the externality-causing activity set
equal to marginal external cost at the efficient outcome (Pigou, 1932). In our
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Figure 1.2: An optimal Pigouvian tax

example, the optimal tax is a per unit tax on firm 1’s production set so that t∗ =
d′2(y

∗
1). Faced with this tax, firm 1’s private choice of output maximizes its profit

π1(y1) = p1y1− c1(y1)+ t∗y1,

with first order condition
p1 = c′1(y1)+ t∗.

Given t∗ = d′2(y
∗
1), firm 1’s choice of output is determined by

p1 = c′1(y1)+d′2(y
∗
1),

the solution to which is the efficient level y∗1. Figure 1.2 shows how firm 1’s
marginal costs of production moves up by the amount of the tax so that it chooses
to reduce its output to the efficient level.

While it may seem straightforward to impose optimal Pigouvian taxes, in re-
ality there are many practical difficulties with implementing environmental taxes
(likewise with other forms of regulation) and much of this book addresses many
of these implementation difficulties. I will provide a brief overview of these chal-
lenges and a road map for the rest of the book in subsection 1.2.

1.1.2 Complete markets
Prices are also generated by the functioning of markets, so one way to fill in a
missing price is to fill in the missing market. This is the motivation behind es-
tablishing markets in emissions rights that are so popular in controlling pollution
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(i.e., carbon markets, cap-and-trade, etc.). The genesis of this idea in environmen-
tal economics is due to Ronald Coase (1960).

The Coase Theorem If property rights are well-defined, enforceable and trans-
ferable and transactions costs are small, agents will bargain with each other to
reach an efficient outcome regardless of how property rights are assigned initially.
All that is affected by the initial distribution of property rights is the distribution
of wealth.1

So, even when externalities are present, under certain conditions self-interested
trading will lead to an efficient outcome. To help illustrate the theorem, I have re-
drawn Figure 1.1 in terms of the marginal profit of firm 1 and the marginal damage
the firm imposes on firm 2. Suppose at first that firm 2 has the right to avoid all
damage from firm 1’s production, so any negotiations between the two start from
y1 = 0. Can they reach a bargain in which firm 1 is allowed to increase its produc-
tion? Well, firm 2 has to at least be compensated for the damage it suffers, so its
minimum willingness to accept payment for allowing firm 1 to increase its produc-
tion is the marginal damage function d′2(y1). On the other hand, firm 1 is willing
to pay up to its marginal profit π ′1(y1) for the right to produce more. Clearly, they
can agree to increasing in firm 1’s output as long as firm 2’s minimum marginal
willingness to accept payment is less than firm 1’s maximum marginal willingness
pay. This is will lead them to a contract that allows firm 1 to produce the efficient
level y∗1.

Now suppose that we give firm 1 the unrestricted right to produce as much as
it wants. The Coase Theorem tells us that the firms will still be able to come to
an agreement in which firm 1 produces the efficient output. To see this, note that
if firm 1 is unrestricted in its choice of output, negotiations between the two have
to start at firm 1’s profit-maximizing level of output yc

1, and firm 2 will have to
pay firm 1 to get it to reduce its output. The value that firm 2 places on reducing
firm 1’s output is the damage it avoids, so its maximum marginal willingness to
pay is its marginal damage function. On the other hand, firm 1 has to be at least
compensated for its reduced profit, so its minimum marginal willingness to accept
is its marginal profit function. They will agree to a limit on 1’s production as
long as 2’s maximum marginal willingness to pay is greater than 1’s minimum

1You will not find a statement of this theorem anywhere in Coase (1960). What I have given
you is typical of what you will find in many textbooks. The history of how the Coase Theorem
came to be, its many different and sometimes conflicting forms and its influence in many areas of
economics is very interesting and controversial. For one recent perspective see Medema (2017).
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Figure 1.3: Illustration of Coasean bargaining

marginal willingness to accept payment, leading them to agree to y∗1 as before.
Thus, as the Coase Theorem reveals the two will agree to a contract in which
firm 1 produces y∗1, regardless of how the initial rights are assigned. Of course,
the distribution of payoffs depends on the initial assignment of property rights
because this assignment determines who pays whom.

Rather than suggest that externalities are not much of problem because indi-
viduals can always bargain to reach an efficient outcome, the real value of the
Coase Theorem is that it points to the underlying causes of externalities, namely
ill-defined property rights and high transaction costs. If private property rights are
not defined so that there is agreement as to who is able to do what, or the rights
are not enforceable or transferable, then there is not a basis for trade. Transaction
costs are costs associated with trade; in particular, the costs of establishing and
enforcing (protecting) property rights, and the costs of gathering and communi-
cating information about possible trades. If these costs are too high, bargaining
among parties is simply not worth it.

1.1.2.1 Constructing markets and the problem of excludability

In fact, Kenneth Arrow suggested that the problem of externalities is actually the
problem that some relevant markets don’t exist (Arrow, 1969). In turn, markets
fail to exist because the costs of establishing, maintaining them and conducting
trades are so high so that they are not worthwhile. These costs are transaction
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costs. Thus, Arrow reduced the problem of ill-defined property rights and high
transactions costs–and hence, the problem of externality–to just that of high trans-
actions costs. High transaction costs can be due to technical aspects that prohibit
the formation of markets, which we will see are important for dealing with pollu-
tion.

Nevertheless, if the problem of externality is a problem of missing markets,
then public policy may be able to focus on establishing and maintaining these
missing markets. Let’s examine the possibility doing so for our production exter-
nality example.

To mimic the development of a competitive market for our two-firm example,
let’s invent a new good r, which will be the right to produce y1. We give all of r to
firm 1, keeping in mind that it does not matter who owns the rights initially (from
the Coase Theorem). Define production rights so that r = y1, that is, firm 1 needs
one production right for each unit of output. Assume that the two firms trade this
right competitively. This is obviously an unrealistic assumption in the two-firm
case, but if this approach is to work it must work for many sellers and buyers who
trade rights competitively. After we work out the two-firm example, we will see
if we can extend it to more firms. Denote the competitive price of r as pr. Lastly,
assume that there are no transaction costs and trades are perfectly and costlessly
enforced.

Since firm 1 can sell part of its right to produce and earn revenue pr(yc
1− r)

from firm 2, the firms’ profit functions are:

π1(y1,r) = p1y1− c1(y1)+ pr(yc
1− r);

π2(y2,y1,r) = p2y2− c2(y2)−d2(y1)− pr(yc
1− r).

Since the production right is perfectly enforced, r = y1 and the profit functions are
simplified to:

π1(y1) = p1y1− c1(y1)+ pr(yc
1− y1);

π2(y2,y1) = p2y2− c2(y2)−d2(y1)− pr(yc
1− y1).

The first order conditions for y1 for firm 1 and for firm 2 can be written as:

pr = p1− c′1(y1); (1.2)
pr = d′2(y1), (1.3)

respectively. These equations can be interpreted as the inverse supply and demand
functions for reductions in 1’s production. That is, (1.2) is 1’s inverse supply
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function for reductions in its output yc
1− r ≥ 0, while (1.3) is 2’s inverse demand

function for yc
1− r ≥ 0. If the market for r clears, (1.2) and (1.3) have to hold

simultaneously, which implies

p1 = c′1(y1)+d′2(y1).

This is the same as (1.1), the marginal condition for the efficient choice of y∗1.
Thus, trading between a polluter and a victim of pollution according to competi-
tive prices can lead to an efficient outcome.2

But can we extend this result to more than two firms? Let’s add firm 3 to our
model, another victim of 1’s pollution. For simplicity suppose that firm 3 suffers
the exact same pollution damage as firm 2 so that d2(y1) = d3(y1) = d(y1). The
firms’ profit functions are then:

π1(y1) = p1y1− c1(y1);
π2(y2,y1) = p2y2− c2(y2)−d(y1);
π2(y3,y1) = p3y3− c3(y3)−d(y1).

It is straightforward to show that the efficient choice of y∗1 is the solution to

p1 = c′1(y1)+2d′(y1),

where 2d′(y)is now the marginal external cost (i.e., marginal damage) from 1’s
production.

In an attempt to complete the missing market, again define r as 1’s right to
produce y1 and give all of the initial rights to firm 1. Then, yc

1−ri is 1’s sales of the
right to produce to firm i at price pi

r, where i = 2, 3. Assume perfect enforcement
so that the firms’ profit functions are:

π1(y1) = p1y1− c1(y1)+ p2
r (y

c
1− y1)+ p3

r (y
c
1− y1);

π2(y2,y1) = p2y2− c2(y2)−d(y1)− p2
r (y

c
1− y1);

π2(y3,y1) = p3y3− c3(y3)−d(y1)− p3
r (y

c
1− y1).

2Note further that (1.2) and (1.3) imply that the market-clearing price of r is equal to marginal
damage at the efficient level of output; that is, pr = d′2(y

∗
1). Recall that the optimal Pigouvian

tax was also set equal to marginal damage at the efficient outcome. Though the tax scheme and
the market scheme lead to the same price, the tax is imposed by a government authority while
the market outcome is the result of competitive trading when property rights are well-defined and
transactions costs are negligible. The choice between pollution taxes and trade in pollution rights
is an important feature of much of this book.
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The first order conditions for y1are:

p1 = c1(y1)+ p2
r + p3

r ;

p2
r = d′(y1);

p3
r = d′(y1).

Do these conditions imply p1 = c′1(y1)+ 2d′(y1) so that firm 1 produces the ef-
ficient level of output? The answer is no. To see why, use our assumption that
firms 2 and 3 have the same damage function. Then, the prices for r are also the
same; that is, p2

r = p3
r . Now suppose that firm 2 buys yc

1−r2 to satisfy p2
r = d′(y1).

Then, firm 3 will not buy any yc
1− r3, because its first-order condition p3

r = d′(y1)
is satisfied for yc

1− r2. Therefore, 1 chooses its output so that p1 = c′1(y1)+d′(y1)
, and hence, produces too much.

The problem here is that 2 purchases a public good (the reduction of a public
bad) that 3 can enjoy without purchasing additional reductions in 1’s output. Since
2 cannot exclude 3 from benefitting from purchases of reduced output by firm 1,
achieving an efficient outcome by filling in a missing markets is not possible in
this setting.

The lesson is that while the Coase Theorem might have implied on the sur-
face that we could correct a pollution externality by filling in the missing mar-
ket between multiple polluters and multiple victims, the fact that most pollution
problems involve non-excludable public bads prevents us from doing so. From
Arrow’s perspective, the cost of overcoming this technical barrier to creating an
efficient market is infinitely high because of the non-excludable nature of pollu-
tion.

1.1.2.2 Emissions markets

Of course, you probably know already the markets for pollution rights exist: we
will study the theory of their design extensively. However, these markets are not
complete markets between polluters and victims of pollution, because, as we’ve
just shown, such markets will not produce efficient outcomes. Instead, for both
theoretical and actual emissions markets, government authorities fill in the de-
mand for reductions in pollution. They do so by capping the aggregate emis-
sions from sources, distributing individual rights to pollute to firms the number of
which is consistent with the aggregate cap, and then allowing firms to trade these
pollution rights among themselves. The firms do not trade with the victims of
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pollution, except in very limited cases.3 Under certain assumptions (e.g., perfect
competition), allowing firms to trade pollution rights will result in a distribution of
emissions control responsibilities that minimizes the aggregate costs of reducing
aggregate emissions to the cap.

1.2 What this book contains
In addition to illustrating the problem of pollution externalties and providing an
introduction to controlling externalities with prices, considering what realistic fea-
tures of environmental regulation are ignored in the simple model helps me lay out
what is contained in the remainder of the book.

Emission taxes and emissions markets

This book focuses almost exclusively on the economic theory of designing and
implementing emissions taxes and emissions markets. Chapter 2 lays out the fun-
damental, or foundational, theory of taxes and markets to produce efficient pollu-
tion control. An important aspect of this chapter is that we will examine control
of both uniformly mixed and non-uniformly mixed, or spatially differentiated pol-
lution. A pollutant is uniformly mixed if the damage it causes does not depend
on the location of individual sources of the pollutant. Greenhouse gases are good
examples of uniformly mixed pollutants. On the other hand, a pollutant is not
uniformly mixed if damage depends in part on where sources are located. The
damage cause by important pollutants like sulfur dioxide (SO2), nitrogen oxides
(NOX) and particulate matter (PM) depend in part on where the sources of these
pollutants are located.

Imperfect competition

You probably noticed throughout our example that we assumed perfectly compet-
itive behavior; the firms operated in competitive output markets and we assumed
competitive trade in production rights when we attempted to construct the missing
markets. In Chapter 3 we will see how imperfect competition of various kinds can
cause deviations in the design and performance of environmental regulations. In
particular, if polluting firms are not perfectly competitive in their output and input

3In some emissions markets it is possible for individuals and organizations to purchase pollu-
tion rights from polluting firms, but this activity occurs on a very small scale.
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markets, an optimal emissions tax deviates from marginal external costs, that is,
from the Pigouvian tax. In addition, market power in emissions rights can cause
an inefficient distribution of control responsibilities among polluters.

Revenue recycling

In our example we did not specify what happened to the government revenue
collected from firm 1 when we imposed the Pigouvian tax. We also did not make a
big deal out of the fact that constructing markets did not raise government revenue.
However, the difference between revenue-generating and non-revenue-generating
pollution control policies has important efficiency consequences. For example,
government revenue from taxing emissions may substitute for revenue generated
from taxing labor or savings income, providing a sort of double dividend, but it
turns out not to be as simple as that. In Chapter MM we will examine the effects
of using emissions tax revenue to substitute for other taxes to generate public
revenue.

Asymmetric information

Much of the book is devoted to the problem of designing policies with limited
information about the benefits and costs of pollution control, as well as imperfect
observability of the behavior of regulated firms.

Limited information about firms’ pollution control costs. To set the correct
Pigouvian tax in Figure 1.2 a regulator needs to know everything in the graph. In
reality, however, we have to construct policies without perfect information about
production and external costs. The problem of limited information is exacerbated
because this information is typically asymmetric; in particular, firms have better
information about their costs than regulators. This allows firms to use the lack
of information strategically if they know this information will be used to design
regulations. Chapters 4 and 5 deal with pollution regulation when regulators are
uncertain about firms’ pollution control costs. The chapters are different in that
Chapter 4 determines regulation given the asymmetric information about control
costs, while Chapter 5 presents several regulatory schemes that motivate firms to
reveal the true information about their costs to regulators.

Enforcing environmental policies All environmental regulations have to be en-
forced because they attempt to get firms to do something they don’t want to do.
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For example, firm 1 in our example, does not ant to pay the tax in Figure 1.2. Al-
though sometimes overlooked, enforcing environmental regulations remains a key
component of the regulatory enterprise. We simply cannot hope to reach environ-
mental quality goals unless regulations are enforced well. Enforcement requires
monitoring of firms’ behavior to check to make sure they satisfy the requirements
of the regulation, and applying sanctions on firms that are noncompliant. These
activities are costly, so efficiency requires that we incorporate enforcement and
other administrative costs in the choice of regulation. This is the topic of chapter
MM.

Non-point pollution control In our example it is clear that the harm suffered by
firms 2 and 3 is caused by firm 1. However, in important pollution control prob-
lems the link between individual polluters and the damage they cause is obscured
because it is not possible or practical to measure emissions at the source. These
are called non-point source pollution problems, important examples of which in-
clude pesticide and fertilizer chemicals that end up in waterways. In contrast,
point sources have easily identified discharge points (e.g. industrial smokestacks)
so, in principle at least, emissions leaving point sources can be measured. Chapter
MM specifies the problem and design of non-point source pollution control.

Dynamic regulation

Like our pollution externality example, most of the models of this book are in
static settings. However, environmental policies must confront dynamic elements
for several reasons. For example, pollution control costs may change over time
with technological progress and market changes, and pollution damage may evolve
with new information and changes in peoples’ preferences for environmental qual-
ity. In addition, some pollutants cause damage as they accumulate, which requires
a dynamic treatment. These pollutants are called stock pollutants, the name indi-
cating that the accumulated stock of the pollutant causes damage, prominent ex-
amples of which include greenhouse gases and heavy metals. Chapter 7 examines
the design of emissions taxes and emissions markets in dynamic environments.
Most of this chapter presumes a working knowledge of the optimal control method
of dynamic optimization. Chapter 8 provides an introduction to optimal control
theory with several applications in natural resource economics.



Chapter 2

Fundamentals of Environmental
Regulation

2.1 Introduction
This chapter develops a model of the benefits and costs of pollution control and
uses this model to illustrate the fundamentals of emissions taxes and competitive
emissions markets. Later chapters will expand on this basic model to loosen many
of its simplifying assumptions.

Figure 2.1 is a diagram of how production and consumption results in environ-
mental damage.1 Production and consumption must produce waste (residuals).
This is a consequence of the 1st Law of Thermodynamics—energy and matter
cannot be destroyed, only transformed. These residuals may be treated before
they are released into the environment (think of wastewater treatment plants) and
some portion of residuals may be recycled for re-use in the production process.

Emissions refer to waste that is released into the environment. These must go
into one or more of three environmental media: land, atmosphere, or water. It is
common to regulate emissions into the three media separately. However, there are
important cross-media effects to be concerned about. For a given flow of emis-
sions, reduction of emissions into one medium necessarily increases emissions
into another. For example, if we prohibit burning of household trash because of
concerns about air pollution, we must place the trash in a landfill.

Once emissions are released into the environment, natural processes determine
resulting ambient quality levels. For example, chlorofluorocarbons (CFCs) and

1This graph is modified from Field and Field (2013).
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halons deplete atmospheric ozone. In turn, ozone depletion causes an increase in
the intensity of ultraviolet rays reaching the surface of the earth, which results in
higher rates of skin cancer and eye disease (cataracts), as well as negatively affects
aquatic ecosystems and agricultural production. In many cases like this one, what
is emitted is not necessarily what causes damage.

Exposure to ambient levels of pollution in the environment results in pollution
damage. Pollution damage refers to the value of all adverse impacts of pollution,
and is expressed in monetary terms.

2.2 The benefits and costs of pollution control

2.2.1 Benefits/damages
The benefit of pollution control is usually thought of as the reduction in pollution
damage. Therefore to describe benefits we must model damages. Recall that
damage is the value of all adverse impacts of pollution. Let:

• j index m locations that are adversely impacted by a pollutant;

• a j is the ambient level of the pollutant to which the jth location is exposed;

• d j(a j) is the total damage experienced by individuals at location j. It is
usually assumed that d is monotonically increasing and convex; that is,
d′j(a j)> 0 and d′′j (a j)≥ 0.

Aggregate damage from a pollutant is

D(a1,a2, ...am) =
m

∑
j=1

d j(a j). (2.1)

Note that if d′j(a j) > 0, then Da j > 0 for each location j. This implies that an
increase in ambient pollution at one location, holding ambient pollution constant
at all others, will increase aggregate damage.

To improve ambient quality we must control emissions. Therefore we need to
specify a link between sources’ emissions and ambient levels of pollution. Let:

• i index n sources of emissions,

• qi is the emissions of the ith source.
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Figure 2.1: Emissions, Ambient Quality and Damages
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The links between emissions and ambient quality may be specified as

a j = f j(q1,q2, ...,qn), j = 1,2, ...,m.

Assume ∂a j/∂qi ≥ 0 for each location j and source i.

Damage from a uniformly mixed pollutant

For a uniformly mixed pollutant the location of the source of emissions doesn’t
matter. If ambient quality at location j depends only on the total amount of emis-
sions released,

a j = f j

(
n

∑
i=1

qi

)
.

Note that

∂a j/∂qi = ∂a j/∂qk = f ′j

(
n

∑
i=1

qi

)
,

for any pair of sources i and k. This indicates that the distribution of emissions
among sources does not impact a j, only the total amount of emissions matters.

Denote aggregate emissions as Q = ∑
n
i=1 qi and write ambient quality at all

locations as

a j = f j

(
n

∑
i=1

qi

)
= f j(Q), j = 1,2, ...,m.

Combine this with our definition of aggregate damage (2.1) to obtain aggregate
damage in terms of aggregate emissions:

D(Q) = D( f1(Q), f2(Q), ... fm(Q)) =
m

∑
j=1

d j( f j(Q)). (2.2)

Note that Dqi = Dqk = DQ(Q), which indicates that from the perspective of dam-
age avoided, reduction of one source’s emissions is a perfect substitute for reduc-
tion of another’s emissions.

Damage from a non-uniformly mixed pollutant

For a non-uniformly mixed pollutant (also called a spatially differentiated pollu-
tant) the location of the source of emissions matters. That is, sources of emis-
sions have differentiated impacts on ambient quality. For example, suppose we
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are interested in ambient quality a at a single location and that the ambient qual-
ity/emissions relationship is captured b the linear function a = h1q1+h2q2+ · · ·+
hnqn, where the h’s are all nonnegative constants. These are called “transfer co-
efficients” and they provide the marginal impact on ambient quality of a source’s
emissions. Note that ∂a/∂qi = hi, which in general is not equal to ∂a/∂qk = hk.
For example, imagine two firms and a town located on the same river. The firms
are located upstream from the town, with firm 1 closer to the town than firm 2.
Both firms release a water pollutant that impacts water quality in the town. In this
case, ambient water quality in the town is determined by a = h1q1 +h2q2. Since
firm 2 is further upstream h1 > h2, because the river degrades and dilutes the pol-
lutant as it moves downstream. Damage from pollution is D(a) = D(h1q1+h2q2).
Since Da > 0, and h1 > h2, Dq1 = Dah1 > Dq2 = Dah2; that is marginal damage
from the source 1 is greater than marginal damage from source 2. Thus, regulators
may then be motivated to exercise greater control over 1’s emissions than 2’s.

More generally, we will be interested in ambient levels of pollution at more
than one location. Then, ambient quality at m locations may be linked to sources’
emissions by

a j = h1
jq

1 +h2
jq

2 + ...+hn
jq

n =
n

∑
i=1

hi
jq

i, j = 1,2, ...,m. (2.3)

Total damage from emissions is specified by combining

D(a1,a2, ...am) =
m

∑
j=1

d j(a j)

and (2.3) to obtain

D(q1,q2, ...,qn) =
m

∑
j=1

d j

(
n

∑
i=1

hi
jq

i

)
. (2.4)

Note that

Dqk =
m

∑
j=1

d′j(a j)hk
j,

which indicates that the marginal damage caused by source k’s emissions is the
sum of the marginal damage it causes at all m locations.2

2In a later lecture we will examine problems associated with uncertainty about the benefits



CHAPTER 2. FUNDAMENTALS OF ENVIRONMENTAL REGULATION 24

A recent study by Muller and Mendelsohn (2009) estimated spatial and source-
type distribution of the marginal damages from several important air pollutants,
including SO2 and PM2.5, in the contiguous U.S.. Pollution sources include com-
bined county-level ground sources (vehicle emissions, residences, small industrial
and commercial facilities without smoke stacks), and individual point sources
with large stacks (power plants and other large industrial sources). They estimate
very large spatial differences. Figures 2.2 and 2.3 show the spatial distribution of
marginal damages from ground sources of SO2 and PM2.5 respectively.

Figure 2.2: Variation of marginal damage from ground sources of sulfur dioxide

and costs of pollution control. An understudied, yet potentially important type of uncertainty
is uncertainty about the effects of firms’ emissions on ambient pollution levels, and hence, on
pollution damage. Specifically, there can be a lot of uncertainty about the transfer coefficients, that
is, the h′i js in equation (2.4). In a paper that is unpublished as I write this, Carson and LaRiviere
(2012) examine how this type of uncertainty affects optimal policies. In particular, they show how
the presence of unknown sources of emissions can bias estimates of the h′i js for known sources,
and how discovering previously unknown sources affects optimal policies and their performance.
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Figure 2.3: Variation of marginal damage from ground sources of fine particulate
matter

They also find that marginal damage from ground sources and stack sources
vary a lot in urban environments but not in rural environments. Figure 2.4 is a copy
of their Table 4, which provides examples of the relative marginal damages caused
by power plants and ground sources in four urban areas (New York, Washing DC,
Atlanta and Houston) and two rural areas (in West Virginia and Montana). The
trading ratios are interpreted as the number of tons emitted from a power plant
that causes as much damage of one ton of emissions from nearby ground sources.
Thus, 11 tons of PM2.5 emissions from a Con Edison plant in New York causes
the same amount of damage as one ton from New York City ground sources. The
1:1 ratios in West Virginia and Montana indicate that marginal damages from
ground and stack sources are about the same in these areas.

2.2.2 Abatement costs
An efficient policy will maximize the difference between the benefits of pollution
control and the costs associated with control. These costs include sources’ costs
of reducing emissions, which will be referred to as abatement costs, and the costs
of administering the program. Like most, we will focus on abatement costs.

We need a firm’s abatement costs to include all costs associated with reducing
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Figure 2.4: Variation in marginal damage between ground and stack sources

emissions, including the costs of installing and maintaining end-of-pipe equip-
ment, extra costs of employing cleaner inputs, other costs associated with re-
arranging production processes to reduce emissions, and even lost profit if the
source reduces emissions by reducing output. To derive such a cost function, sup-
pose that a competitive firm i purchases a column vector of inputs xi and takes the
row vector of input prices w as given. The firm produces two outputs; a market
output yi, which sells for a constant price z, and emissions of some pollutant qi.
Production of yi takes place according to a concave, monotonically increasing,
and twice continuously differentiable production function f (xi). Emissions of the
pollutant is produced as a by-product of production according to h(xi) which is
convex and twice continuously differentiable. The vector of inputs includes pro-
duction inputs and possibly abatement inputs.

Let us consider the following problem: the firm wants to minimize the cost of
producing a fixed level of output yi while holding emissions to qi. That is,

min
x

wxi

s.t. yi ≥ f (xi)

qi ≥ h(xi)

qi ∈ (0,qi
0) (2.5)

The upper bound of the third constraint, qi
0, is the level of emissions that the

firm would produce in an unregulated setting. That is, qi
0 = h(xi

0) where xi
0 =

argmaxxi[p f (xi)−wxi]. The solution to (2.5) is a vector of conditional input de-
mand functions xi(w,yi,qi). The firm’s minimum cost function (i.e., the indirect
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objective function for (2.5)) is

ci(w,yi,qi) = wxi(w,yi,qi). (2.6)

The structure of ci(w,yi,qi) with respect to factor prices and output is well known:
it is non-decreasing in both factor prices and output. See any graduate textbook in
microeconomic theory for these results. In the appendix 2.8 I show that c(w,y,q)
from is non-increasing in its emissions and convex in (y,q).

To simplify the notation from here on, let us suppress the factor prices to
write the cost function as simply ci(yi,qi). Furthermore, let us make the following
assumptions. Given emissions qi ≤ qi

0, ci(yi,qi) is: twice continuously differen-
tiable in both its arguments; strictly increasing in yi and strictly decreasing in qi,
and strictly convex in (yi,qi).

We may think of ci(yi,qi) as a firm’s output-constrained abatement cost func-
tion. However, a firm may also adjust its output (and consequently its inputs) as
it reduces its emissions. Given cost-minimizing input choices, the firm chooses
output y to maximize its profit

π
i(yi,qi) = zyi− ci(yi,qi),

which is strictly concave in (yi,qi). Restricting our attention to an interior choice
of output and qi ≤ qi

0, the first-order condition, z− ci
y(y

i,qi) = 0, is necessary and
sufficient to identify the firm’s supply function yi(z,qi), with yi

z(z,q
i) = 1/ci

yy > 0
and yi

q(z,q
i) =−ci

yq/ci
yy. That supply is strictly increasing in output price is due to

the strict convexity of ci(yi,qi). The effect on supply of a change in the emissions
standard depends on the sign of the cross-derivative ci

yq. If we assume that increas-
ing emissions decreases the marginal cost of producing output so that ci

yq < 0,
then yi

q(z,q
i) =−ci

yq/ci
yy > 0, indicating that reducing (increasing) emissions mo-

tivates the firm to decrease (increase) output. The assumption that ci
yq < 0 may be

referred to as cost-complementarity between output and emissions. On the other
hand we may assume cost-substitutability between output and emissions and let
ci

yq > 0 so that increasing emissions increases the marginal cost of output. In this
case, yi

q(z,q
i) =−ci

yq/ci
yy < 0, which says that increasing (decreasing) emissions

is associated with decreasing (increasing) output.
Now, with the supply function write the firm’s (maximum) profit as

π
i(z,qi) = zyi(z,qi)− ci(yi(z,qi),qi). (2.7)
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From the envelope theorem, π i
q(z,q

i) = −ci
q(y

i(z,qi),qi) > 0, indicating that the
firm’s profit is strictly increasing in it emissions, for qi ≤ qi

0. Moreover,

π
i
qq(z,q

i) =−(ci
qyyi

q + ci
qq) =−(1/ci

yy)(c
i
qqci

yy− (ci
yq)

2)< 0,

indicating that the firm’s profit is also strictly concave in its emissions. The calcu-
lation of π i

qq(z,q
i) is obtained by using yi

q(z,q
i) =−ci

yq/ci
yy. The sign follows be-

cause strict convexity of ci(yi,qi) requires requires ci
yy > 0 and ci

qqci
yy−(ci

yq)
2 > 0.

Since qi
0 is the firm’s emissions in an unregulated setting, the firm’s maximum

profit is π i(z,qi
0). The full abatement cost for the firm of holding its emissions to

qi ≤ qi
0 is the decrease in profit from its unregulated profit. That is,

ci(z,qi) = π
i(z,qi

0)−π
i(z,qi). (2.8)

This is the abatement cost function of a competitive firm. Since qi
0 is a constant,

ci
q(z,q

i) = −π i
q(z,q

i) < 0 and ci
qq(z,q

i) = −π i
qq(z,q

i) > 0. Thus, the abatement
cost function of a competitive firm, ci(z,qi) is strictly decreasing and strictly con-
vex in emissions for qi ≤ qi

0.3

From here on we will suppress the output price in the firm’s abatement cost
function, (2.8). It is graphed in Figure 2.5.

3Sometimes analysts will do their work in terms of abatement (emissions reduction) instead
of emissions. Our cost function is easily modified to accommodate this approach. Let abate-
ment by a firm be ai = qi

0 − qi. The firm’s abatement cost function in terms of abatement is
ci(z,qi

0−ai). Differentiating with respect to ai yields−ci
a(z,q

i
0−ai)> 0, and differentiating again

yields ci
qq(z,q

i
0−ai)> 0. Therefore, a firm’s abatement cost function is increasing and convex in

abatement.
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Figure 2.5: A firm’s abatement cost

When we graph marginal abatement costs it is more convenient to do so in
the non-negative quadrant. Therefore, we will let −ci

q(q
i) be marginal abatement

costs for source i, the graph of which is in Figure 2.6. Note that at qi = qi
0, total

abatement costs and marginal abatement costs are equal to zero. Furthermore,
total abatement costs are increasing at an increasing rate as emissions are reduced
from qi

0.

Figure 2.6: A firm’s marginal abatement cost function

As an aside, it is important to note the abatement cost function we’ve just
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derived assumes that the firm is free to choose the best (cheapest) methods for
controlling emissions. However, policies that mandate certain methods of con-
trol, such as technology and input standards, will make the firms abatement costs
higher if these methods of control are different from what the firm would choose
on its own.

2.3 Cost-effective pollution control
So far, we’ve only derived an individual firm’s marginal abatement cost function.
Aggregation to an industry aggregate abatement cost function depends on how
emissions control responsibilities are allocated in an industry. The principle of
cost-effective pollution control requires that control responsibilities be allocated
to individual firm so that an exogenous environmental target is reached at lowest
aggregate costs.

2.3.1 Cost-effective emissions control for a uniformly mixed
pollutant

To be more specific, suppose that an environmental regulation seeks to limit the
aggregate emissions of n sources of a uniformly mixed pollutant to Q. To make
this a relevant policy, Q<∑qi

0. While the goal may or may not be efficient, we can
insist that it be reached in the cheapest way possible. The distribution of control
responsibilities across the sources that minimizes aggregate abatement costs will
be the solution to

min
(q1,q2,...,qn)

n

∑
i=1

ci(qi), subject to
n

∑
i=1

qi = Q. (2.9)

(Note that we are ignoring administrative costs; e.g., monitoring and enforce-
ment costs, as well as spillover effects on other markets). To solve this equality-
constrained optimization problem we form the Lagrange equation,

L =
n

∑
i=1

ci(qi)+λ

[
n

∑
i=1

qi−Q

]
, (2.10)
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and derive the first-order conditions:

Lqi = ci
q(q

i)+λ = 0, i = 1, . . . ,n; (2.11)

Lλ =
n

∑
i=1

qi−Q = 0. (2.12)

These conditions are necessary and sufficient to identify the aggregate abatement
cost minimizing vector of emissions, because the objective is strictly convex and
the constraint is linear.

The solution to the first-order conditions (2.11) and (2.12) is a set of individual
emissions targets that depend on the aggregate emissions target

qi = qi(Q), i = 1, ...,n, (2.13)

and the Lagrange multiplier λ = λ (Q). Substitute the individual emissions targets
(2.13) into the objective of (2.9) to obtain the minimum aggregate abatement cost
function in terms of the aggregate emissions target

C(Q) =
n

∑
i=1

ci(qi(Q)). (2.14)

Using the envelope theorem, the minimum aggregate marginal abatement cost
function is

−CQ(Q) = λ (Q). (2.15)

Note from (2.11) that λ is a constant for each of these first-order conditions.
This implies that for all sources, emissions control responsibilities should be as-
signed so that

−ci
q(q

i(Q)) =−ck
q(q

k(Q)), foreachpair, iandk. (2.16)

That is, to achieve an aggregate emissions target with lowest aggregate abatement
costs, emissions control responsibilities should be distributed so that the source’s
marginal abatement costs are all equal.

Equal marginal abatement costs imply that the aggregate marginal abatement
cost function with cost-effective emissions control (i.e., (2.15)) is the horizontal
summation of the individual marginal abatement cost functions. Figure 2.7 illus-
trates cost-effective emissions control for two sources. Note that:

1. Q = q1 +q2 to satisfy the goal of the policy.



CHAPTER 2. FUNDAMENTALS OF ENVIRONMENTAL REGULATION 32

Figure 2.7: Cost-effective emissions control for a uniformly mixed pollutant

2. To minimize the aggregate abatement costs of achieving this goal, sources
must be free to choose the techniques and devices with which they will
reduce their emissions and −c1

q(q
1(Q)) =−c2

q(q
2(Q)).

3. Anything different from (q1(Q),q2(Q)), for example uniform emissions
standards, will generate higher aggregate abatement costs.

2.3.2 Cost-effective emissions control for a non-uniformly mixed
pollutant

In the previous problem we assumed that the environmental goal was to hold ag-
gregate emissions to some level. This is appropriate when emissions are uniformly
mixed, but may not be when pollution is spatially differentiated. In these cases
we may want to target ambient quality levels instead of aggregate emissions. To
illustrate, return to our example of two firms upstream from a town where ambient
pollution is related to the firms’ emissions by a = h1q1 + h2q2. Minimizing the
aggregate abatement costs of holding ambient pollution to some fixed level of a
requires

min
(q1,q2)

c1(q1)+ c2(q2), subject to a = h1q1 +h2q2. (2.17)

The Lagrange equation is

L = c1(q1)+ c2(q2)+λ (h1q1 +h2q2−a),
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with first-order conditions:

Lqi = ci
q(q

i)+λhi = 0, i = 1,2; (2.18)

Lλ = h1q1 +h2q2−a = 0. (2.19)

the solution to the first-order conditions is the cost-effective individual emissions
targets in terms of the ambient quality target, qi = qi(a), i= 1,2, and the Lagrange
multiplier λ = λ (a). The minimum aggregate abatement cost function is

C(a) = c1(q1(a))+ c2(q2(a)),

and the marginal abatement cost function is

−Ca(a) = λ (a).

Note from the first-order conditions (2.18) that the equal-marginal-abatement-
cost rule does not apply in this case. In fact, (2.18) implies that individual emis-
sions of the two firms should satisfy

−c1
q(q

1(a))
−c2

q(q2(a))
=

h1

h2 . (2.20)

Since the hi’s are different (otherwise we would have a uniformly mixed pollu-
tant), (q1(a),q2(a)) should not be set so that the firms’ marginal abatement costs
are equal. Instead, the ratio of their marginal abatement costs should be equal to
the ratio of their transfer coefficients. Therefore, we need to be careful that we ap-
ply the equal-marginal-abatement-cost rule only when we are dealing with trying
to limit sources’ aggregate emissions.

As a quick aside, it is interesting to note how the river’s function of dilut-
ing, storing, or breaking down emissions helps determine a cost-effective out-
come. If source 1 is closer to the town, then h1 > h2, which implies−c1

q(q
1(a))>

−c2
q(q

2(a)) to maintain (2.20). If we assume that the firms are identical to iso-
late the effect of distance from the town, then −c1

q(q
1(a)) > −c2

q(q
2(a)) implies

q1(a) < q2(a). Thus, source 2 should be allowed to emit more than source 1 to
exploit the cleansing attributes of the river to help reduce aggregate abatement
costs.

An alternative approach to determining a cost-effective solution with a spatially-
differentiated pollutant is to target aggregate pollution damage. Farrow et al.
(2005) and Muller and Mendelsohn (2009) use this approach. Assume that the
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marginal damage from an individual source i, Dqi , is a known constant. Suppose
that the regulator’s goal is to minimize the aggregate abatement costs of holding
aggregate damage to a specific value D. The distribution of control responsibilities
across the sources that achieves this objective is the solution to

min
(q1,q2,...,qn)

n

∑
i=1

ci(qi), subject to
n

∑
i=1

Dqiqi = D. (2.21)

The Lagrange equation for this problem is

L =
n

∑
i=1

ci(qi)+λ

[
n

∑
i=1

Dqiqi−D

]
,

with first-order conditions:

Lqi = ci
q(q

i)+λDqi = 0, i = 1, . . . ,n; (2.22)

Lλ =
n

∑
i=1

Dqiqi−D = 0. (2.23)

The solutions to (2.22) and (2.23) include the individual emissions targets that
depend on the damage target

qi = qi(D), i = 1, ...,n, (2.24)

and the Lagrange multiplier λ = λ (D). The minimum aggregate abatement cost
function in terms of the damage target is

C(D) =
n

∑
i=1

ci(qi(D)),

and the minimum aggregate marginal abatement cost function is

−CD(D) = λ (D).

Note that the first-order conditions (2.22) imply

−ci
q(q

i(D))

−ck
q(qk(D))

=
Dqi

Dqk
, (2.25)

for every pair of firms, i and k. (2.25) indicates that the distribution of abatement
responsibilities to minimize the aggregate abatement costs of holding aggregate
damage to a specific level equates the ratio of marginal abatement costs for every
pair of firms to their ratio of marginal damages. Consequently, marginal abate-
ment costs are equal if and only if marginal damages are equal.
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2.4 Efficient pollution control
A pollution control policy is efficient if the difference between the benefits and
costs of control is maximized, or equivalently, the sum of damage caused by pollu-
tion plus the costs of emissions control is minimized. For a uniformly mixed pol-
lutant, aggregate pollution damage is a function solely of aggregate emissions. An
efficient control policy would allocate emissions control responsibilities, {qi}n

i=1,
to minimize

D(Q)+
n

∑
i=1

ci(qi), (2.26)

where Q =
n
∑

i=1
qi. There are n first-order conditions:

DQ(Q)+ ci
q(q

i) = 0, i = 1, . . . ,n. (2.27)

These conditions require that an individual firm’s emissions be such that their
marginal contribution to damage is equal their marginal abatement costs. The
conditions also say something important about efficient and cost-effective control.
At a solution to the first order conditions, {qi∗}n

i=1,

−ci
q(q

i∗) =−ck
q(q

k∗) = DQ(Q∗), foreachpair iandk. (2.28)

Hence, the sources’ marginal abatement costs are equal to each other. Recall
that this is what we require to reach an aggregate emissions target cost-effectively
(see (2.9) and (2.16)). Therefore, an efficient control policy must distribute emis-
sions control responsibilities in a cost-effective manner. Figure 2.8 illustrates an
efficient policy for just two firms. Recall that −CQ(Q) denotes the minimum ag-
gregate marginal abatement cost function.

For a spatially differentiated pollutant we replace D(Q) in the objective above
with D(q1,q2, ...,qn). An efficient policy allocates emissions control to minimize

D(q1,q2, ...,qn)+
n

∑
i=1

ci(qi). (2.29)

The first order conditions are

Dqi + ci
q(q

i) = 0, i = 1, . . . ,n. (2.30)
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Figure 2.8: Efficient emissions controls for a uniformly mixed pollutant

As in the problem for a uniformly mixed pollutant, at a solution to the first or-
der conditions (2.30), {qi∗}n

i=1, each firm’s emissions should be at the level that
equates its marginal abatement cost to the marginal damage it produces. The only
difference is that marginal damage varies across firms. Moreover, for every pair
of firms the first-order conditions imply

−ci
q(q

i∗)

−ck
q(qk∗)

=
Dqi

Dqk
, (2.31)

which is what we require for the cost-effective achievement of an aggregate dam-
age limit (see (2.21) and (2.25)). The difference is that aggregate damage is not
chosen arbitrarily, but instead is at its efficient level.

2.5 Efficient policies: emissions taxes and transfer-
able permits

Now we examine alternative policies to achieve efficient outcomes, for both uni-
formly and non-uniformly mixed pollutants. While it is possible to imagine setting
efficient emissions standards in both settings, we will focus on emissions taxes and
emissions markets.
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Figure 2.9: A firm’s emissions under an emissions tax

2.5.1 Effcient policies for uniformly mixed pollutants
Focusing first on a uniformly mixed pollutant, from (2.28) we set these policies to
achieve

−ci
q(q

i∗) = DQ(Q∗), 1 = 1, ...,n. (2.32)

Emissions taxes

Suppose we impose a per unit tax t on the emissions of all sources. We do not
tell firms how much to control their emissions, only that they are to pay a price
for their emissions. Faced with a tax, source i will choose its emissions to solve
minqi ci(qi)+tqi. The first-order condition is−ci

q(q
i) = t, with solution qi = qi(t).

Figure 2.9 illustrates a firm’s choice of emissions under an emissions tax. Note
that sources will generally prefer emissions standards to emissions taxes. With an
emissions standard qi = qi(t), the source’s costs are its abatement costs amounting
to area B. With a tax set so that the firm chooses qi(t) its costs are its abatement
costs B, plus its tax bill, area A.

Now, since firms choose their emissions so that their marginal abatement costs
are equal to the tax rate, if they all face the same tax then their marginal abatement
costs are equal to each other. That is,

−ci
q(q

i(t)) =−ck
q(q

k(t)) = t, foreachpair iandk. (2.33)

This satisfies (2.16), so whatever aggregate level of emissions results under a uni-
form emissions tax, that level will be reached at minimum aggregate abatement
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Figure 2.10: An efficient tax for a uniformly mixed pollutant

costs.
Now how should the tax be set? Combining the efficiency conditions (2.32)

with (2.33) suggests that the efficient tax is

t∗ = DQ(Q∗), (2.34)

whichis the standard Pigovian tax. Figure 2.10 illustrates an efficient tax on emis-
sions of a uniformly mixed pollutant for two firms.

Transferable emissions permits

Under a transferable emissions permit system (i.e., a competitive emissions mar-
ket) a regulator chooses the efficient aggregate emissions target, constructs emis-
sions rights to reach this target, distributes these rights to sources in some fashion,
and allows sources to trade these rights among themselves.

Suppose that the aggregate emissions target is Q. Let li be the number of
emissions permits held by source i after permit trading is complete. Each permit
allows the release of one unit of emissions. Assuming perfect compliance to the
policy, holding li permits allows i to release li = qi emissions. Let li

0 be the initial
allocation of permits to source i. To reach the target Q the regulator distributes

L =
n

∑
i=1

li
0 = Q (2.35)
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permits to the sources. Assume that permit trading among sources generates a
competitive price p(L) that depends on the total number of permits in circulation.

Under this policy, source i will respond by solving minqi,li ci(qi)+ p(L)(li−
li
0), where p(L) is taken as fixed. Note that the firm’s compliance costs consist

of its abatement costs minus revenue it receives if it is a net seller of permits
(i.e., li− li

0 < 0) or plus expenditures on additikonal permits if it is a net-buer of
permits (i.e., li− li

0 > 0). Since the source is compliant, we can simplify the firm’s
problem to simply choosing the compliance-cost-minimizing number of permits
to hold; that is,

min
li

ci(li)+ p(L)(li− li
0). (2.36)

The first-order condition is −ci
q(l

i) = p(L), with solution li = li(p(L)). Thus,
the source chooses the number of permits to hold, and consequently its level of
emissions, so that its marginal abatement cost is equal to the equilibrium permit
price. Note that this decision is independent of the firms’ initial allocation of
permits.

In a permit market equilibrium, p(L) emerges to equate the aggregate demand
for permits to the supply of permits. That is, p(L) is the solution to

n

∑
i=1

li(p) = L (2.37)

Since all firms face the same permit price. we have

−ci
q(q

i(p(L))) =−ck
q(q

k(p(L))) = p(L), foreachpair iandk. (2.38)

This implies that the aggregate emissions target Q (= L) will be met with mini-
mum aggregate abatement costs.4

Now the regulator must choose the efficient emissions target. It does so to
equate marginal damage to aggregate marginal abatement costs. Denote the ef-
ficient target as Q∗ so the regulator puts L∗ = Q∗ permits into circulation. Fig-
ure 2.11 illustrates an efficient competitive transferable permit program for a uni-
formly mixed pollutant with two firms. Note that we can interpret p(L) =−ci

q(l
i)

as i’s inverse demand for permits. Hence, the aggregate marginal abatement
cost function, −CQ(Q), is the aggregate demand function for emissions permits.

4Montgomery (1972) provided the first rigorous demonstrations of the primary benefits of
competitive permit trading; that is, competitive permit markets achieve environmental standards
cost-effectively, and the final allocation of emissions control responsibilities is independent of the
initial allocation of permits.
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Figure 2.11: An efficient competitive transferable permit system for a uniformly
mixed pollutant

Equating the aggregate demand for permits to the permit supply L∗ produces the
equilibrium permit price p(L∗). The firms react to this price by trading for per-
mits until the number they hold equates their marginal abatement costs to the
equilibrium permit price. In this way, the market allocates emissions control re-
sponsibilities so that the firms’ marginal abatement costs are equal to each other,
and hence, the efficient aggregate emissions target Q∗ is reached with minimum
aggregate abatement costs.

2.5.2 Efficient policies for a non-uniformly mixed pollutant
Now let’s examine efficient taxes and transferable permit schemes for non-uniformly
mixed pollution. Assume, as we did when examining cost-effective control of a
non-uniformly mixed pollutant, that marginal damage from an individual source i
is a known constant Dqi . An efficient policy will induce emissions (q1∗,q2∗, . . . ,qn∗)
to satisfy

Dqi + ci
q(q

i) = 0, i = 1, . . . ,n. (2.39)

Emissions taxes

Achieving the desired outcome with emissions taxes is relatively straightforward,
at least conceptually. All that is required is to choose a set of individual tax rates
(t1, t2, . . . , tn) to satisfy t i = Dqi , i = 1, . . . ,n. Since firms will respond to the tax
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system by choosing emissions so that t i + ci
q(q

i) = 0, i = 1, . . . ,n, the tax system
produces the efficient outcome.

Emissions trading

Using a transferable permit scheme to achieve the efficient outcome is somewhat
more complicated and several approaches have been proposed. We will take the
approach of Farrow et al. (2005) and Muller and Mendelsohn (2009).5

Begin with the efficient distribution of emissions (q1∗,q2∗, . . . ,qn∗) produced
by the first order conditions (2.39). This distribution produces the efficient level
of total damage

D(q1∗,q2∗, . . . ,qn∗) =
n

∑
i=1

Dqiqi∗ = D∗. (2.40)

Now characterize a cost-effective distribution of emissions to limit total damage
to D∗. We already did this for an arbitrary D in subsection 2.3.2. The problem
with damage constrained by D∗ is

min
(q1,q2,...,qn)

n

∑
i=1

ci(qi), subject to
n

∑
i=1

Dqiqi = D∗.

The solution to this problem is efficient because it achieves the efficient level
of total damage at lowest possible aggregate abatement cost. Using (2.25) the
solution requires

−ci
q(q

i∗)

−c j
q(q j∗)

=
Dqi

Dq j
for each pair i, j = 1, ...,n. (2.41)

An efficient transferable permit scheme will limit pollution damage to D∗ and
distribute emissions among the firms according to (2.41)

We are now ready to set up the permit trading program. First, choose an initial
distribution of permits (l1

0 , l
2
0 , . . . , l

n
0) so that
n

∑
i=1

Dqili
0 = D∗. (2.42)

5Montgomery (1972) was also the first to propose and rigorously analyze a competitive trans-
ferable permit program for non-uniformly mixed pollution. His approach is different from Farrow
et al. (2005) and Muller and Mendelsohn (2009) because he had sources trading the rights to add
to the ambient concentrations of a pollutant at multiple locations, while the latter authors have
sources trading the rights to add to aggregate damage. However, his main results are the same: a
competitive emissions market for a non-uniformly mixed pollutant produce a cost-effective distri-
bution of emissions that is independent of the initial allocation of permits.
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Notice that there are potentially a very large number of initial permit allocations
that satisfy (2.42), but not every allocation will. Thus, the market outcome will
not be completely independent of the intial permit allocation, like in the uniformly
mixed case. Since firms have different marginal contributions to total damage,
we cannot let the firms trade their permits one-for-one because (2.42) would be
violated. To account for differences in marginal damages among firms, define
permit trading ratios between firms as

T Ri j =
M qi

M q j =
Dq j

Dqi
for each pair i, j = 1, ...,n. (2.43)

T Ri j is defined so thatM qi is the amount i can increase its emissions if it purchases
M q j permits from firm j. By setting the trading ratio between two firms equal to
the inverse ratio of their marginal damages, we guarantee that trade between the
firms does not change total pollution damage. To see this use T Ri j to show

M qiDqi− M q jDq j = 0.

To show how firms will respond to a system of permit trading ratios we need to
distinguish between permits bought and sold. Continue to let li denote the number
of permits i holds after trading is complete. In addition, let li

s denote the number
of permits sold by i and let li j

b denote the number of permits that i buys from firm
j. Note that the number of permits i gains by purchasing li j

b permits from j is
T Ri jli j

b . Consequently, the total number of permits held by i is

li = li
0− li

s +
n

∑
j=1, j 6=i

T Ri jli j
b . (2.44)

Suppose that i sells permits for pi and that firms j 6= i sell permits for (p j)n
j=1, j 6=i.

Firm i’s problem is then to choose emissions qi, permit sales li
s and purchases

(li j
b )

n
j=1, j 6=i to minimize

ci(qi)− pili
s +

n

∑
j=1, j 6=i

p jli j
b

subject to (2.44). The Lagrange equation is

L = ci(qi)− pili
s +

n

∑
j=1, j 6=i

p jli j
b +φ

[
qi− li

0 + li
s−

n

∑
j=1, j 6=i

T Ri jli j
b

]
,
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where φ is a Lagrange multiplier. The first-order conditions are:

Lqi = ci
q(q

i)+φ = 0;

Lli
s
=−pi +φ = 0;

Lli j
b
= p j−φT Ri j = 0, j = 1, . . . ,n, j 6= i;

Lφ = 0. (2.45)

Note that these conditions do not depend on i’s initial permit allocation, indicating
that the final distribution of emissions is independent of the initial allocation of
permits.6

Now combine the first three conditions of (2.45) to obtain

−ci
q(q

i) = pi = p j/T Ri j.

The first equality is standard; a firm chooses its emissions so that its marginal
abatement costs is equal to the price of its permits. It is more interesting to focus
on pi = p j/T Ri j. Note that since firm j faces the same problem as i we have
−c j

q(q j) = p j. Using this, −ci
q(q

i) = pi and the trading ratio T Ri j = Dq j/Dqi

from (2.43), pi = p j/T Ri j implies

−ci
q(q

i)

−c j
q(q j)

=
Dqi

Dq j
. (2.46)

Note that (2.46) has to hold for every pair of firms i and j.7(2.46) reveals that com-
petitive permit trading among firms according to the trading ratios given in (2.43)
leads to a cost-effective distribution of emissions and, as noted, this distribution is
independent of the initial allocation of permits across firms. Moreover, since per-
mits are allocated initially to produce the efficeint level of total damage (equation
(2.42)) and the trading ratios quarantee that trading does not change total dam-
age, (2.46) is the same as (2.41), indicating that the trading program achieves the
efficient outcome.

6We have to be a bit careful with this result. Although a firm’s decisions are independent of
its initial allocation of permits, the regulator does not have complete freedom in determining the
distribution of the initial allocation of permits. This distribution must satisfy (2.42).

7The first order conditions also produce −ci
q(q

i)/− c j
q(q j) = pi/p j indicating that a competi-

tive permit market equilibrium requires that the ratio of any two firms marginal abatement costs is
equal to the ratio of their permit selling prices.
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2.6 An example of second-best: taxes and co-pollutants
Up to this point we have focused on efficient regulations that produce outcomes
that are often referred to as “first best”. Generally, these are outcomes that sat-
isfy typical marginal-social-benefit-equals-marginal-social-cost conditions. In our
case, thus far, efficient regulation requires that the marginal damage from emis-
sions is equal to marginal abatement costs at both the individual source and ag-
gregate levels. We have used these conditions in partial equilibrium settings, but
they also apply in efficient general equilibrium outcomes.

The reference to first-best suggests that there is a second-best. In fact, the
theory of second-best (Lipsey and Lancaster 1956) suggests in the environmen-
tal policy context that inefficient control of a related activity may lead to optimal
regulation of a pollutant that deviates from first-best control. That is, optimal reg-
ulation of a pollutant may not equate its marginal damage to marginal abatement
costs if the level of a related activity is not efficient. We will encounter several
second-best settings in these lecturers. In this section I want to introduce the con-
cept of second-best environmental regulation with the example of controlling the
emissions of a pollutant with inefficiently regulated co-pollutants.

2.6.1 CO2 and its co-pollutants
Among the many policy challenges associated with controlling greenhouse gases
is how to account for the co-benefits or adverse side effects of climate policies.
For example, important flow pollutants like sulfur dioxide (SO2), nitrogen diox-
ide (NO2), and fine and coarse particulate matter (PM2.5 and PM10) are emitted
jointly with CO2 in combustion processes. Thus, reduction in CO2 emissions
may also reduce the emissions of co-pollutants, thereby providing a co-benefit
of controlling CO2 emissions. The Intergovernmental Panel on Climate Change
(IPCC) has reviewed many empirical studies of these co-benefits in Chapter 6 of
IPCC (2014) and they have concluded that the benefits of reductions in emissions
of CO2 co-pollutants can be substantial.8 On the other hand, climate policy can

8Nemet et al. (2010) surveyed empirical studies of air pollutant co-benefits of climate change
mitigation and found a mean value of $49 (2008 dollars) per ton of CO2 reduction. Similarly, Parry
et al. (2015) calculated the average co-benefits for the top 20 CO2 emitting countries to be about
$57.5 for 2010 (in 2010 dollars). These values are about the same magnitude as estimates for the
climate-related benefit per ton of CO2 reduction developed by the US Interagency Working Group
on the Social Cost of Carbon. Using a 3% discount rate, the Interagency Working Group proposes
a schedule for the social cost of carbon dioxide to be used in regulatory impact analysis that starts
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also have adverse consequences, some of which come from increases in related
pollutants. For example, Ren et al. (2011) suggest that increased use of biofuels
as part of a policy to reduce CO2 emissions can result in greater water pollution
from agricultural runoff. Similarly, for a sample of U.S. electric power produc-
ers, Agee et al. (2014) found that reductions in SO2 emissions led to higher CO2
emissions. In contrast, Agee et al. (2014) found that also found that NOX and
CO2 were complements, because the control of NOX emissions led firms to adopt
more efficient production and abatement technologies. In contrast, Bonilla et al.
(2017) found that CO2 and NOX were substitutes in Swedish combined heat and
power plants.9 The comparison of Agee et al. (2014) and Bonilla et al. (2017)
is interesting because it suggests that two pollutants can be complements in one
industry but substitutes in another closely related industry.

The presence of co-benefits or adverse side-effects presents challenges for ef-
ficient pollution regulation. The efficient regulation of one pollutant must ac-
count for how its control affects the abatement of its co-pollutants, and how the
abatement interactions translate into changes in the damages associated with its
co-pollutants. In addition, accounting for existing regulations of co-pollutants is
critical for determining the net co-benefits or adverse consequences of pollution
control. Of course, full efficiency would require that the regulations of multiple
interacting pollutants be determined jointly to maximize the net social benefits of
a complex environmental regulatory system, but this may not be realistic. Instead
environmental regulations tend to focus on single pollutants, not joint regulation
of multiple pollutants, and these single-pollutant regulations may be inefficient
for a host of reasons. At best, regulation of a particular pollutant may strive for
efficiency, given the not-necessarily-efficient regulation of its co-pollutants.10This

at $31 (2007 dollars) per ton CO2 in 2010 and rises to $69 per ton in 2050 (US Interagency
Working Group on the Social Cost of Carbon, 2013).

9Bonilla et al. (2017) explain that the difference between their results and Agee et al. is due to
lower emissions intensities (emissions per unit of output) resulting from very ambitious emissions
control policies in Sweden. Thus, opportunities for decreases in both pollutants with general
increases in production and abatement technologies are more limited in Sweden.

10These challenges are also present in problems of cross-media substitution of emissions; that
is, the concern that media-specific regulations (e.g., air, water, or land emissions regulations) may
motivate firms to substitute emissions toward other media. For example, Sigman (1996) found
that higher taxes on liquid waste disposal of chlorinated solvents led to higher air emissions. More
recently, Gibson (2015) found that more stringent regulation of particulate air emissions in U.S.
counties that failed to meet national air quality standards led to increased water emissions. In
principle, the optimal regulation of a pollutant into a specific medium should account for the
possibility that firms will shift emissions toward a separately regulated medium.
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implies a second-best setting for the choosing the optimal control of CO2 emis-
sions.

2.6.2 Optimal CO2 taxes, given co-pollutant regulations
Assume that an industry of n firms emits two kinds of pollutants. A firm i emits
qi

j units of the jth pollutant ( j = 1,2). A firm has a joint abatement cost function
ci(qi

1,q
i
2), which is strictly decreasing and strictly convex in emissions of both

pollutants. Throughout, pollutant 1 is CO2 while pollutant 2 is its co-pollutant.
While CO2 is a uniformly mixed pollutant, marginal damages from its co-

pollutants are usually differentiated by source and space. The distinction between
uniformly mixed and non-uniformly mixed pollutants is critical. Conceptually,
uniformly mixed pollutants can be controlled with a single price that achieves the
cost-effective distribution of emission among sources, but a single pollution price
cannot be efficient for pollutants that are not uniformly mixed.

Anticipating that the regulation of CO2 may have a spatial component because
of its abatement-interactions with non-uniformly mixed pollutants, let the tax on
i’s emissions of pollutant 1 be t i

1 and the tax on emissions of pollutant 2 be t i
2.

Defining ci
j = ∂ci/∂qi

j, j = 1,2, firm i chooses its emissions so that

−ci
j(q

i
1,q

i
2) = t i

j, j = 1,2. (2.47)

The solutions for these first order conditions are

qi
j = qi

j(t
i
1, t

i
2) j = 1,2. (2.48)

Using a standard approach to deriving comparative statics, it is straightforward to
find:

∂qi
j/∂ t i

j =−ci
j j/
(

ci
11ci

22−
(
ci

12
)2
)
< 0 j = 1,2; (2.49)

∂qi
j/∂ t i

k = ci
12/
(

ci
11ci

22−
(
ci

12
)2
)
< 0 j 6= k. (2.50)

The sign of (2.49) follows from the strict convexity of the abatement cost function,
which requires ci

j j > 0, j = 1,2, and ci
11ci

22−
(
ci

12
)2

> 0. (2.49) indicates that
the own-tax effect is always negative: as expected, an increase in the tax on one
pollutant motivates a firms to reduce its emissions of that pollutant. However, the
cross-tax effect (2.50) depends on the sign of ci

12. If this term is negative then the
pollutants are complements in abatement–an increase in the tax on one pollutant
leads the firm to also reduce its emissions of the other pollutant. If, on the other
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hand, ci
12 > 0, then an increase in the tax on one pollutant leads the firm to reduce

its emissions of that pollutant, but to increase emissions of the other pollutant. In
this case, the two pollutants are substitutes in abatement.

CO2 is a uniformly mixed stock pollutant with aggregate emissions in a pe-
riod Q1 = ∑

n
i=1 qi

1. Largely because climate change impacts are due to the accu-
mulation of carbon in the atmosphere since the industrial revolution, the marginal
damage of CO2 in a compliance period is essentially flat (Pizer (2002)). Denote
that marginal damage from CO2 in a compliance period as the constant d1. Pollu-
tant 2 is a spatially differentiated flow pollutant like SO2 and PM2.5. Muller and
Mendelsohn (2009) found that source-specific marginal damages of these pol-
lutants are effectively constant, because emissions from one source cause only
small changes in pollutant concentrations at each receptor point. Accordingly we
assume that the marginal damage of pollutant 2 associated with a source is flat
and let di2 be the constant marginal damage of i’s emissions of pollutant 2. The
total damage from the industry’s emissions in a period is:

d1

n

∑
i=1

qi
1 +

n

∑
i=1

di
2qi

2.

Of course, the first-best taxes are equal to marginal damages. That is, each
firm’s CO2 tax is equal to the common marginal damage from CO2, and hence,
are equal across firms, and each firm’s tax on pollutant 2 is equal to its marginal
damage so that t i

2 = di
2, i = 1, ...,n.

However, suppose that the regulator has to choose CO2 taxes, given not-
necessarily-efficient taxes for the co-pollutant. Let the vector of exogenous pollu-
tant 2 taxes be (t1

2, ..., t
n
2). The regulator’s problem is to choose a vector of CO2

taxes, (t1
1 , ..., t

n
1), to minimize the social costs

d1

n

∑
i=1

qi
1 +

n

∑
i=1

di
2qi

2 +
n

∑
i=1

ci(qi
1,q

i
2), (2.51)

subject to the firm’s responses to the taxes given by (2.48). Substitute (2.48) into
(2.51) to obtain the social cost function in terms of the tax rates,

d1

n

∑
i=1

qi
1(t

i
1, t

i
2)+

n

∑
i=1

di
2qi

2(t
i
1, t

i
2)+

n

∑
i=1

ci(qi
1(t

i
1, t

i
2),q

i
2(t

i
1, t

i
2)). (2.52)

Minimizing (2.52) provides a vector of firm-specific CO2 taxes that depend on the
firm-specif taxes on pollutant 2, that is, (t1

1(t
1
2), ..., t

n
1(t

n
2)).
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Assume the the following first-order conditions are necessary and sufficient to
identify the optimal CO2 taxes:

(d1 + ci
1)∂qi

1/∂ t i
1 +(di

2 + ci
2)∂qi

2/∂ t i
1 = 0, i = 1, ...,n. (2.53)

Since the firms respond to the tax rates by choosing emissions to equal their
marginal abatement costs (see (2.47)), substitute t i

1(t
i
2) = −ci

1 and t i
2 = −ci

2 into
(2.53) and rearrange terms to obtain the following characterization of the optimal
CO2 taxes:

t i
1(t

i
2) = d1− (t i

2−di
2)

(
∂qi

2/∂ t i
1

∂qi
1/∂ t i

1

)
= d1 +(t i

2−di
2)

(
ci

12
ci

11

)
, i = 1, ...,n. (2.54)

(Use (2.49) and (2.50) to derive the final expression in (2.54)).11

The second on the right side of (2.54),

−(t i
2−di

2)

(
∂qi

2/∂ t i
1

∂qi
1/∂ t i

1

)
= (t i

2−di
2)

(
ci

12
ci

11

)
(2.55)

is an adjustment of the optimal CO2 tax on a firm due to the possibly inefficient
regulation of pollutant 2 tax. If pollutant 2 is regulated efficiently, then t i

2 = di
2

for all i, and this adjustment term disappears. In this case, the optimal tax on
pollutant 1 is equal to its marginal damage, which is common for all firms. This
is the first-best regulation of CO2 and its co-pollutant.

However, if pollutant 2 is not taxed efficiently, then the optimal (second-best)
tax on CO2 will deviate from the marginal damage of CO2 and the deviation
will vary across firms. The direction and size of this deviation for a specific firm
depends on the deviation of the tax on the firm’s co-pollutant from its marginal
damage and how the marginal change in a firm’s emissions of CO2 induced by
the CO2 tax changes the firm’s emissions of the co-pollutant. Therefore, the qual-
itative direction of the correction for the inefficient regulation of the co-pollutant
depends on whether the pollutant is over- or under-regulated and whether the pol-
lutants are complements or substitutes in abatement.

To explore this a bit more, suppose that the tax on pollutant 2 emissions from
firm i is lower than the marginal damage of the firm’s pollutant 2 emissions. This

11(2.54) may not be an exact solution for t i
1(t

i
2), i = 1, ...,n, because it may appear on the right

side of the equation in ci
12 and ci

11. Notice how I wrote the individual CO2 taxes so that they do
not depend on pollutant 2 tax rates imposed on other firms. This is because I see that (2.54) does
not depend on the emissions, and hence the tax rates, of firms other than i.
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implies that pollutant 2 emissions will be too high relative to first-best emissions.
From (2.54), the optimal CO2 tax is t i

1(t
i
2)> d1 if the two pollutants are comple-

ments and the pollutant 2 tax is too low. The reason the CO2 tax is higher than its
marginal damage in this case is that it is trying to mitigate the inefficiency of the
low pollutant 1 tax as well as internalize the CO2 externality. Since the pollutants
are complements, a higher CO2 tax will also lead to a reduction in pollutant 2
emissions, thereby mitigating the inefficiency of too-high pollutant 2 emissions.

On the other hand, t i
1(t

i
2)< d1 if the two pollutants are substitutes. Assuming

again that the pollutant 2 tax is too low and pollutant 2 emissions are too high,
a lower CO2 tax will lead to a reduction of pollutant 2 emissions. In this case,
CO2 emissions from the firm are under-regulated to reduce the inefficiency of
under-regulated pollutant 2 emissions.

Finally, (2.54) highlights the impact of space on optimal, second-best CO2
taxes. As noted earlier, CO2 is a uniformly mixed pollutant, while its major co-
pollutants are non-uniformly mixed. The first-best regulation of CO2 and its co-
pollutants will implement a CO2 tax than is uniform across sources, while the co-
pollutant taxes handle the spatial heterogeneity of co-pollutant marginal damages.
However, inefficient regulation of the co-pollutants can call for non-uniform, firm-
specific CO2 taxes. It is important to emphasize that if CO2 taxes are to account
for their effects on co-pollutants with spatially heterogeneous damages, it must be
because the co-pollutants are not regulated efficiently, not simply because reduc-
tions of CO2 produce co-benefits which are spatially differentiated. The variation
of the optimal CO2 taxes from its marginal damage and its spatial component
comes from the spatial variation of the marginal damage of the co-pollutant, net
of its existing regulation, and variation in the abatement interaction of the two
pollutants.12

12Some authors have incorporated co-benefits in the benefit function of CO2 control, and ignore
the interaction of multiple pollutants in abatement costs (Nemet et al. 2010; Boyce and Pastor
2013; Muller 2012). This approach does not recognize that potential adjustments to CO2 control
to account for co-pollutants should be determined by the co-benefits of CO2 control, net of existing
co-benefit regulations. Using Muller (2012) model, optimal CO2 taxes would be t̃ i

1 = d1+θ i
12, i =

1, ...,n, where θ i
12, is the constant marginal effect of the firm’s CO2 emissions on damage caused

by emissions of the co-pollutant. Relative to the optimal CO2 taxes in (2.54), t̃ i
1 will tend to be too

high (too low) if the two pollutants are complements (substitutes).
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2.7 Concluding remarks

2.8 Appendix
In this appendix I show that firm’s cost function given in (2.6) is non-increasing in
its emissions and convex in (y,q). I drop the firm identifier in this section, because
we are only concerned about one firm

Result 1: c(w,y,q) is non-increasing in emissions for q ∈ (0,q0).

Proof: Holding w and y constant, suppose that x′ and x′′ are cost-minimizing
input choices for emissions q′ and q′′, respectively. That is, x′ = x(w,y,q′) and
x′′ = x(w,y,q′′). Toward a contradiction suppose that q′′ > q′ and wx′′ > wx′.
Since x′ satisfies the constraint q′ ≥ h(x′) and q′′ > q′, then q′′ > h(x′). This last
inequality implies that x′ is also a feasible choice for q′′. Since wx′′ > wx′, x′

is also cheaper than x′′, which implies that x′′ cannot be a cost-minimizing input
choice for q′′. This contradiction establishes the result. �

Result 2: c(w,y,q) is convex jointly in (y,q).

Proof: If c(w,y,q) is convex in (y,q) then

c(w,θy′+(1−θ)y′′,θq′+(1−θ)q′′)≤ θc(w,y′,q′)+(1−θ)c(w,y′′,q′′) (2.56)

for all positive (y′,q′) and (y′′,q′′), θ ∈ (0,1) and constant w.
Let x′ be cost-minimizing for (y′,q′) and let x′′ be cost-minimizing for (y′′,q′′).

Furthermore, let x0 be cost-minimizing for (y0,q0), where y0 = θy′+(1− θ)y′′

and q0 = θq′+(1−θ)q′′. Lastly, define x1 = θx′+(1−θ)x′′. There should be
no presumption that x1 is equal to x0.

It turns out that x1 is a feasible choice for (y0,q0). To see this, note from the
concavity of f (x) that

f (x1) = f (θx′+(1−θ)x′′)≥ θ f (x′)+(1−θ) f (x′′). (2.57)

Now since x′ and x′′ are optimal they satisfy y′ ≤ f (x′) and y′′ ≤ f (x′′), and there-
fore,

θ f (x′)+(1−θ) f (x′′)≥ θy′+(1−θ)y′′ = y0. (2.58)
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Combining (2.57) and (2.58) yields y0≤ f (x1), so x1 satisfies the output constraint
y0 ≤ f (x).

The input bundle x1 also satisfies the emissions constraint q0 ≥ h(x). To see
this, note from the convexity of h(x) that

h(x1) = h(θx′+(1−θ)x′′)≤ θh(x′)+(1−θ)h(x′′) (2.59)

Optimality of x′ and x′′ implies q′ ≥ h(x′) and q′′ ≥ h(x′′), and hence,

θh(x′)+(1−θ)h(x′′)≤ θq′+(1−θ)q′′ = q0.

Applying this last fact to (2.59) yields q0 ≥ h(x1), so x1 satisfies the emissions
constraint q0 ≥ h(x). Since y0 ≤ f (x1) and q0 ≥ h(x1), x1 is a feasible choice for
(y0,q0).

Now,

c(w,y0,q0) = c(w,θy′+(1−θ)y′′,θq′+(1−θ)q′′) = wx0.

Optimality of x0 for (y0,q0) and feasibility of x1 for (y0,q0) implies

c(w,θy′+(1−θ)y′′,θq′+(1−θ)q′′) = wx0 ≤ wx1. (2.60)

The definition of x1 implies

wx1 = w(θx′+(1−θ)x′′) = θwx′+(1−θ)wx′′ (2.61)

Now, wx′ = c(w,y′,q′) and wx′′ = c(w,y′′,q′′) so

wx1 = θc(w,y′,q′)+(1−θ)c(w,y′′,q′′). (2.62)

Combining (2.60) and (2.62) yields

c(w,θy′+(1−θ)y′′,θq′+(1−θ)q′′)≤ θc(w,y′,q′)+(1−θ)c(w,y′′,q′′),

which is what we set out to show (equation (2.56)).�



Chapter 3

Environmental Regulation and
Imperfect Competition

The performance of price-based environmental policies is very sensitive to the
assumption of competitive firm behavior. In this lecture we will relax this as-
sumption in three ways. First, we will examine the efficient emissions tax when
polluting firms are imperfectly competitive in their output market. Then we will
examine the performance of emissions markets when some firms have the power
to change the price of emissions permits. Finally, we will examine the conse-
quences of transaction costs on the performance of emissions markets.

3.1 Emissions Tax for Symmetric Cournot Firms
Generally, the aggregate output of imperfectly competitive firms that compete
with each other in terms of individual output (like Cournot firms) is low, relative to
the efficient, competitive level of output. Cournot firms tend to restrict their output
so that they receive a higher price for their product. When imperfectly competitive
firms also emit a uniformly mixed pollutant, then there are two inefficiencies to
confront–the inefficiency due to low output and the pollution externality. With-
out an additional policy to control the market inefficiency, an optimal emissions
tax in this setting will generally differ from marginal damage. That is, due to the
second-best setting, the optimal emissions tax for imperfectly competitive firms
will differ from the first-best tax, because it is a single policy tool confronting
two inefficiencies. In this section we will use a simple market model of symmet-
ric Cournot firms to illustrate the deviation of the optimal emissions tax from the

52
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first-best tax.

3.1.1 The market equilibrium of symmetric Cournot firms
Consider n identical Cournot firms that face an emissions tax t. Firm i produces
output yi and emissions qi. The firm’s cost function is c(yi,qi), which is strictly
increasing in output and strictly decreasing in emissions. Moreover the cost func-
tion is jointly convex in yi and qi. Output and emissions are complements in the
sense that cyq(yi,qi)< 0. The firm also incurs fixed costs of entry into the market
of F .

Let Y = ∑
n
i=1 yi be aggregate output, and let z = z(Y ) be the inverse demand

function for the industry. The inverse demand function is downward sloping.
Later we will impose a curvature restriction on z(Y ) to guarantee equilibrium
solutions.

Finally, suppose that emissions from the firms in the industry are uniformly
mixed. Let Q = ∑

n
i=1 qi be aggregate emissions and let D(Q) be emissions dam-

age. The damage function is strictly increasing and convex.
The profit function for firm i is:

π
i = z(yi + y−i)yi− c(yi,qi)− tqi−F, (3.1)

where y−i = ∑
j 6=i

y j denotes the output of all firms in the industry except i.

The first-order conditions for yi and qi are, respectively:

z′(yi + y−i)yi + z(yi + y−i)− cy(yi,qi) = 0; (3.2)

−cq(yi,qi)− t = 0. (3.3)

Equation (3.2) says that the firm will choose its output to equate marginal revenue
to marginal production cost, given its choice of emissions and the output of all
the other firms. Equation (3.3) says that the firm chooses its emissions to equate
the tax to its marginal abatement cost, given its choice of output. In a symmetric
equilibrium, the firms choose the same levels of output and emissions. Denote
these values as y and q, respectively. Then, the first-order conditions can be written
as:

z′(ny)y+ z(ny)− cy(y,q) = 0; (3.4)
−cq(y,q)− t = 0. (3.5)
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Equations (3.4) and (3.5) implicitly define equilibrium output and emissions
for each firm as a function of the number of firms n and the emissions tax t. These
solutions can be expressed as:

y = y(n, t); (3.6)
q = q(n, t). (3.7)

To examine how the tax and industry size affect the profit-maximizing decisions
of an individual firm, substitute y = y(n, t) and q = q(n, t) into (3.4) and (3.5) to
obtain

z′(ny(n, t))y(n, t)+ z(ny(n, t))− cy(y(n, t),q(n, t))≡ 0; (3.8)
−cq(y(n, t),q(n, t))− t ≡ 0. (3.9)

Differentiate these with respect to t to obtain:

z′′nyyt +(n+1)z′yt− cyyyt− cyqqt = 0;
−cyqyt− cqqqt−1 = 0,

and place these results in matrix form:[
z′′ny+(n+1)z′− cyy −cyq

−cyq −cqq

][
yt
qt

]
=

[
0
1

]
. (3.10)

The determinant of the Hessian matrix in (3.10) is [z′′ny+(n+1)z′−cyy][−cqq]−
c2

yq, which we require to be positive to satisfy the second order condition. In
addition, the second-order condition requires z′′ny+ (n+ 1)z′− cyy < 0, which
holds if the inverse demand function is linear, concave, or is not “so convex” that
z′′ny >−((n+1)z′− cyy).

Denote the determinant of the Hessian matrix by S. The solutions for yt and
qt in (3.10) are:

yt =
1
S

∣∣∣∣ 0 −cyq
1 −cqq

∣∣∣∣= cyq

S
< 0; (3.11)

qt =
1
S

∣∣∣∣ z′′ny+(n+1)z′− cyy 0
−cyq 1

∣∣∣∣= z′′ny+(n+1)z′− cyy

S
< 0. (3.12)

The sign of (3.12) requires that z′′ny+(n+1)z′− cyy < 0, which we noted above
is required to satisfy the second-order condition for the firms’ optimal symmetric
choices.
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Equations (3.11) and (3.12) characterize the equilibrium responses of each
firm to changes in the tax. Firms’ profit-maximizing output and emissions are
decreasing in the tax.

We now turn to the effects of market size on profit-maximizing output and
emissions. To obtain definitive conclusions we need to assume something about
the sign of z′′y2 + z′y. Typically analysts assume that this is negative which re-
quires that the demand function not be “too convex”. Differentiate (3.8) and (3.9)
with respect to n:

z′′(y+nyn)y+ z′yn + z′(y+nyn)− cyyyn− cyqqn = 0;
−cyqyn− cqqqn = 0.

In matrix form:[
z′′ny+(n+1)z′− cyy −cyq

−cyq −cqq

][
yn
qn

]
=

[
−(z′′y2 + z′y)

0

]
.

Solve to obtain:

yn =
1
S

∣∣∣∣ −(z′′y2 + z′y) −cyq
0 −cqq

∣∣∣∣= (z′′y2 + z′y)cqq

S
< 0; (3.13)

qn =
1
S

∣∣∣∣ z′′ny+(n+1)z′− cyy −(z′′y2 + z′y)
−cyq 0

∣∣∣∣= −(z′′y2 + z′y)cyq

S
< 0. (3.14)

Equations (3.13) and (3.14) assert that a firm’s profit-maximizing output and emis-
sions are decreasing in the market size. The market size factor reflects a “business
stealing effect” (Mankiw and Whinston, 1986). That is, as new firms enter the
industry, output for the existing firms fall. Because firms reduce production, they
also reduce emissions.

3.1.2 The optimal emissions tax for a fixed number of firms
Assume that a planner’s objective is to maximize the sum of consumer and pro-
ducer surplus less environmental damage, given the firms’ output and emissions
responses to the tax, y = y(n, t) and q = q(n, t), respectively. (Entry costs do not
matter because the number of firms is fixed). That is:

max
t

∫ ny(n,t)

0
z(Y )dY −nc(y(n, t),q(n, t))−D(nq(n, t)) (3.15)
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For t > 0, the first order condition to find the optimal tax is

znyt−n(cyyt + cqqt)−nD′qt = 0. (3.16)

Substitute t =−cq from [3] and “solve” for t to obtain:

t = D′− (z− cy)(yt/qt). (3.17)

((3.17) is not really a solution for t, because t appears in all the elements of the
right hand side). From (3.11) and (3.12), yt/qt > 0. Therefore, since z− cy ≥ 0
(i.e., the output price is not less than marginal production cost) for all market
structures, −(z− cy)(yt/qt) ≤ 0 is a downward (perhaps weakly) adjustment of
the optimal tax from the Pigovian prescription to account for imperfect compe-
tition. Under perfect competition, z− cy = 0 and the optimal tax is the Pigovian
tax. However, under imperfect Cournot competition with a fixed number of firms
(including the monopoly outcome), z− cy > 0 and the optimal tax is less than the
Pigovian tax. The tax is lower to limit the adverse welfare effect of reduced pro-
duction. Oates and Strassmann (1984) seem to be the first to have obtained this
result.

3.1.3 Market entry and the optimal emissions tax
We now examine the nature of an optimal emissions tax when entry into the indus-
try is endogenous. Now the regulator has to account for the number of firms along
with their output and emissions when choosing the tax. The choice of the tax is
determined in a 3-stage game. In the first stage the regulator chooses a tax rate.
In the second stage potential firms decide whether they will enter the industry or
not. In the third stage the firms in the industry compete in Cournot fashion.

As usual we solve the game by backward induction. Note that we already have
the third-stage equilibrium, given a fixed number of firms and a tax. Output and
emissions per firm in the third stage is characterized by y = y(n, t) and q = q(n, t).
Profit per firm in the industry is

π(n, t) = z(ny(n, t))y(n, t)− c(y(n, t),q(n, t))− tq(n, t)−F. (3.18)

In the second stage, firms will enter the industry as long as their profits are
greater than or equal to zero. To guarantee a bounded equilibrium number of
firms, we must have πn < 0. Given this assumption, the equilibrium number of
firms is determined by π(n, t) = 0, which implicitly defines the number of firms
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as n = n(t). (The number of firms is also a function of the fixed entry cost F , but
we won’t be dealing with this parameter). Given n(t) firms in the second stage,
output and emissions per firm in the third stage are:

y = y(n(t), t);
q = q(n(t), t).

In the first stage of the game, the regulator’s problem is solve:

max
t

∫ n(t)y(n(t),t)

0
z(Y )dY −n(t)c(y(n(t), t),q(n(t), t))−D(n(t)q(n(t), t))−n(t)F

(3.19)
Assuming that the optimal tax can be determined in the usual fashion, it is the
solution to the following first order condition:

z [nty+n(ynnt + yt)]−ntc−ncy(ynnt + yt)−ncq(qnnt +qt)

−D′ [ntq+n(qnnt +qt)]−ntF = 0. (3.20)

Now rearrange (3.20) to exploit the zero-profit condition, the fact that marginal
abatement costs will be equal to the tax, and the difference between output price
and marginal production costs:

nt(zy−c−F)+(z−cy)n(ynnt +yt)−ncq(qnnt +qt)−D′ [ntq+n(qnnt +qt)] = 0.
(3.21)

From (3.5), t =−cq, and from (3.18) and π(n, t) = 0, zy−c−F = tq. Make these
substitutions in (3.21) to obtain:

(t−D′) [ntq+n(qnnt +qt ]+ (z− cy)n(ynnt + yt) = 0. (3.22)

Denote aggregate emissions under the optimal tax as Q(t) = n(t)q(n(t), t), and
note that

Qt = ntq+n(qnnt +qt). (3.23)

Substitute Qt into (3.22) and “solve” for t to obtain:

t = D′−
(z− cy)n(ynnt + yt)

Qt
. (3.24)

To evaluate the relationship between the optimal tax with endogenous entry
and the Pigovian prescription note that we need to evaluate the sign of nt ; that
is, the effect of the tax on the equilibrium number of firms. Substitute n = n(t)
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into the zero-profit condition π(n, t) = 0 to obtain π(n(t), t)≡ 0 and nt =−πt/πn.
This indicates that the marginal effect of the emissions tax on the number of firms
in the industry depends on the marginal effect of the tax on per firm profit, and the
marginal effect of the number of firms on per firm profit. At this level of generality
it is not possible to sign πt . Thus, it is possible that increasing the emissions tax
can increase the number of firms in an industry. This is a counter-intuitive result.

Let us assume that nt < 0. Then, it is the effect of the tax on aggregate emis-
sions that has an ambiguous sign. Given nt < 0, from (3.23), ntq < 0, nqnnt > 0
(use (3.14)), and nqt < 0 (use (3.12)), which leaves the sign of Qt ambiguous.
Thus, it is possible that aggregate emissions increase with the tax. This is another
counter-intuitive result.

However, let us assume that nt < 0 and Qt < 0, and ask how endogenous
entry may affect the optimal tax. The second term on the right side of (3.24)
is the adjustment to the optimal tax from the Pigovian prescription for imperfect
competition. This is similar to (3.17), but it is modified to account for endogenous
entry. Recall that with a fixed number of firms, imperfect competition makes the
optimal tax lower than marginal damage (the Pigovian tax). From (3.24) the effect
of entry on the adjustment factor is captured by

−(z− cy)ynnt/Qt .

With imperfect competition, nt < 0, Qt < 0, and yn < 0 (from (3.13)), this term is
positive. This indicates that the effect of endogenous entry on the optimal tax is
to make it higher. The key is the strength of ynnt > 0. It is possible that this term
is strong enough so that ynnt + yt in (3.24) is positive, resulting in an optimal tax
that is higher than the Pigovian tax.

Katsoulacos and Xepapadeas (1995) appear to be the first to note that the opti-
mal tax may exceed marginal damage for an industry composed of an endogenous
number of imperfectly competitive firms. They note (and we’ve confirmed) that
an emissions tax has three effects on social welfare when the number of firms is
endogenous.

1. The first welfare effect of the tax is positive because emissions will be lower.

2. The second welfare effect is a negative effect because the tax reduces output,
which is already inefficiently low in the absence of the tax.

3. The third welfare effect is due to the fact that the emissions tax will reduce
the number of Cournot firms in an industry. Perhaps somewhat counter-
intuitively, in the absence of an emissions tax the equilibrium number of
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Cournot firms is higher than the optimal number of firms. The optimal
number of firms is lower to reduce aggregate fixed entry costs. (See Mankiw
and Whinston (1986) for an easy-to-follow demonstration of this result).
Since an emissions tax can push the equilibrium number of firms closer to
the optimal number of firms, it can serve to increase social welfare. If this
third welfare effect is strong enough, the optimal emissions tax may exceed
marginal damage.

3.1.4 Notes
To consider the effects of imperfect competition on the design of environmental
regulation we have only examined one type of regulation (an emissions tax) im-
posed on one type of output market structure (Cournot oligopoly with identical
firms). In contrast, Requate (2006) contains a very thorough review of the theo-
retical literature on environmental regulation in settings of imperfect competition,
including alternative models of market structure (e.g., monopoly, Bertrand price
competition, monopolistic competition), imperfect competition in input markets,
different regulation types (e.g. emissions standards, emissions markets).

3.2 Market Power in Emissions Trading
The presence of market power will limit the extent to which transferable emissions
permit systems can fulfill their theoretical promises. Hahn (1984) was the first to
show that the primary results about transferable permit systems do not generally
hold when permit trading is not perfectly competitive. That is, an emissions mar-
ket with powerful firms cannot be expected to result in a distribution of emissions
that minimizes aggregate abatement costs. Furthermore, the distribution of emis-
sions will never be completely independent of the initial allocation of permits.
Hahn demonstrated that aggregate abatement costs will be minimized only when
the dominant firm is allocated exactly the number of permits it will choose to hold
in equilibrium. Simply, aggregate abatement costs are minimized only when a
firm that can manipulate the permit price does not because it chooses to not trade
emissions permits.

In this subsection we will first examine a version of the Hahn’s model, which
consists of an emissions market in which one firm has market power while the rest
are perfect competitors (a dominant firm/competitive fringe model). More recent
work has loosened the dominant firm/competitive fringe assumption to allow all
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firms to exercise power in the emissions market. We will examine the main results
of one these contributions by Malueg and Yates (2009). The results of this work
reinforce the main results of Hahn (1984) – emissions market with powerful firms
will minimize aggregate abatement costs only if the initial allocation of permits to
these firms motivates them to refrain from trade.

3.2.1 A dominant firm/competitive fringe model of emissions
trading

Hahn (1984) models an emission permit market characterized by a dominant firm
and a competitive fringe. Each firm in the fringe takes the permit price as given,
while the dominant firm “sets” the price with its demand for permits.

Suppose there are n firms, firm 1 is the dominant firm and firms 2, ...,n are the
firms in the competitive fringe. Furthermore, let:

li
0 be the initial allocation of permits to the ith firm;

Q=
n
∑

i=1
li
0 is the aggregate allocation of permits to achieve aggregate emissions

Q;
li is i’s demand for permits;
ci(qi) is i’s abatement cost function with ci

q(q
i)< 0 and ci

qq(q
i)> 0;

p is the price of permits.

Assume perfect compliance so that qi = li, ∀i. Then, equilibrium in the permit
market requires:

Q =
n

∑
i=1

li. (3.25)

A firm in the competitive fringe chooses its permit demand (and emissions
since they will be equal) to solve:

min
li

ci(li)+ p(li− li
0).

The necessary and sufficient first-order condition is:

ci
q(l

i)+ p = 0, (3.26)

which implicitly defines i’s permit demand as li(p), with li
p(p) =−1/ci

qq < 0.
The decision variable for the dominant firm is the permit price. (Actually

we could cast the firm’s problem in terms of it choosing its permit demand and
achieve the same result). The firm chooses p to solve:
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min
p

c1(l1)+ p(l1− l1
0)

subject to l1 = Q−
n

∑
i=2

li(p). (3.27)

The constraint follows from the market-clearing condition (3.25). Substitute the
constraint into the objective to write (3.27) as

min
p

c1

(
Q−

n

∑
i=2

li(p)

)
+ p

(
Q−

n

∑
i=2

li(p)− l1
0

)
(3.28)

The first order condition for this problem is

−c1
q(l

1)
n

∑
i=2

li
p(p)+

(
Q−

n

∑
i=2

li(p)− l1
0

)
− p

n

∑
i=2

li
p(p) = 0. (3.29)

Substitute

l1 = Q−
n

∑
i=2

li(p)

(the constraint in (3.27)) into (3.29) and rearrange the result to obtain

−
[
c1

q(l
1)+ p

] n

∑
i=2

li
p(p)+

(
l1− l1

0
)
= 0. (3.30)

Recall that minimum aggregate abatement cost requires that the marginal abate-
ment costs of every firm be equal. From (3.26) we have ci

q(l
i) + p = 0, for

i = 2, ...,n. Therefore, to minimize aggregate abatement costs the dominant firm
must hold permits so that c1

q(l
1)+ p = 0. However, since

n

∑
i=2

li
p(p)< 0,

c1
q(l

1)+ p = 0 if and only if l1 = l1
0 . This reveals that the market achieves the

emissions target Q cost-effectively if and only if the dominant firm decides to
hold exactly the number of permits it is allocated initially.

It is instructive to note how the dominant firm can manipulate the permit mar-
ket. If it receives few permits initially so that it is a net buyer of permits, then
l1 > l1

0 , which with (3.30) implies −c1
q(l

1) > p. Because −c1
q(l

1) is downward
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sloping, −c1
q(l

1) > p implies that when the dominant firm buys fewer permits
than it would if it was a competitive firm. It buys fewer permits so that it holds
the equilibrium price of permits down.

On the other hand if the dominant firm received a lot of permits initially so that
it turns out to be a permit seller, l1 < l1

0 and (3.30) imply −c1
q(l

1)< p. This indi-
cates that the firm does not sell as many permits as it would if it was a competitive
firm. It holds back permits from the market to keep the permit price up.

One policy prescription that emerges from Hahn’s (1984) model is to elimi-
nate the inefficiency of imperfect permit trading by allocating the exact number
of permits to firms with market influence so that they choose to not trade permits.
This will not be easy to accomplish, because the required information is rather
extensive. A regulator must know which firm (or firms) can exert influence in the
permit market. To determine the exact nature of this influence and how it affects
aggregate abatement costs, regulators must know every firm’s marginal abatement
cost function. Furthermore, any attempt to allocate permits in an efficient man-
ner must overcome the political pressures to allocate permits according to some
grandfathering rule (allocation according to historic emissions).1

3.2.2 Bilateral oligopoly
While the dominant firm(s)/competitive fringe model has dominated the analysis
of market power in emissions markets, others point out that the exogenous parti-
tioning of firms into those with power and those without may not be appropriate in
some situations. In particular, in some situations all firms may have some degree
of market power. Focusing on so-called supply function equilibria in which firms
submit net-trade functions for permits and a market maker determines the market-
clearing price, Malueg and Yates (2009) find similar results to Hahn (1984). In
particular, market power leads to inefficient outcomes and these outcomes depend
on the initial allocation of permits. Moreover, the only way to induce the distribu-
tion of emissions that minimizes aggregate abatement costs is to choose the initial
allocation of permits to each firm in the industry so that no firm wishes to trade
permits. In this section we reproduce the primary results of Malueg and Yates

1While most studies of permit market power rely on the dominant firm/competitive fringe
model of market power, Westskog (1996) extended the analysis to include multiple Cournot-
like firms and a competitive fringe. Her results reinforce the main results about market
power–emissions markets with imperfectly competitive firms will fail to minimize aggregate
abatement costs unless the powerful firms are allocated exactly the number of permit they choose
to hold in equilibrium.
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(2009).2

Consider an industry with n heterogeneous firms that emit a uniformly mixed
pollutant and that trade in a market for permits for the right to do so. A total of
L emissions permits are supplied to the industry. The number of permits initially
allocated to firm i is li

0 permits, and the aggregate initial allocation of permits sums
to the total L. Firms have a quadratic abatement cost functions

ci (qi)= ci
0− ci

1qi +
c2

2
(
qi)2

, i = 1, ...,n, (3.31)

and marginal abatement cost functions

−ci
q
(
qi)= ci

1− c2qi, i = 1, ...,n. (3.32)

In these functions, ci
0, ci

1 and c2 are positive constants. Note that the intercepts of
the marginal abatement cost functions vary across firms, but the slope parameter
c2 does not.

In the market game, firms submit individual net-trade function to a market
maker, each which specifies how many permits a firm will buy or sell depending
on the going permit price. A firm’s net-trade function is linear and character-
ized by a single parameter, the reported intercept of its marginal abatement cost
function. After all net-trade functions are collected, a market maker determines
an equilibrium permit price so that the sum of net-trades over all firms is zero.
Finally, at this price, firms will buy or sell permits according to their reported net-
trade functions.3I assume throughout that firms have full information on the set of
abatement cost parameters, (c1

1, ...,c
n
1) in the industry.

Perfect competition

We first specify the competitive equilibrium of the emissions market using net-
trade functions. In this setting, firms provide truthful reports of their net-trade

2With laboratory experiments, Schnier et al. (2014) find only mixed support for the predictions
of Malueg and Yates (2009).

3The supply-function (or net-trade) approach was developed by Klemperer and Meyer (1989).
In general, supply function equilibria are not unique, but Hendricks and McAfee (2010) show
uniqueness by restricting supply functions to a family of functions that are characterized by a
single parameter. Malueg and Yates (2009)guarantee unique emissions permit market equilibria
by assuming that differences in net-trade functions are due solely to differences in the intercepts
of individual marginal abatement cost functions. Lange (2012) also examines emissions markets
in which all firms have the potential exercise market power, but he does not impose the restriction
that firms’ marginal abatement costs differ with a single parameter.
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functions. Let vi be a net trade of firm: this is how many permits the firm buys or
sells. Compliance in the emissions market implies

qi = vi + li
0.

Given a permit price p, i chooses its permit trades to minimize its compliance cost

ci (vi + li
0
)
+ pvi.

The first order condition is the familiar −ci
q
(
vi + li

0
)
= p, which, using the linear

marginal abatement cost function (3.32), can be solved for the firm’s optimal net-
trade function

vi (p) =
ci

1− c2li
0− p

c2
. (3.33)

In the equilibrium, aggregate net trades must be zero, so solving

n

∑
i=1

vi (p) =
n

∑
i=1

(
ci

1− c2li
0− p

c2

)
= 0

produces the competitive equilibrium permit price

pc = c1− c2L, (3.34)

where c1 = ∑
n
i=1 ci

1/n is the average of the firm’s intercept parameters, and L =

∑
n
i=1 li

0/n is the average initial allocation of permits. Since L is also the average
equilibrium emissions of the firms, (3.34) says that the equilibrium permit price
is average marginal abatement costs.4

Substituting (3.34) into 3.33 gives us firm i’s competitive equilibrium net-trade
function

vi (pc) =
1
c2

[(
ci

1− c2li
0
)
−
(
c1− c2L

)]
. (3.35)

Note that whether the firm is a permit seller or buyer in a competitive equilibrium
is determined by the relationship between its marginal abatement cost evaluated

4As an aside, (3.34) follows from the fact that in a competitive permit market equilibrium, each
firm chooses its emissions so that its marginal abatement cost is equal to the permit price. To see
this, sum pc = ci

1− c2qi over all firms and divide by n to obtain pc = (∑n
i=1 ci

1− c2Q)/n, which is
the same as (3.34). The clunky process of deriving (3.34) above is used to introduce the notion of
a net-trade function.
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at its initial allocation of permits and the average marginal abatement cost in the
industry. If the firm’s marginal abatement cost at its initial allocation of permits is
greater than (less than) the average marginal abatement cost in the industry, then
the firm buys (sells) permits.

The competitive equilibrium in the permit market is derived from the condi-
tions that the firms choose their net-trade functions so that their marginal abate-
ment costs are equal to a uniform permit price. Aggregate abatement costs are
minimized because the firms’ marginal abatement costs are equal to each other,

Bilateral oligopoly

Now suppose that firms can exercise power in the permit market. The initial al-
location of permits to each firm (li

0) and their common marginal abatement cost
slope parameter (c2) are fixed, but the firms may mis-report their intercept param-
eter (ci

1) to influence the permit price.5

Suppose that, given the true value ci
1, the firm reports cis

1 . The firm’s reported
net-trade function is then

vis (p) =
cis

1 − c2li
0− p

c2
. (3.36)

With the firms’ reported net-trade functions, the market maker determines the
permit market equilibrium by solving ∑

n
i=1 vis (p) = 0, yielding the equilibrium

permit price
ps = cs

1− c2L, (3.37)

where cs
1 = ∑

n
i=1 cis

1 /n is the average of the firm’s reported intercept parameters,
and L=∑

n
i=1 li

0/n is the average initial allocation of permits and emissions choices
as before.

Firms know how the market-clearing price is determined. Thus, to find Nash
equilibrium strategic reports, a firm chooses its cis

1 to minimize its compliance
costs, given that the other firms choose their reports in the same way. That is, in a
Nash equilibrium of this game, firm i chooses cis

1 to minimize

ci (vis + li
0
)
+ psvis, (3.38)

5While the firms may mis-report their intercept parameters, we assume that the firms and the
regulator/market maker have full information about the true intercept parameters. Malueg and
Yates (2009) also examine bilateral oligopoly when the firms have private information about their
intercept parameters.
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subject to (3.36) and (3.37).
To derive a firm’s Nash equilibrium report, write (3.38) with the quadratic

form of ci (vis + li
0
)

from (3.31):

ci
0− ci

1(v
is + li

0)+
c2

2
(
vis + li

0
)2

+ psvis. (3.39)

Now substitute (3.37) into (3.36) to obtain firm i’s net-trade function in terms of
its report of cis

1 :

vis (cis
1
)
= L− li

0 +
cis

1 − cs
1

c2
. (3.40)

Substitute (3.40) and (3.37) into (3.39) to obtain

ci
0− ci

1

(
L+

cis
1 − cs

1
c2

)
+

c2

2

(
L+

cis
1 − cs

1
c2

)2

+
(
cs

1− c2L
)(

L− li
0 +

cis
1 − cs

1
c2

)
(3.41)

The firm’s equilibrium report is found by minimizing (3.41) with respect to
cis

1 . Noting that ∂cs
1/∂cis

1 = 1/n and ∂
(
cis

1 − cs
1
)
/∂cis

1 = (n−1)/n, the first-order
condition for minimizing (3.41) can be written as

−ci
1

(
n−1
nc2

)
+ cis

1

(
n

nc2

)
− cs

1

(
1

nc2

)
+

(
L− li

0
n

)
= 0.

Simplify this a bit by multiplying by nc2 to obtain

−ci
1(n−1)+ cis

1 n− cs
1 + c2(L− li

0) = 0. (3.42)

Since (3.42) has to hold for each firm, sum this equation over all firms in the
industry to obtain

−(n−1)
n

∑
i=1

ci
1 +n

n

∑
i=1

cis
1 −ncs

1 +nc2L− c2

n

∑
i=1

li
0 = 0.

Now, divide by n and cancel and collect terms to obtain

cs
1 = c1,

which is interesting because it suggests that the average reported net-trade func-
tion is equal to the average actual net-trade function. In turn, this suggests that the
equilibrium permit price is the same as the competitive equilibrium permit price.
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However, individual reported net-trade function will not generally be equal
to the actual net-trade functions. To see this, substitute cs

1 = c1 into (3.42) and
rearrange terms to obtain

cis
1 = ci

1 +
1
n

[(
ci

1− c2li
0
)
−
(
c1− c2L

)]
. (3.43)

It is not likely that firms will report their true net-trade functions, because the
distortion between a firm’s reported and actual intercept of its marginal abatement
cost function depends on the relationship between its marginal abatement cost
evaluated at its initial allocation of permits and the average marginal abatement
cost in the industry. If the firm’s marginal abatement cost at its initial allocation
of permits is greater than (less than) the average marginal abatement cost in the
industry, then the firm reports that its net-trade function is greater than (less than)
it is in reality in order to push the permit price up (down). As n gets large the
motivation to mis-report is reduced, because of the reduced influence a firm has
on the market. As n goes to infinity the motivation to mis-report is eliminated and
the permit market equilibrium goes to the competitive equilibrium.

In the bilateral oligopoly case the the price is the same as in the competitive
case, so the mis-reporting in the industry averages out. That is, attempts to push
the permit price up are exactly offset by attempts to push the permit price down.
However, the firm’s emissions choices will deviate from the cost-effective (i.e.,
competitive) distribution of emissions. To see this, let vic denote the competitive
equilibrium net-trade function. Then using (3.33) and (3.36), and the fact that the
equilibrium permit prices are the same under the competitive equilibrium and the
bilateral oligopoly equilibrium, we have

vis− vic =
cis

1 − ci
1

c2
.

Since the net trades are vi = qi− li
0,

qis−qic =
cis

1 − ci
1

c2
, (3.44)

where qis and qic are equilibrium emissions for i under bilateral oligopoly and
perfect competition, respectively. (3.44) reveals that a firm’s emissions under bi-
lateral oligopoly will differ from its competitive equilibrium emissions, because
it will not report its true net-trade function under bilateral oligopoly. Since aggre-
gate abatement costs are minimized in the competitive equilibrium, market power
in the bilateral oligopoly case will lead to higher aggregate abatement costs.
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Similar to the dominant firm/competitive fringe model of emissions trading,
the only way to induce the cost-effective outcome in the bilateral oligopoly case
is to allocate the exact number of permits to each firm so that they do not trade
for more or fewer permits. To see this, note from (3.43) that every firm will report
its true net-trade function, and hence, choose the competitive equilibrium levels
of emissions from (3.44), if and only if the initial allocation of permits satisfies
ci

1− c2li
0 = c1− c2L, for each i. That is, the bilateral oligopoly equilibrium is the

same as the competitive equilibrium if each firm’s initial allocation of permits is
such that its marginal abatement cost at its initial permit allocation is the same as
the average marginal abatement cost. Then, since the firms’ marginal abatement
costs are equal to each other at the initial distribution of permits, no firm will want
to trade away from this allocation. Thus, the allocation itself is the equilibrium
distribution of emissions. Moreover, it is clear that this distribution of emissions
minimizes aggregate abatement costs. Thus, the only way the bilateral oligopoly
equilibrium can minimize aggregate abatement costs is if the initial distribution of
permits is chosen so that each firm chooses not to trade in equilibrium.

3.2.3 Notes
The literature concerning market power in pollution permit markets is very large.
Requate (2006) (especially section 9)) reviews extensions of Hahn’s (1984) dom-
inant firm/ competitive fringe model. Montero (2009) is, in some ways, a more
up-to-date review in that he also considers the bilateral oligopoly model of permit
trading, market power and permit auctions, and market power in dynamic permit
markets.

Increasing rivals’ costs

Our concern in this chapter about market power has been with firms that seeks to
manipulate an emissions permit market. Another related concern has been with
the possibility that firms may manipulate permit markets to gain a strategic ad-
vantage in output markets Misiolek and Elder 1989; Sartzetakis 1997. A firm may
use an emissions permit market to gain a strategic advantage by pushing permit
prices up to increase their rivals’ costs. Misiolek and Elder (1989) show that when
a market power firm is a seller of permits it wants to increase the price of permits
for two reasons; to increase the price of permits it sells and to increase its rivals’
costs so that it gains a strategic advantage in the output market. However, when it
is a buyer of permits, it wants to raise the price of permits to raise its rivals’ costs,
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but it wants to lower the permit price so that it pays less for the permits it buys.
Whether the firm will work to increase or decrease the permit price depends on
the strength of these two effects.

Market power and enforcement

A few authors have examined how the presence of market power complicates the
enforcement of transferable permit systems (Van Egteren and Weber, 1996; Carlos
A. Chavez and John K. Stranlund, 2003; Malik, 2002). Carlos A. Chavez and John
K. Stranlund (2003) show that market power can be exploited to reduce enforce-
ment costs. Consequently, it may be desirable for a powerful firm to participate in
a permit market, because its influence can be used to balance aggregate abatement
costs and enforcement costs in an efficient manner. Malik (2002) shows how a
firm with market power may be able to remove permits from the market (that is,
to hold more permits than it needs to effectively keep permits from being used
by other firms). A firm can do so if its initial allocation of permits exceeds its
emissions if it were unregulated.

Empirical relevance

There remains some doubt about whether market power in emissions permit mar-
kets is of much practical concern. Tietenberg (2006) notes that in most studies that
simulate emissions permit markets and in experimental emissions trading markets
aggregate abatement costs are not significantly greater in the presence of mar-
ket power. However, Kolstad and Wolak (2003) argue that electric utilities used
the California NOx market to enhance their ability to exercise (unilateral) market
power in the California electricity market. (See Hahn and Stavins (2011) for a
review of the empirical literature on market power in existing and proposed mar-
kets). Finally, there is some evidence of market power in experimental emissions
trading markets (Muller and Mestelman, 1998; Requate, 2006).

3.3 Transaction Costs in Emissions Markets
Among a number of concerns about whether market-based emissions policies can
achieve their theoretical promise, the existence of transaction costs is one of the
most important. Transactions costs can arise in a transferable emissions permit
system for a number of reasons. There may be costs associated with seeking
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out trading partners, negotiating and consummating trades, and overcoming in-
stitutional barriers to trade. In the absence of these costs, and provided that
emissions permits are traded competitively, regulated firms can be expected to
choose emissions levels that minimize aggregate abatement costs. Furthermore,
the equilibrium distribution of emissions is independent of the initial distribution
of permits, giving program designers some freedom to pursue other goals—such
as those motivated by political realities or equity concerns—without upsetting
the cost-effective outcome Montgomery (1972). However, Stavins (1995) shows
that transaction costs can cause firms to choose emissions levels that deviate from
the cost-effective distribution of emissions. In addition, deviations from the cost-
effective distribution of emissions may depend on the initial distribution of per-
mits, suggesting that there are efficiency consequences of the initial distribution
that program designers must consider.

3.3.1 A model of transaction costs
Imagine a transferable emissions permit system in which a total of L permits have
been issued to a fixed number of risk-neutral firms. To examine how transaction
costs affect firm choices we focus on the choices of a single firm. The firm has an
abatement cost function c(q) that is strictly decreasing and convex in its emissions
q; that is, cq(q) < 0 and cqq(q) > 0. Let l0 be the number of emissions permits
that are initially allocated to the firm, and let l be the number of permits that the
firm holds after trade.

A transaction is the difference between the number of permits a firm holds and
its initial allocation, and will be denoted τ = |l− l0|. Let dτ/dl = τl , and note that
τl =+1 if the firm is a net buyer of permits (l > l0) and τl =−1 if the firm is a net
seller of permits (l < l0). All transactions involve costs which are summarized by
σ(τ) = σ(|l− l0|). The marginal effect on transaction costs of a change in permit
demand depends on whether a firm is a net buyer or seller of permits. Specifically,

σl = σ
′(|l− l0|)τl =

{
σ ′(|l− l0|)> 0, if l > l0 (net buyer);
σ ′(|l− l0|)< 0, if l < l0 (net seller). (3.45)

Marginal transaction costs may be decreasing, increasing, or constant.
Assuming perfect compliance the firm chooses its permit demand to minimize:

c(l)+ p(l− l0)+σ(|l− l0|),

with first order condition

cq(l)+ p+σ
′(|l− l0|)τl = 0. (3.46)
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In the absence of transaction costs, the firm will choose its emissions per-
mits so that its marginal abatement cost is equal to the prevailing permit price;
that is, cq(l)+ p = 0. Since, in a perfectly competitive permit system all firms
face the same price, marginal abatement costs for all firms are equal, which is
what is required to minimize the aggregate abatement costs of reaching a fixed
aggregate emissions standard. In addition, since the firms’ emissions choices are
independent of their initial allocation of permits l0, the equilibrium distribution
of emissions and the abatement cost-minimization result are independent of the
initial distribution of permits.

The abatement cost-minimization result does not hold in the presence of trans-
action costs. To see why, suppose at first that the firm is a net buyer of permits
(l > l0). Then, σ ′(|l− l0|)τl = σ ′(|l− l0|)> 0, and from (3.46),−cq(l)> p. Thus,
if the firm is a net buyer of permits it chooses its emissions and permits so that its
marginal abatement cost is greater than the prevailing permit price. If the firm is
a net seller of permits (l < l0), σ ′(|l− l0|)τl = σ ′(|l− l0|) < 0 and −cq(l) < p,
so that if the firm is a net seller of permits it chooses its emissions and permits so
that its marginal abatement cost is less than the prevailing permit price. Since, in
equilibrium, buyers’ and sellers’ marginal abatement costs will be different, the
aggregate emissions target will not be achieved at least cost.

Furthermore, the equilibrium distribution of emissions may depend on the ini-
tial distribution of permits, suggesting that there could be efficiency consequences
of the initial distribution of permits that are not present in the absence of transac-
tion costs. To investigate this, assume at first that marginal transaction costs are a
constant α . Then, net buyers of permits choose emissions so that−cq(l) = p+α .
Net sellers of permits choose their emissions so that−cq(l) = p−α . Even though
marginal abatement costs will not be equal across all firms, note that the firms’
choices of emissions are independent of their initial allocations of permits. How-
ever, when marginal transaction costs are not constant, buyers of permits choose
their emissions so that−cq(l) = p+σ ′(|l− l0|) and sellers choose their emissions
so that −cq(l) = p−σ ′(|l− l0|). Clearly, since l0 does not drop out of the first
order conditions, the firms’ emissions choices will depend in part on their initial
allocation of permits. Since the distribution of emissions will depend on the initial
distribution of permits, there are efficiency consequences of the initial distribution
of permits that are not present in the absence of transaction costs.
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3.3.2 Notes
There isn’t much rigorous empirical evidence of economic losses in existing per-
mit markets due to transaction costs. There is some indirect evidence that transac-
tion costs have played a role in limiting transactions in some markets; for exam-
ple, the Regional Clean Air Incentives Market (RECLAIM) of southern Califor-
nia (Gangadharan, 2000), the market that accompanied the phasedown of lead in
gasoline in the U.S. (Kerr and Maré, 1998), and Santiago, Chile’s tradable permit
program for suspended particulates (Coria and Sterner, 2010). However, many
programs appear to have avoided significant transaction costs (Hahn and Stavins
2011).

Environmental economists sometimes take a much broader view of transaction
costs in environmental policy than our narrower conception as those costs arising
in the exchange of emissions permits in an emissions market. In the arena of
environmental policy, analysts often use the term for costs associated with formu-
lating and implementing policy and the costs of administering a policy, including
the costs of monitoring and enforcement. See Krutilla et al. (2011) for a very
thorough review of the literature on the broadest possible conception of transac-
tion costs associated with environmental policy. We will examine the problem of
enforcing environmental regulations thoroughly in a later chapter.

3.4 Concluding remarks
In this chapter we have examined several ways in which imperfect market compe-
tition can upset basic results about price-based environmental policies.



Chapter 4

Taxes vs. Tradeable Permits vs.
Hybrids

4.1 Introduction
When a regulator has complete information about firms’ marginal abatement costs
and marginal damage from emissions, a Pigovian tax (a price instrument) and
a competitive tradable permit system (a quantity instrument) are duals of each
other. A Pigovian tax will induce the efficient level of emissions, while a properly
designed emissions market involves issuing permits to meet the efficient level of
emissions. Competitive trade in emissions permits then generates a permit price
that is equal to the Pigovian tax.

When a regulator is uncertain about firms’ marginal abatement costs, this du-
ality disappears and the welfare consequences of the two policies are different.
In his seminal paper(Weitzman, 1974) , "Prices vs. Quantities," Martin Weitz-
man shows that under uncertainty about abatement costs, the relative efficiency of
taxes and transferable permits will depend on the slopes of the aggregate marginal
abatement cost function and the marginal damage function, as well as any correla-
tion between uncertainty in abatement costs and uncertainty in pollution damage.1

While Weitzman treated price and quantity instruments as alternative regula-
tions and investigated conditions under which one would be preferred to the other,
a few years later Roberts and Spence (1976) showed that a mixed policy of using
both price and quantity instruments is preferable to either instrument used sepa-

1Actually, Weitzman was not concerned explicitly about environmental policies and so he did
not use that terminology.
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rately. They propose a system that restricts the total quantity of emissions from a
group of firms with marketable permits, a subsidy for reducing emissions below
the quantity constraint, and a tax for exceeding the quantity constraint. The ra-
tionale for the subsidy is that if marginal abatement costs are significantly lower
than expected the subsidy provides an incentive for reducing emissions below the
quantity constraint. If marginal abatement costs are significantly higher than ex-
pected the emissions tax provides an escape valve from the quantity constraint
imposed by the marketable permits. This hybrid policy cannot be less efficient
than a pure tax or a pure trading scheme because the pure instruments are special
cases of the hybrid policy

After laying out the basic elements of the model we will use in this chapter,
I derive and discuss Weitzman’s rule for choosing between a pure emissions tax
and a pure emissions market under uncertainty. I then show how to construct a
hybrid policy, consisting of an emissions permit market with price controls, and
derive conclusions about the structure and performance of these kinds of policies.
I then revisit the policy choice problem initiated by Weitzman when a market with
price controls is a potential policy choice. I conclude with a brief discussion of
the related literature.

4.2 Model

4.2.1 Model essentials
Throughout consider a fixed set of n heterogeneous risk-neutral firms that emit a
uniformly mixed pollutant. A firm i emits qi units of a pollutant and aggregate
emissions are Q = ∑

n
i=1 qi. Let ci(qi,u) be i’s abatement cost function, which is

strictly convex in qi and reaches a minimum at qi
0. Emissions control policies will

limit each firm’s emissions below this level, so ci
q(q

i,u)< 0 for each firm through-
out. Random shocks that affect the abatement costs of all firms are captured by
changes in the random variable u.2 Throughout the analysis firms will face prices
for emissions of each of the pollutants. These are competitive prices and they are
uniform across firms. Therefore, in any equilibrium the distribution of individual
emissions will minimize aggregate abatement costs at the aggregate level of emis-

2Introducing abatement cost uncertainty via a common random term is clearly a simplification.
However, it is possible to allow for idiosyncratic uncertainty without changing the results of this
work. See Yates (2012) for an approach to aggregating idiosyncratic uncertainty in individual
abatement costs to characterize uncertainty in an aggregate abatement cost function.
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sions that results in equilibrium. Moreover, the competitive ’price’ of emissions
- which at this stage is either a permit price or tax - and aggregate emissions can
be characterized by the equality of the price and the minimum aggregate marginal
abatement cost function. Therefore, we have

p =−CQ(Q,u), (4.1)

where

C(Q,u) = min
{qi}n

i=1

n

∑
i=1

ci(qi,u), subject to
n

∑
i=1

qi = Q. (4.2)

Since the pollutant is uniformly mixed, pollution damage depends on aggre-
gate emissions, not the geographical distribution of emissions. Let the damage
function be D(Q,δ ), where δ is a random variable. We allow for the possibility
that uncertainly in abatement costs and damages are correlated. Let g(u,δ ) be the
joint density function of u and δ . The support of u is [u,u] and the support of δ is
∆. The unconditional expectations of both u and δ are zero. If we let E denote the
expectation operator throughout, then this means that E(u)=E(δ )= 0. Moreover,
given E(u) = E(δ ) = 0, the variance of u is E(u2) and the covariance of u and δ

is E(uδ ). If u and δ are positively (negatively) correlated, then E(uδ )> (<)0.
Like nearly all of the related literature, we assume quadratic forms of the

aggregate abatement cost function and damage function so that the aggregate
marginal abatement cost and marginal damage functions are linear with the un-
certainty in their intercepts. Accordingly let the aggregate marginal abatement
cost function, as defined by (4.2), be

C(Q,u) = c0− (c1 +u)Q+
c2Q2

2
, (4.3)

where c0, c1, and c2 are all positive constants.3 The damage function is

D(Q,δ ) = (d1 +δ )Q+
d2Q2

2
, (4.4)

with d1 > 0 and d2 ≥ 0. From (4.1) and (4.3), the equilibrium emissions price is

p = c1 +u− c2Q. (4.5)

3It is straightforward to show that the aggregate abatement cost function (4.3) can be derived
from individual firms’ abatement costs that are also quadratic with u affecting only the intercepts
of their marginal abatement costs.
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The timing of events throughout our analysis is as follows. First, the gov-
ernment chooses and commits to a policy. Uncertainty in abatement costs and
pollution damage is resolved after the policy is determined. Then, the firms make
their choices of emissions. If the policy involves a market, they also choose their
permit holdings and the permit market clears. Note that we assume that alterna-
tive policies are sticky in the sense that once chosen, a policy cannot be adjusted
easily. This is a reasonable assumption for several reason including: 1) creating
regulation is usually a slow and costly process; 2) enforcement may be more diffi-
cult if a regulation is always being adjusted, and 3) in many cases it will be better
to commit to a policy so that firms can more easily plan their responses.

4.2.2 Ex ante optimal emissions and price, optimal permit sup-
ply and optimal tax

It is useful for us to calculate the ex ante optimal levels of aggregate emissions
and emissions price. These are the values of Q and p the minimize expected social
costs before the uncertainty about abatement costs and damage is resolved. That
is, ex ante optimal emissions minimize W (Q) = E[C(Q,u)+D(Q,δ )] and the ex
ante price minimizes W (p) = E[C(Q(p,u),u)+D(Q(p,u),δ )]. Given (4.3) and
(4.4),

W (Q) = E
[

c0− (c1 +u−d1−δ )Q+
(c2 +d2)Q2

2

]
. (4.6)

Minimizing W (Q) requires

W ′(Q) = E [−(c1 +u−d1−δ )+(c2 +d2)Q] = 0. (4.7)

Note that strict convexity of W (Q) requires W ′′(Q) = a2 + d2 > 0. We maintain
this assumption throughout the analysis. Take the expectation of (4.7) and rear-
range terms to obtain the ex ante level of aggregate emissions

Q̂ = (c1−d1)/(c2 +d2), (4.8)

We require c1 > d1 so that Q̂ > 0.
To find the ex ante optimal price, first note that we can use (4.5) to specify the

optimal aggregate emissions response to an emissions price p as

Q(p,u) = (c1 +u− p)/c2. (4.9)
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Substitute (4.9) into (4.6) to obtain

W (p) = E

[
c0− (c1 +u−d1−δ )

(
c1 +u− p

c2

)
+

(c2 +d2)

2

(
c1 +u− p

c2

)2
]
.

(4.10)
The first order condition for minimizing W (p) is

W ′(p) = E
[

c1 +u−d1−δ

c2
− (c2 +d2)(c1 +u− p)

(c2)2

]
= 0. (4.11)

Take the expectation and rearrange terms to obtain the ex ante optimal emissions
price

p̂ = (d1c2 + c1d2)/(c2 +d2). (4.12)

The ex ante optimal values of aggregate emissions and the emissions price
are useful, in part, because they give us the optimal pure policies. That is, a
competitive cap-and-trade program would optimally distribute a total of L∗ = Q̂
permits, and their expected price would be p̂, while the optimal emissions tax is
t∗ = p̂, which results in expected emissions Q̂.

4.2.3 The differential impacts of abatement cost uncertainty
Before we move on to examine the optimal choice between an emissions market
and and emissions tax under uncertainty, we need to understand why they produce
different results. In Figure 4.1 I have graphed the optimal emissions tax and the
optimal number of permits in a competitive emissions market under certainty to
illustrate their duality. The optimal tax produces the optimal level of emissions
and the optimal number of permits produces the optimal emissions price. All
that is different between the two policies (in this simple model) is the distribution
of the policy rent p̂Q̂. Under a tax and auctioned permits this rent goes to the
government; under freely allocated permits the rent stays with the regulated firms.

Under uncertainty about abatement costs the duality between an optimal tax
and an optimal emissions markets disappears. In Figures 4.2 and 4.3 I have
graphed potential outcomes under an emissions market and under an emissions
tax. (By fixing the marginal damage function in one place I am assuming that
uncertainty in abatement costs and damages are uncorrelated). Note how an emis-
sions market fixes the aggregate level of emissions and the emissions price varies,
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Figure 4.1: The duality of an emissions tax and an emissions market under cer-
tainty

while an emissions tax fixes the price and emissions vary. Policies designed un-
der uncertainty trade-off variation in emissions against the variation in prices in
optimal ways.

4.3 Taxes vs. markets under uncertainty
The choice of optimal policies under uncertainty is essentially about trading off
variation in emissions against variation in the emissions price. Both have welfare
consequences, so the choice between a tax and a permit market chooses to elim-
inate the variation that is less costly. Weitzman (1974) derived a simple rule that
helps us choose between an emissions tax and emissions permits that depends in
large part on the relative slopes of marginal abatement costs and marginal damage.
In this section we derive and discuss this rule.

4.3.1 The relative slopes rule
To choose between an emissions tax and an emissions market, we simply calculate
expected social costs under each of the policies and compare them. Let’s start with
an emissions market. Recall that the optimal supply of permits is

L∗ = Q̂ = (c1−d1)/(c2 +d2). (4.13)
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Figure 4.2: The range of prices under an emissions market

Figure 4.3: The range of emissions under an emissions tax
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Substitute L∗ for Q in (4.6) to obtain the minimum expected costs of the pure
trading program,

W (L∗) = E
[

c0− (c1 +u−d1−δ )L∗+
(c2 +d2)(L∗)2

2

]
.

Take the expectation and collect terms to obtain

W (L∗) = c0− (c1−d1)L∗+
(c2 +d2)(L∗)2

2
. (4.14)

To determine expected social costs under the optimal tax, first recall that the
optimal tax is

t∗ = p̂ = (d1c2 + c1d2)/(c2 +d2). (4.15)

Substitute t∗ in for p in (4.10) to obtain minimum expected social costs under the
pure tax,

W (t∗) = E

[
c0− (c1 +u−d1−δ )

(
c1 +u− t∗

c2

)
+

(c2 +d2)

2

(
c1 +u− t∗

c2

)2
]
.

(4.16)
Now from (4.9) the emissions response to the tax is Q(t∗,u) = (c1 + u− t∗)/c2.
Substitute (4.15) into Q(t∗,u) and use (4.13) to write it as

Q(t∗,u) =
(c1 +u− t∗)

c2
= L∗+

u
c2
. (4.17)

Substitute (c1 +u− t∗)/c2 = L∗+u/c2 into (4.16) to obtain

W (t∗) = E

[
c0− (c1 +u−d1−δ )

(
L∗+

u
c2

)
+

(c2 +d2)

2

(
L∗+

u
c2

)2
]

= E
[

c0− (c1 +u−d1−δ )L∗+
(c2 +d2)(L∗)2

2
− (c1−d1)u+u2−uδ

c2

+
(c2 +d2)

2

{
L∗u
c2

+
u2

(c2)2

}]
. (4.18)

Taking the expectation and rearranging terms yields

W (t∗) = c0− (c1−d1)L∗+
(c2 +d2)(L∗)2

2
+

(d2− c2)E(u2)

2(c2)2 +
E(uδ )

c2
(4.19)

Subtracting (4.14) from (4.19) yields the following proposition.
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Proposition 1: The difference between the minimum expected costs of an emis-
sions tax and a competitive emissions market is:

W (t∗)−W (L∗) =
(d2− c2)E(u2)

2(c2)2 +
E(uδ )

c2
. (4.20)

Equation (4.20) is a version of Weitzman’s (1974) main result. To understand
its policy implications first recall that E(u2) is the variance of u and E(uδ ) is the
covariance of u and δ . Notice that if there is no uncertainty in abatement costs then
the right side of (4.20) is equal to zero and expected social costs are equal under
the two policies. This illustrates the equivalence of the optimal tax and optimal
permit market under certainty. Notice further that uncertainty in damage has no
bearing on the choice of instruments unless there is abatement costs uncertainty
and it is correlated with the damage uncertainty.

Now assume that there is uncertainty in abatement costs, but that u and δ are
uncorrelated so that

W (t∗)−W (L∗) =
(d2− c2)E(u2)

2(c2)2 . (4.21)

(4.21) suggests that whether a pure tax is preferred to a pure trading program or
vice versa depends on the slopes of the aggregate marginal damage and marginal
abatement cost functions. If the slope of the marginal damage function (d2) is less
than the absolute value of the slope of the marginal abatement cost function (c2)
so that d2−c2 < 0, then the emissions tax is more efficient than an emissions mar-
ket (because W (t∗) < W (L∗) in this case). However, if the slope of the marginal
damage function is greater than the absolute value of the slope of the marginal
abatement cost function (d2− c2 > 0), then emissions trading is preferred. Note
that the variance of the uncertainty in abatement costs serves to amplify the dif-
ference in expected social costs under the two policies.

This “relative slopes” rule for choosing between an emissions tax and emis-
sions trading is often illustrated graphically by imagining the welfare loss asso-
ciated with an aggregate marginal abatement cost that differs from its expected
value. In Figure 4.4 I have drawn an expected marginal damage function that is
more steeply sloped than the expected marginal abatement cost function. The
intersection of E(DQ(Q,δ )) and E(−CQ(Q,u)) identifies the ex ante optimal
price/quantity combination (p̂, Q̂). The optimal emissions tax is t∗ = p̂, while the
optimal supply of permits is L∗ = Q̂. Suppose, however, that marginal abatement
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Figure 4.4: Emissions market is more efficient than a tax

cost turns out to be higher. Under the trading program the welfare loss ex post is
area a because emissions turn out to be too low. Under the tax, firms respond by
emitting Q0, with welfare loss equal to area b, which is significantly higher than
the welfare loss under the emissions market. In contrast, Figure 4.5 illustrates
the case in which the expected marginal abatement cost function is more steeply
sloped than the expected marginal damage function. In this case the welfare loss
from the tax is less than the welfare loss from the emissions market.

Figure 4.5: Emissions tax is more efficient than an emissions market

Environmental economists often ignore correlated uncertainty in the choice
of policy instruments, but this may not be wise. Stavins (1996) provides several
examples of possible positive correlation between abatement costs and damages.
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For one example, ground-level ozone is formed from nitrogen oxides and volatile
organic compounds in the presence of sunlight. Thus, controlling concentrations
of ozone is more costly when it is sunny. But these are also the times when people
prefer to be outside exerting themselves, so the damage from ozone exposure
is also higher when it is sunny. On the other hand, Pizer (1999) suggests that
it is more likely that abatement costs and damages associated with greenhouse
gas emissions are negatively correlated. (Also see Shrestha 2001). A positive
correlation between u and δ implies that E(uδ ) > 0, which from (4.20) tends to
favor emissions trading. On the other hand, a negative correlation between u and
δ (E(uδ )< 0) tends to favor the emissions tax.

4.3.2 Application to the control of greenhouse gases
Interest in the choice between an emissions tax and an emissions markets (and hy-
brids that we study in the next section) has intensified as researchers and policy-
makers have struggled with how to control greenhouse gas emissions with highly
uncertain climate change effects and greenhouse gas abatement costs. An im-
portant characteristic of the problem is that the marginal damage function in any
particular time period is thought to be essentially flat (Pizer, 2002). The reason is
that greenhouse gases are cumulative pollutants so damage depends on the stock
of greenhouse gases in the atmosphere, not on how much is emitted in a particular
time period. In other words, since the accumulated amount of greenhouse gases
does not change very much in a year whether a lot is emitted or a little is emitted,
the marginal benefit of reducing greenhouse gas emissions (the marginal damage
function) is not very sensitive to different levels emissions in a particular year. On
the other hand marginal abatement costs are very sensitive to changes in annual
emissions.

Since marginal damage from greenhouse gases is nearly constant in a period,
Weitzman’s “relative slope” rule suggests that the best instrument for controlling
greenhouse gas emissions is a carbon tax. In fact, many economists favor tax poli-
cies for greenhouse gas control for this reason (and several others). See Nordhaus
(2007) and Metcalf (2009). Despite the superiority of taxes over tradable permits,
other economists think that political realities favor trading over taxes (e.g., Stavins
2008). In fact, markets for greenhouse gases are much more prominent globally
than taxes. The preference for emissions markets over taxes has led to a lot of in-
terest in hybrid policies that add price controls to emissions markets. Constructing
these markets is the topic of the next section.
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4.4 A hybrid policy: emissions trading with price
controls

The motivation for adding price controls to emissions markets originated with
Roberts and Spence (1976). They examine a policy with a fixed supply of per-
mits, a tax that firms could pay to emit beyond their permit holdings and a subsidy
they would receive if their emissions were less than their permit holdings. The
tax would allow firms to escape the binding permit supply if their marginal abate-
ment costs turned out to be significantly higher than expected, while the subsidy
would motivate extra abatement if their marginal abatement costs turned out to be
significantly lower than expected.

The first proposals for hybrid greenhouse gas policies involved only price ceil-
ings; i.e., safety valves (Pizer, 2002; Jacoby and Ellerman, 2004). However, a
price ceiling does not address the possibility that marginal abatement costs will
be lower than expected, and therefore does not provide incentive for reducing
emissions below an emissions cap. Several simulation studies have demonstrated
the cost-effectiveness of combining price ceilings and price floors (Burtraw et al.,
2010; Fell and Morgenstern, 2010; Philibert, 2008) . Other recent contributions
to the theoretical literature that examines trading policies with price controls and
other cost-containment measures include Weber and Neuhoff (2010),Grull and
Taschini (2011), Webster et al. (2010). Fell et al. (2011) provide a recent liter-
ature review of the research into alternative cost containment policies, including
hybrid policies.

While economists were developing the literature on emissions trading with
price controls, several emissions trading programs with various forms of price
control have been proposed to control greenhouse gas emissions. See US Con-
gressional Budget Office (2010), Hood (2010), and Newell et al. (2013).

4.4.1 Constructing a market with price controls
We analyze an emissions trading program with price controls that has the fol-
lowing features. λ permits are distributed to the firms (free-of-charge), with li

0
permits going to firm i. Permits trade at a competitive price p, and firm i holds li

permits after trading is complete. A firm is able to emit beyond its permit holdings
(qi > li) if it pays a tax τ per unit of excess emissions. (Alternatively the govern-
ment commits to selling additional permits beyond λ at price τ). Moreover, a firm
that emits below its permit holdings (qi < li) is entitled to a subsidy σ ≤ τ per
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unit of excess permits. (Alternatively, the government commits to buying permits
from firms at price σ ). For the permit market to clear we must have σ ≤ p≤ τ . To
see why, note first that if p > τ , then no firm would hold permits, choosing instead
to simply pay the tax. On the other hand, if p < σ , then firms would demand an
unlimited number of permits in order to increase the payments for excess permits.
Note that τ provides a price ceiling for permits, while σ provides a price floor.

To simplify matters, we will assume uncorrelated uncertainty between dam-
ages and abatement costs. (Stranlund (2015) constructs and analyzes a hybrid pol-
icy with correlated uncertainty). Since uncertainty about damages does not affect
the policy choices when uncertainty is uncorrelated, we will simply let D(Q) be
the expected damage function. Continue to assume that uncertainty about abate-
ment costs is in the random variable u, which has a density function g(u) on
support [u,u] with E(u) = 0.

Figure 4.6 is useful for understanding how an emissions trading program with
price controls is constructed. This graph includes a permit supply λ , the ex-
pected aggregate marginal abatement cost E(−CQ(Q,u)) = c1− c2Q, the upper-
most aggregate marginal abatement cost function c1+u−c2Q, and the lowermost
marginal abatement cost function c1 + u− c2Q. Under a simple trading scheme
(one without price controls) with λ permits, the permit price can vary in the range
of (c1−c2λ +u, c1−c2λ +u). Adding the price controls limits this range. Define
values of u, uσ ≥ u and uτ ≤ u, such that

τ = c1 +uτ − c2λ ; (4.22)

σ = c1 +uσ − c2λ . (4.23)

In Figure 4.6 the functions c1 + uτ − c2Q and c1 + uσ − c2Q are simply labeled
uτ and uσ to reduce clutter in the graph. uτ is the value of the random variable u
at which both the permit supply and the price ceiling bind. Only the price ceiling
binds for values of u greater than uτ , and only the permit supply binds for u be-
tween uσ and uτ . At uσ the permit supply and the price floor bind together, while
only the price floor binds for values of u below uσ . Consequently the equilibrium
permit price schedule is

p =


τ for u ∈ [uτ ,u]
p(λ ,u) = c1 +u− c2λ for u ∈ [uσ ,uτ ]
σ for u ∈ [u,uσ ].

(4.24)

This is the bold step function in the Figure 4.6 . Equilibrium aggregate emissions
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Figure 4.6: The construction of a hybrid policy

are determined from (4.5) and (4.24):

Q =


Q(τ,u) = (c1 +u− τ)/c2 for u ∈ [uτ ,u]
λ for u ∈ [uσ ,uτ ]
Q(σ ,u) = (c1 +u−σ)/c2 for u ∈ [u,uσ ].

(4.25)

To simplify matters we restrict the analysis to Q(σ ,u) > 0 for all realizations of
u. This allows us to ignore situations in which it might be optimal to completely
eliminate the industry’s emissions.

The expected social costs of pollution and its control under a policy (λ ,τ,σ)
is

W (λ ,τ,σ) =
∫ u

uτ

[C(Q(τ,u),u)+D(Q(τ,u))]g(u)du

+
∫ uτ

uσ

[C(λ ,u)+D(λ )]g(u)du

+
∫ uσ

u
[C(Q(σ ,u),u)+D(Q(σ ,u))]g(u)du, (4.26)

with specific forms (4.3), (4.22), (4.23), (4.24), (4.25). In addition, D(Q) is the
same as (4.4) with δ = 0. Assuming that the optimal policy involves strictly
positive values for λ , τ , and σ , they are chosen to solve

min
λ ,τ,σ

W (λ ,τ,σ) , subject toτ ≥ σ , uτ ≤ u, uσ ≥ u. (4.27)
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Possible solutions to (4.27) include a pure tax and a pure emissions market as
special cases, and the constraints tell us when these pure policies are optimal. For
example, if the solution to (4.27) produces τ = σ , then the optimal policy is a pure
price instrument because there is no chance that the permit supply will bind. In
this case, the model cannot distinguish between a policy that effectively subsidizes
firms for reducing their emissions at rate σ and a policy that taxes their emissions
at rate τ . However, since emissions taxes are generally more efficient than abate-
ment subsidies, let us assume that if the optimal policy is a pure price scheme that
it is implemented with a tax. In this case, no emissions permits are issued and the
optimal policy is a simple tax, which we denote as t∗. Similarly, if the solution
to (4.27) produces uτ = u and uσ = u, then there is no chance that either of the
price controls will bind and the optimal policy is a pure emissions market. In this
case, the price controls are disabled and the optimal policy is simply L∗ tradable
permits. If none of the constraints in (4.27) bind at its solution, then there are
strictly positive probabilities that the permit supply, the price ceiling and the price
floor will bind. In this case the optimal policy is the hybrid emissions market with
price controls, each element of which has a strictly positive probability of being
activated. Let us denote a hybrid policy by h∗ = (λ ∗,τ∗,τ∗).4

4.4.2 The structure of a hybrid policy
The next proposition provides a characterization of an optimal emissions market
with price controls in terms of the ex ante emissions and pollution price. These
policy variables are derived under the assumption that the constraints in (4.27) do
not bind. The proof of Proposition 2 is a little long and tedious so I have placed it
in the appendix.

Proposition 2: An optimal trading program with price controls, h∗=(λ ∗,τ∗,s∗)
such that τ∗ > s∗, can be characterized in the following way:

λ
∗ = Q̂+

E(u|uσ∗ ≤ u≤ uτ∗)

c2 +d2
; (4.28)

4It is possible in some settings that markets with one-sided price controls are optimal. Emis-
sions trading with only a price ceiling (a so-called safety valve) would result if uτ < u but uσ = u.
A market with only a price floor is optimal if uτ = u but uσ > u. It is also possible to a priori
restrict the model to find optimal policies with one-sided price controls. For example, to find an
optimal emissions market with a price ceiling simply disable the price floor by setting σ so that
uσ ≤ u.
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τ
∗ = p̂+

d2E(u|uτ∗ ≤ u≤ u)
c2 +d2

; (4.29)

σ
∗ = p̂+

d2E(u|u≤ u≤ uσ∗)

c2 +d2
. (4.30)

In Proposition 2 and from here on, uσ∗ and uτ∗ refer to us and ut evaluated at
(λ ∗,τ∗,σ∗). Of course, (4.28) through (4.30) are not “solutions” for the optimal
policy variables because these variables also appear on the right sides of these
equations. However, they are useful for developing intuition about the structure
of the optimal hybrid policy, with the ex ante optimal emissions and permit price
as benchmarks.

Suppose that the marginal damage function is upward sloping (d2 > 0). Since
E(u) = 0, if there is a non-zero probability that the price ceiling binds (i.e., uτ <
u), then E(u|uτ ≤ u ≤ u) > 0. Hence d2E(u|uτ ≤ u ≤ u) > 0 serves to push the
price ceiling above the ex ante optimal price. Similarly, if there is a non-zero
chance that the price floor binds (i.e., uσ > u), then d2E(u|u≤ u≤ uσ )< 0 which
serves the push the price floor below the ex ante optimal price.

We now examine the performance of the optimal hybrid policy by showing
how its expected emissions and permit price compare to their ex ante optimal
values. Let E (Q(h∗)) and E (p(h∗)) denote the expected emissions and expected
permit price under h∗, respectively. Then, expected aggregate emissions and the
expected price are:

E (Q(h∗)) =
∫ uσ∗

u
Q(σ∗,u)g(u)du+λ

∗
∫ uτ∗

uσ∗
g(u)du+

∫ u

uτ∗
Q(τ∗,u)g(u)du;

(4.31)

E (p(h∗)) = σ
∗
∫ uσ∗

u
g(u)du+

∫ uτ∗

uσ∗
p(λ ∗,u)g(u)du+ τ

∗
∫ u

uτ∗
g(u)du, (4.32)

where p(λ ∗,u) is defined by (4.24).

Proposition 3: The optimal hybrid policy produces the same expected aggregate
emissions as the optimal tax, which in turn is the same as the optimal number
of permits issued under a pure trading program and the ex ante optimal level of
emissions. That is,

E (Q(h∗)) = E (Q(t∗)) = L∗ = Q̂. (4.33)
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Moreover, the expected permit price under the hybrid policy is the same as the
expected permit price under a pure trading program and the optimal emissions
tax, and all are equal to the ex ante optimal pollution price. That is,

E (p(h∗)) = E (p(L∗)) = t∗ = p̂. (4.34)

Proof: Let me just sketch the proof of Proposition 3. (The detailed derivations
are available upon request). Start by substituting Q(σ∗,u) = (c1+u−σ∗)/c2 and
Q(τ∗,u) = (c1 + u− τ∗)/c2 from (4.25) into (4.31). Then substitute the optimal
hybrid components (4.28) through (4.30) into the result and manipulate terms to
obtain

E (Q(h∗)) = Q̂H +
J

c2 +d2
, (4.35)

where

H =
∫ uσ∗

u
g(u)du+

∫ uτ∗

uσ∗
g(u)du+

∫ u

uτ∗
g(u)du

and

J =
∫ uσ∗

u
ug(u)du+

∫ uτ∗

uσ∗
ug(u)du+

∫ u

uτ∗
ug(u)du.

H = 1 under a hybrid policy, because g(u) is a probability density function. More-
over, J = E(u) = 0. Therefore, E (Q(h∗)) = Q̂. In addition, H = 1 and J = 0 for
the optimal tax and the optimal trading program as well. In the case of the tax,
uσ∗ = uτ∗ ≤ u, resulting in H = 1 and J = 0. In the case of a pure trading program,
uσ∗ ≤ u and uτ∗ ≥ u, so again H = 1 and J = 0. Therefore, we have demonstrated
(4.33).

For (4.34), start by substituting p(λ ∗,u) = c1 + u− c2λ ∗ from (4.24) into
(4.32). Then substitute (4.28) through (4.30) into the result and manipulate terms
to obtain

E (p(h∗)) = p̂H +
d2J

c2 +d2
,

where H and J are defined above. We can establish (4.34) by the same reasoning
we used to establish (4.33). �

4.4.3 The policy choice revisited
Proposition 3 offers an important insight: all optimal regulations of a pollutant
produce the same expected emissions and price and all are equal to their ex ante
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optimal values. Since each of the policies (tax, trading, or trading with price
controls) center their expected outcomes on the same values, they only differ by
variation in expected emissions and the expected emissions price. The variation
in potential emissions is greatest under an emissions tax, less under a market with
price controls, and zero under a pure emissions market. Likewise, the variation
of potential prices is highest under a pure emissions market, lower under a hybrid
policy and zero under a pure tax. Note how the policies trade off variation in emis-
sions against variation in prices. These tradeoffs drive the differing welfare effects
of the alternative policies. The next proposition presents the rules for determining
whether the optimal policy is an emissions tax, an emissions markets, or a market
with price controls. all the elements of which have strictly positive probabilities
of being activated.

Proposition 4: The optimal policy is a tax if and only if expected marginal
damage is constant (i.e., d2 = 0). The optimal policy is a pure market if and
only if aggregate marginal abatement cost is constant (i.e., c2 = 0). The optimal
regulation is a market with price controls all the elements of which have strictly
positive probabilities of being activated if and only if marginal damage is upward
sloping and marginal abatement cost is downward sloping (d2 > 0 and c2 > 0).

Proof: Recall that the optimal policy is a pure tax if and only if the solution
to (4.27) yields τ∗ ≤ σ∗. To determine the conditions under which this holds,
subtract (4.30) from (4.30) to obtain

τ
∗−σ

∗ =
d2
[
E(u|uτ∗ ≤ u≤ u)−E(u|u≤ u≤ uσ∗)

]
c2 +d2

. (4.36)

The denominator of 4.36 is strictly positive because of the strict convexity of the
social cost function. Moreover, since E(u) = 0, E(u|uτ∗ ≤ u≤ u)≥ 0 and E(u|u≤
u ≤ uσ∗)≤ 0, but both cannot be zero simultaneously. Therefore, E(u|uτ∗ ≤ u ≤
u)−E(u|u ≤ u ≤ uσ∗) > 0. Consequently, τ∗ ≤ σ∗⇐⇒ d2 ≤ 0. However, since
d2 ≥ 0, τ∗ ≤ σ∗⇐⇒ d2 = 0, which reveals that the tax t∗is the optimal policy if
and only if d2 = 0.

To determine when a pure market is the optimal policy, recall that this will be
the case when uτ∗ ≤ u and uσ∗ ≥ u. To specify uτ∗ and uσ∗use (4.22) and (4.23)
to write τ∗ = c1 +uτ∗−c2λ ∗ and σ∗ = c1 +uσ∗−c2λ ∗, which can be rearranged
to specify
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uτ∗ = τ
∗+ c2λ

∗− c1 (4.37)

and
uσ∗ = σ

∗+ c2λ
∗− c1. (4.38)

Substitute for λ ∗ and τ∗ from (4.28) and (4.29), respectively, into (4.37) to obtain

uτ∗ = p̂+
d2E(u|uτ∗ ≤ u≤ u)

c2 +d2
+ c2

(
Q̂+

E(u|uσ∗ ≤ u≤ uτ∗)

c2 +d2

)
− c1.

Now substitute for Q̂ and p̂ from (4.8) and (4.12), respectively, and collect terms
to obtain

uτ∗ =
d2E(u|uτ∗ ≤ u≤ u)+ c2E(u|uσ∗ ≤ u≤ uτ∗)

c2 +d2
. (4.39)

In the same fashion we can substitute (4.28), (4.30), (4.8) and (4.12) into (4.38)
and collect terms to obtain

uσ∗ =
d2E(u|u≤ u≤ uσ∗)+ c2E(u|uσ∗ ≤ u≤ uτ∗)

c2 +d2
. (4.40)

The necessary condition (or conditions) for a pure market to be the optimal
policy is found by evaluating the conditions under which uτ∗ ≥ u and uσ∗ ≤ u. To
do so, we must evaluate the conditional expectations in (4.39) and (4.40) under
these conditions. Note first that since E(u) = 0 and the support of u is [u,u],
uτ∗ ≥ u and uσ∗ ≤ u imply E(u|uσ∗ ≤ u ≤ uτ∗) = 0. Next, although we cannot
evaluate the other conditional expectations in (4.39) and (4.40) directly, but we
can use l’Hopital’s rule to evaluate their limits. For example,

limuτ∗→u E(u|uτ∗ ≤ u≤ u) = limuτ∗→u

∫ u
uτ∗ ug(u)du∫ u
uτ∗ g(u)du

= limuτ∗→u

d
duτ∗

(∫ u
uτ∗ ug(u)du

)
d

duτ∗

(∫ u
uτ∗ g(u)du

) = u. (4.41)

Likewise, we can show:

limuσ∗→u E(u|u≤ u≤ uσ∗) = u; (4.42)
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Now substitute E(u|uσ∗ ≤ u ≤ uτ∗) = 0, (4.41) and (4.42) into (4.39) and (4.40)
and use uτ∗ ≥ u and uσ∗ ≤ u to obtain:

uτ∗ ≥ u =⇒ ud2

c2 +d2
≥ u;

uσ∗ ≤ u =⇒ ud2

c2 +d2
≤ u.

Since d2/(c2 + d2) ≤ 1, these inequalities hold if and only if c2 = 0. Thus, a
constant aggregate marginal abatement cost function is necessary and sufficient to
make a pure market the optimal policy.

To complete the proof we simply note the since a pure tax is optimal if and only
if d2 = 0 and a pure market is optimal if and only if c2 = 0, then a hybrid policy
for which the permit supply and the price controls all have positive probabilities
of being activated is the optimal policy if and only if d2 > 0 and c2 > 0.�

The policy implications of Proposition 4 are pretty clear. If a market with
price controls is not available, then the choice between a simple market and a
simple tax is determined by relative slopes rule (d2− c2) of Proposition 1, at least
when uncertainty in abatement costs and damage are uncorrelated (more on this
in a moment). When a market with price controls is available, then the simple
policy choices are optimal only in limiting cases. That is, a tax is optimal if and
only if the marginal damage function is flat, because in this case the variation in
emissions does not increase expected social costs so the priority is to eliminate
the variation in the pollution price. A simple market is optimal if and only if the
aggregate marginal abatement cost function is flat, because the variation in price
doesn’t affect expected social costs so the priority is to eliminate the variation in
emissions. In all cases in which the marginal damage function is upward sloping
and the marginal abatement cost function is downward sloping, a market with
price controls does not completely eliminate either the variation in emissions or
the variation in prices, but rather balances the risks of variation in emissions and
permit prices in an efficient way.

We should not be quick to dismiss the limiting cases, however, especially cases
involving a constant marginal damage. Recall that an important feature of control-
ling greenhouse gases is that the marginal damage function in a compliance period
is essentially flat. In this case a tax is optimal and any attempt to construct a mar-
ket will be inefficient. A market with price controls will be more efficient than a
market without price controls in this setting, but an optimal tax will dominate a
policy involving a market for greenhouse gases.
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Figure 4.7: A hybrid price/trading program

This conclusion has to revised if uncertainty in abatement costs and damage
are correlated. In Stranlund (2015), I show that constant marginal damage is no
longer necessary or sufficient for a tax to be the optimal policy. A hybrid policy is
the optimal choice when the marginal damage function is flat and uncertainty in
abatement costs and damage are positively correlated. Moreover, it is possible that
an emissions tax is more efficient than a hybrid policy when marginal damage is
increasing if abatement costs and damage are negatively correlated. These results
are consistent with the conclusions that a positive correlation tends to favor a
simple emissions markets over a simple tax while a negative correlation tends to
favor a tax, which we discussed in subsection 4.3.

Figure 4.7 illustrates a possible hybrid policy for which all of its elements
have chance of being activated. I have drawn an upward sloping marginal damage
function and a downward sloping marginal abatement cost function, so that such
a hybrid is an optimal choice relative to a pure tax or a pure market. I have made
the optimal permit supply equal to the ex ante optimal emissions and the price
controls symmetric around the ex ante optimal price, although this does not have
be true in particular settings. (However, it can be shown that if the price controls
are symmetric, then λ ∗ = Q̂).
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4.5 Extensions

4.5.1 Approximating the marginal damage function
Note in Figure 4 how the bold step function is a sort of crude approximation to the
expected marginal damage function. In fact, Roberts and Spence (1976) showed
that a closer approximation is possible by specifying a price/trading hybrid with
multiple steps, and that implementing such a policy would improve social welfare.
A few authors have followed up on this suggestion, including Unold and Requate
(2001) who provide a simple way to implement such a policy that is based on is-
suing a number of permits at the start of a program and then auctioning additional
permits as call options at different prices (a call option is the right, but not the obli-
gation, to purchase a financial asset at a pre-specified price). This scheme seems
relatively simple to implement and allows regulators to approximate the marginal
damage function arbitrarily well. In the limit the optimal policy approximates the
ex post optimal outcome instead of the ex ante optimal outcome.

4.5.2 Price controls and permit banking
Much of the motivation for implementing price controls in emissions markets
came from the desire to control significant price volatility that can plague real
emissions markets.5 Price controls can control price volatility directly by limiting
the range of possible price variation. Permit banking is another way to control
price volatility. Permit banking allows firms to shift abatement across time in a
cost-effective manner and to hedge against permit price risk associated with un-
certain abatement costs, uncertain emissions, and other stochastic elements Rubin
1996; Schennach 2000. Consequently, some authors have examined the distinct
roles or price controls and permit banking in emissions markets.

For example, Fell and Morgenstern (2010) conducted numerical simulations
of a U.S. cap-and-trade policy for carbon dioxide based on the emissions targets
in the Low Carbon Economy Act of 2007 (US Congress, 2007). Their results sug-
gest that most of the gain in cost-effectiveness of a trading program with banking

5Prices in existing permit markets can be fairly volatile. Pizer (2005) presents time series of
permit prices that illustrate this volatility in the RECLAIM program and the NOX Budget Trading
program. Nordhaus (2007) estimates average volatility in the SO2 Allowance Trading program
between 1995 and 2006 and finds that it exceeds the volatility of the consumer price index and
the volatility of the stock price index for the Standard and Poor 500 by significant amounts, and
approaches the volatility of crude oil prices.
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(and limited borrowing) and price controls is achieved with the price controls.
Stranlund et al. (2014) conducted laboratory emissions markets to investigate the
effects of price controls and permit banking on limiting permit price risk. They
found that both features reduced between-period price volatility and within-period
price dispersion, but combining the price controls and banking produces important
benefits over using either of them alone. Permit price volatility was significantly
lower under a combined policy than under banking alone or price controls alone,
and price dispersion was never significantly higher under the combined policy
than the separate polices. Thus, their results suggest that combining banking and
price controls can produce more stable prices across time periods without adding
noise to within-period price distributions. Stranlund et al. (2014) also confirm
the fundamental tradeoff between reduced price volatility and higher emissions
volatility: banking, price controls, and the combination each reduce permit price
volatility in exchange for significantly higher emissions volatility.6

4.5.3 Enforcement
Implementing price controls has an enforcement angle. Several authors have
noted that enforcement parameters can be used to provide a price ceiling in emis-
sion markets to limit high-side price risk. Some view the relatively high penalties
for permit violations in the US SO2 Allowance Trading program and the EU ETS
as safety valves because they place a ceiling on the price of emissions permits in
these programs ((Jacoby and Ellerman, 2004; Stavins, 2008). More rigorously,
Montero (2002) reexamined the prices vs. quantities debate to analyze the ef-
fects of imperfect and costly enforcement on the choice between an emissions tax
and emissions trading. He found that imperfect compliance tends to favor emis-
sions trading precisely because the expected marginal penalty can provide the
price ceiling that improves the efficiency of emissions trading under uncertainty
about abatement costs. An expected marginal penalty that is lower than what

6To address concerns that price controls can result in significant emissions volatility relative to
a pure emissions market, Fell et al. (2012a) conducted simulations based on the American Clean
Energy and Security Act of 2009 (US Congress (2009); again, this act was not enacted) to examine
the efficiency and environmental integrity of so-called “soft” price controls. Soft price controls
allow limited purchases of additional permits at the price ceiling and limited sales at the price
floor. (Hard price controls are like those we have examined–the government offers an unlimited
number of additional permits at the price ceiling, and offers to by all of the permits in circulation
at the price floor). They show that while soft controls effectively limit emissions variation, they
are less cost-effective than hard price controls.
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would be necessary to induce full compliance under all circumstances imposes a
ceiling on the price of emissions permits. If firms’ abatement costs turn out to be
very high, the permit price will rise to the expected marginal penalty and firms
would increase their emissions beyond a permitted cap by violating their permits.
Thus, in the absence of specific price ceiling, uncertainty about firms’ abatement
costs provides a justification for designing emission trading schemes that may
result in imperfect compliance under some realizations of firms’ abatement costs.

Stranlund and Moffitt (2014) note several problems with using imperfect en-
forcement to provide a safety valve in emissions markets. First, sanctioning non-
compliant firms is not costless, so using imperfect enforcement to provide a safety
valve involves the expectation of having to use real resources to levy sanctions on
noncompliant firms. Second, imperfect enforcement allows the transmission of
abatement-cost risk to compliance choices and enforcement costs. Third, if ex-
pected sanctioning costs are an increasing function of expected sanctions, then
the optimal trading program that uses noncompliance as a safety valve involves
weaker emissions control (in expectation). Finally, imperfect enforcement can-
not be used to address low-side abatement-cost risk; that is, it cannot be used to
motivate extra emissions control when abatement costs turn out to be lower than
expected. Stranlund and Moffitt (2014) show how each of these costly features
are eliminated with a perfectly enforced trading program that features an explicit
price ceiling and floor, as well as sanctions that varies directly with the permit
price. The policy addresses both low-side and high-side abatement cost risk; full
compliance eliminates variable sanctioning costs, and making sanctions vary with
the permit price prevents the transmission of abatement cost risk to enforcement
costs. Tying sanctions to permit prices was proposed, but not enacted, in the Clear
Skies Initiative (US Environmental Protection Agency, 2003) and the American
Clean Energy and Security Act of 2009 (US Congress, 2009), and has been im-
plemented in pilot programs of China’s CO2 emissions trading system (Zhang,
2015).7

7The permit violation penalty in the U.S. Clear Skies Initiative was to be one to three times the
clearing price in a recent permit auction. The penalty in the American Clean Energy and Security
Act of 2009 was set at twice the market value of CO2 permits during a compliance year. Perhaps
the only example of this form of sanction that is actually in use is in some of the pilot programs for
China’s CO2 emissions trading system. The Beijing and Shenzhen pilot programs for China’s CO2
emissions trading system set penalties at three to five times the market price of CO2 allowances.
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4.5.4 Multiple pollutants
In chapter 2, subsection 2.5 we introduced the problem of controlling CO2 emis-
sions when CO2 is emitted along with other pollutants like sulfur dioxide (SO2),
nitrogen dioxide (NO2), and fine and coarse particulate matter (PM2.5 and PM10).
Some authors have addressed the choice of an emissions tax, an emissions mar-
ket, or a hybrid in the presence of co-pollutants. For example, Ambec and Coria
(2013) focus on the choice between taxes and emissions markets for two inter-
acting pollutants under the assumption that the policies for the two pollutants are
jointly optimal. They show that whether emissions are complements or substitutes
in abatement, along with the relative slopes of the marginal damage and marginal
abatement cost functions, determines the optimal instrument choices for the pol-
lutants.

Recognizing that jointly optimal regulation of multiple pollutants is not likely
in the real world, Stranlund and Son (2017) consider the second-best regulation of
a pollutant given its abatement interaction with another pollutant that is regulated
separately, and perhaps not efficiently. They show that the choice from among
an emissions tax, an emissions market, and a market with price controls for the
primary pollutant depends on whether emissions of the pollutants are comple-
ments or substitutes, the slopes of the marginal damage and marginal abatement
cost curves, and how the co-pollutant is regulated. They show that the policy
choice for a pollutant is unaffected by its interaction with a co-pollutant that is
controlled with a fixed number of tradable permits, because changes in emissions
of the primary pollutant do not affect aggregate emissions of the co-pollutant.
However, when a co-pollutant is controlled with a tax, the instrument choice for
the primary pollutant must account for its effect on the variance of co-pollutant
emissions and, in turn, its effect on expected co-pollutant damage. Since the rules
for determining the optimal policy for a pollutant depend on how its co-pollutant
is regulated, many examples exist in which the optimal policy for the primary pol-
lutant changes as the form of regulation of the co-pollutant is changed. For one
example, recall the result that the optimal instrument for carbon emissions is a
tax because the marginal damage function is essentially flat in a compliance pe-
riod. This remains true in the multiple-pollutant case as long as the co-pollutant is
regulated with tradable permits. However, a constant marginal damage is neither
necessary or sufficient for a tax to be optimal when accounting for a co-pollutant
that is controlled with a tax.
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4.6 Appendix
Proof of Proposition 2: To begin the proof, first note the following facts:

1. Q(τ,uτ) = λ from (4.25) and (4.22);

2. Q(σ ,uσ ) = λ from (4.25) and (4.23);

3. p(L,uτ) = τ from (4.24) and (4.22);

4. p(L,uσ ) = σ from (4.24) and (4.23);

5. CQ(Q(τ,u),u) =−τ and CQ(Q(σ ,u),u) =−σ from (4.3) and (4.25).

Using these facts, the first order conditions for (4.26), given τ > σ , uτ < u, and
uσ > u, can be written as:

Wλ (λ ,τ,σ) =
∫ uτ

uσ

[CQ(λ ,u)+DQ(λ )]g(u)du = 0; (4.43)

Wτ(λ ,τ,σ) =
∫ u

uτ

[(−τ +DQ(Q(τ,u)))Qτ ]g(u)du = 0; (4.44)

Wσ (λ ,τ,σ) =
∫ uσ

u
[(−σ +DQ(Q(σ ,u)))Qσ ]g(u)du = 0. (4.45)

To demonstrate that (4.28) follows from (4.43), use (4.3), (4.4), and (4.8) to show

CQ(λ ,u)+DQ(λ ) = −(c1 +u)+ c2λ +d1 +d2λ

= (c2 +d2)

(
λ − c1−d1

c2 +d2

)
−u

= (c2 +d2)(λ − Q̂)−u. (4.46)

Substitute (4.46) into (4.43) to obtain

Wλ (λ ,τ,σ) = (c2 +d2)(λ − Q̂)
∫ uτ

uσ

g(u)du−
∫ uτ

uσ

ug(u)du = 0. (4.47)

Note the following relationship:

E(u|uσ ≤ u≤ uτ) =

∫ uτ

uσ ug(u)du∫ uτ

uσ g(u)du
; (4.48)
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This is the conditional expectation of u given that the permit supply binds. Use
(4.48) to rearrange (4.47) to obtain (4.28).

Similarly, we now show that (4.29) follows from (4.44). Begin by substituting
Q(τ,u) = (c1 + u− τ)/c2 from (4.25) into DQ(Q(τ,u),δ ) = d1 + d2Q(τ,u) to
obtain

DQ(Q(τ,u)) = d1 +
d2(c1− τ)

c2
+

d2u
c2

. (4.49)

Using (4.12) we can show

−τ +DQ(Q(τ,u)) =
c2 +d2

c2
(−τ + p̂)+

d2u
c2

. (4.50)

Substitute (4.50) and Qt =−1/c2 into (4.44) to obtain

Wτ(λ ,τ,s) =
∫ u

uτ

[
c2 +d2

(c2)2 (τ− p̂)− d2u
(c2)2

]
g(u)du = 0. (4.51)

Rearrange terms to obtain

Wτ(λ ,τ,s) =
(c2 +d2)(τ− p̂)

(c2)2

∫ u

uτ

g(u)du− d2

(c2)2

∫ u

uτ

ug(u)du. (4.52)

Note that

E(u|uτ ≤ u≤ u) =
∫ u

uτ ug(u)du∫ u
uτ g(u)du

, (4.53)

which is the conditional expectation of u given that the price ceiling binds. Rear-
range (4.52) using (4.53) to obtain (4.29).

The derivation of (4.30) from (4.45) proceeds in the same way. Substitute
Q(σ ,u) = (c1 +u−σ)/c2 from (4.25) into DQ(Q(σ ,u)) = d1 +d2Q(σ ,u) to ob-
tain

DQ(Q(σ ,u)) = d1 +
d2(c1−σ)

c2
+

d2u
c2

. (4.54)

Use (4.54) and (4.12) to show

−σ +DQ(Q(σ ,u)) =
c2 +d2

c2
(−σ + p̂)+

d2u
c2

. (4.55)

Substitute (4.55) and Qs =−1/c2 into (4.45) and collect terms to obtain

Wσ (λ ,τ,σ) =
(c2 +d2)(σ − p̂)

(c2)2

∫ uσ

u
g(u)du− d2

(c2)2

∫ uσ

u
ug(u)du.(4.56)
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Note that

E(u|u≤ u≤ uσ ) =

∫ uσ

u ug(u)du∫ uσ

u g(u)du
,

E(δ |u≤ u≤ uσ ) =

∫
∆

∫ uσ

u u f (u)du∫
∆

∫ uσ

u f (u)du
. (4.57)

is the conditional expectation of u given that the price floor binds. Use (4.57) to
rearrange (4.56) to obtain (4.30).�



Chapter 5

Uncovering Private Cost
Information: Mechanism Design

5.1 Introduction
The approach that we took in the last chapter to construct regulation in the pres-
ence of incomplete and asymmetric information is the most common, but it is not
the only approach. Notice several aspects about our approach thus far.

1. The objective is to construct a regulation that is optimal ex ante (i.e., in
expectation), but is not likely to be optimal given firms’ true abatement
costs. We may refer to the former approach as producing an ex ante opti-
mal outcome, while the first-best outcome is achieved when regulators have
complete information about firms’ abatement costs. Or, in other words, reg-
ulators are able to set an efficient policy once uncertainty is resolved, so that
the policy is ex post optimal.

2. The regulator does not try to get more information about firms’ abatement
costs than it starts the process with, and firms do not try to influence the de-
sign of regulations by revealing information about their abatement costs.
There is simply no communication between the firms and the regulator
about the firms’ abatement costs. However, one of the most important con-
sequences of asymmetric information in the design of environmental poli-
cies is that when polluters are better informed about their abatement costs
than regulators, they may have a strategic incentive to misrepresent their
costs to authorities to attempt to influence the design of environmental reg-
ulations.

101
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In this chapter we will investigate policy schemes that elicit information from
firms about their abatement costs and use this information to set regulation. Gen-
erally, these schemes fall under the heading of mechanism design, which has im-
portant applications in many areas of economics. The mechanism design approach
to regulation under asymmetric information seeks optimal regulation, given the
asymmetry of information between regulated firms and regulators. Mechanisms
in the environmental regulation context are policies for which the controls (taxes,
permits, standards, etc.) are based on firms’ reports of their own abatement costs.
Firms may have an incentive to misrepresent this information depending on how
they believe the information will be used to set the regulation, so optimal mecha-
nisms are designed to elicit truthful reporting by the firms. To begin this chapter
I will demonstrate the incentive for firms to misrepresent their private informa-
tion under typical designs for tradable permits, emissions standards and emissions
taxes. Then, we will investigate various schemes that motivate firms to reveal
their true abatement-cost information. This approach can lead to first-best emis-
sions control; however, under certain conditions, motivating truthful reports of
abatement costs requires socially costly distortions from first-best.

5.2 Misrepresenting private cost information
Firms may be motivated to misrepresent their true abatement costs if they have an
opportunity to do so. In this subsection we will demonstrate this incentive under
a tradable permit program, under emissions standards, and under an emissions
tax. This will help us understand policies that are designed to elicit true cost
information that take up of the bulk of this lecture. Much of the analysis in this
subsection is taken from Kwerel (1977).

Suppose that we have an industry composed of a fixed set of n heterogeneous
firms that emit a uniformly mixed pollutant. Let ci(qi,ui) be firm i’s abatement
cost function, with ci

qq > 0 and −ci
q < 0 as the firm reduces its emissions below

its unregulated level. The parameter ui is known to the firm but unknown to the
regulator. Assume that−ci

qu > 0 so that a higher ui implies higher marginal abate-
ment costs. Throughout msot of this section the firms will face either a uniform
competitive price of permits or a uniform emissions tax. Under uniform prices,
aggregate abatement costs C(Q,u) will be minimized, given aggregate emissions
and the vector of parameters u = (u1, ...,un). The aggregate abatement cost func-
tion is strictly convex and declining in aggregate emissions below the unregulated
level. Moreover, −ci

qu > 0 for each i implies −∂CQ/∂ui > 0, indicating that ag-
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gregate marginal abatement costs are increasing in a firm’s marginal abatement
costs. Sometimes we will refer to ui as firm i’s type.

5.2.1 Misrepresenting costs under a tradable permit scheme
To construct a competitive tradable permit scheme a regulator would like to dis-
tribute L = Q permits to the industry to minimize D(Q)+C(Q,u), where D(Q) is
a strictly increasing and convex (perhaps weakly convex) damage function that is
known to the regulator. However, because the regulator does not know the vector
u it asks each firm for a report ûi. The regulator will choose a permit supply after
receiving the vector of reports û = (û1, ..., ûn). The first-best choice of L satisfies
DQ(L)+CQ(L,u) = 0; howeverf, the regulator only has the reports of marginal
abatement costs so it chooses the supply of permits to satisfy

DQ(L)+CQ(L, û) = 0.

Of course, this scheme makes the supply of permits dependent on the firm’s re-
ports, so we have L(û). A simple comparative static exercise produces

∂L
∂ ûi =

−∂CQ/∂ ûi

DQQ +CQQ
> 0,

which indicates that the regulator will issue more permits if a firm reports a higher
marginal abatement cost, because ’reported’ aggregate marginal abatement costs
are higher. The competitive price of permits will be determined by

p(L(û),u) =−CQ(L(û),u),

with
∂ p
∂ ûi = pL

∂L
∂ ûi < 0.

Thus, the equilibrium permit price is decreasing in the firms’ reports of their
marginal abatement costs.

Now consider a firm’s incentive to report its marginal abatement cost param-
eter. Given the reports û and perfect compliance so that the firm holds enough
permits li to cover its emissions, its compliance costs are

ci(li,ui)+ p(L(û),u)(li− li
0).

If all of the permits are distributed to the firms without charge, the initial distri-
bution (l1

0 , ..., l
n
0) cannot remain fixed if the total supply of permits depends on
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the reports û. So, let us suppose that the initial distribution of permits follows
a known rule that depends on the total supply of permits. Denote this rule as
li
0(L(û)), i = 1, ...,n, with ∂ li

0/∂L ≥ 0 so that each firm’s initial distribution of
permits is non-decreasing in the total supply of permits.

With the permit distribution rule a firm’s compliance costs are

ci(li,ui)+ p(L(û),u)(li− li
0(L(û))). (5.1)

A firm’s reporting incentive, given the reports of all the other firms in the indus-
try, is determined by how its report affects its compliance costs. Applying the
envelope theorem to (5.1) yields

pL
∂L
∂ ûi (l

i− li
0)− p

∂ li
0

∂L
∂L
∂ ûi . (5.2)

The second term of (5.2) is non-positive and is strictly negative if ∂ li
0/∂L > 0.

This implies that the firm’s compliance costs are decreasing (perhaps weakly) if it
reports a higher marginal abatement cost, because this can lead to a greater initial
allocation of permits to the firm, each of which is valued at p. This affect applies
to all firms – if permits are given away for free, each firm has an incentive to
over-report their marginal abatement costs in the hopes of getting a higher initial
allocation of permits. The first term of (5.2) is a bit more complicated. As we
already noted, PL∂L/∂ ûi < 0 indicates that the equilibrium price will be lower
if a firm reports a higher marginal abatement cost, given the reports of all the
other firms. This is beneficial to the firm if it is a net buyer of permits because
PL(∂L/∂ ûi)(li− li

0)< 0, but it is detrimental if the firm is a net seller of permits.
Thus, all net buyers of permits will over-report their marginal abatement costs;
only firms that benefit from the lower price because they sell a lot of permits will
not over-report their marginal abatement costs. Note that if all permits are auc-
tioned so that li

0(L(û)) = 0 for each i, then all firms have an unrestricted incentive
to convince the regulator that their marginal abatement costs are higher than they
truly are.

In general, when a tradable permit scheme is constructed based on firms’ re-
ports of their own marginal abatement costs: (1) firms will not report their true
costs; (2) the average firm will over-report its marginal abatement cost if permits
are given away for free initially; (3) all firms will over-report their marginal abate-
ment costs if the permits are auctioned, and (4) too many permits will be supplied
relative to the first-best supply.
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5.2.2 Misrepresenting costs under emissions standards
Setting emissions standards is conceptually equivalent to distributing non-tradable
emissions permits. Therefore, suppose that the initial distribution of permits
above, li

0(L(û)), i = 1, ...,n, is now not tradable. In this case, a firm’s compliance
costs are just its abatement costs evaluated at its fixed distribution of permits; that
is,

ci(li
0(L(û)),u

i).

Differentiate this with respect to the firm’s report ûi to obtain

ci
q

∂ li
0

∂L
∂L
∂ ûi ≤ 0,

indicating that the firm’s compliance costs are non-increasing in its report. More-
over, the firm’s compliance costs are strictly decreasing if ∂ li

0/∂L > 0. Thus, un-
der a system of fixed emissions standard, each firm has an incentive to exaggerate
its abatement costs if they believe that doing so will result in lower standards.

5.2.3 Misrepresenting costs under an emissions tax
Firms will also not give truthful reports of their marginal abatement costs under
an emissions tax, but the motivation will be to under-report these costs. If the
regulator sets a uniform emissions tax t, the industry will respond with emissions
Q(t,u) that satisfy t =−CQ(Q,u). It is straightforward to show

Qt =
−1

CQQ
< 0 and

∂Q
∂ui =−

∂CQ/∂ui

CQQ
> 0. (5.3)

The second result of (5.3) says that, given the tax t, a higher marginal abatement
cost for a firm will result in higher aggregate emissions because the aggregate
marginal abatement cost is higher.

As with a tradable permit scheme, the regulator will receive reports û=(û1, ..., ûn)
from the firms, and then will choose a tax rate so that

DQ(Q(t, û))+CQ(Q(t, û), û) = 0.

This makes the tax a function of the reports t(û) so we have

DQ(Q(t(û), û))+CQ(Q(t(û), û), û)≡ 0. (5.4)
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Differentiate (5.4) with respect to ûi to obtain

DQQQt
∂ t
∂ ûi +DQQ

∂Q
∂ ûi +CQQQt

∂ t
∂ ûi +CQQ

∂Q
∂ ûi +

∂CQ

∂ ûi = 0.

Solve this for the affect of ûi on the emissions tax, using Qt and ∂Q/∂ ûi from
(5.3), to obtain

∂ t
∂ ûi =

DQQCQQ
(
∂Q/∂ ûi)

DQQ +CQQ
≥ 0. (5.5)

The inequality in (5.5) is strict if the damage function is strictly convex. Assume
for a moment that the damage function is strictly convex. Then, ∂ t/∂ ûi > 0 fol-
lows from ∂Q/∂ ûi > 0, DQQ > 0 and CQQ > 0. ∂ t/∂ ûi > 0 indicates that the
regulator sets a strictly higher tax if a firms reports a higher marginal abatement
cost, given the reports of all the other firms and a strictly convex damage func-
tion. However, if the damage function is linear the regulator’s choice of tax rate is
unaffected by the firms’ reported abatement costs because it is simply set equal to
the constant marginal damage.

A firm’s report depends on how it will affect its compliance costs, given the
other firms’ reports. With the tax t(û), a firm’s compliance costs are

ci(qi,ui)+ t(û)qi.

Using the envelope theorem, the firm’s report of its marginal abatement cost
changes its compliance costs according to

∂ t
∂ ûi q

i ≥ 0.

Note that the inequality is strict if the damage function is strictly convex, because
then ∂ t/∂ ûi > 0. In this case, the firm’s compliance costs are monotonically de-
clining as it reports a lower ûi. Consequently, each firm is motivated to under-
report its marginal abatement cost when their emissions will be controlled with an
emissions tax and damages are strictly convex. When damages are linear, firms
are not motivated to under-report their abatement costs because their reports have
no affect on the level of the tax set by the regulator.

5.3 Eliciting private abatement cost information
The recognition that firms will not generally provide truthful accounts of their
private cost information leads us to consider incentive schemes to elicit this in-
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formation. In this subsection we will focus on two such mechanisms for environ-
mental regulation. One is focused on devising an emissions tax (Dasgupta et al.,
1980) while the other devises a policy of auctioned permits (Montero, 2008). Both
mechanisms result in ex post efficient pollution control.1

As we’ve been assuming, the regulator asks for reports from the firms of their
abatement cost parameters in both cases and then uses these reports to design the
regulations. Both the Dasgupta et al. and Montero mechanisms make truthful
reporting of private abatement cost information a dominant strategy; that is, the
mechanism is designed so that firms can do no better than to report their cost in-
formation truthfully, regardless of what other firms report. The fact that regulators
can limit their choice of mechanism to those that induce truth-telling (also referred
to as incentive compatibility) is a remarkable result that is a consequence of the
Revelation Principle. Roughly, this principle says that given any mechanism such
that a ui-type firm chooses to report ûi(u), there exists another mechanism that in-
duces ûi(u)= ui (i.e., truthful reporting) that is at least as good from the regulator’s
perspective. That the mechanisms we study in this section induce truth-telling as
a dominant strategy means that the mechanisms can be implemented in a very ro-
bust way. In particular, truth-telling does not depend on what other firms reveal
about themselves, so unlike a Nash strategy in pure strategies, for example, firms
do not have to forecast what others will report to follow their best reporting strat-
egy. Moreover, firms do not have to have information about the distribution of the
other firms’ abatement-cost information (i.e., the distribution of firm types).

5.3.1 Dasgupta, Hammond and Maskin (1980)
Continue to consider an industry of n heterogeneous firms in which firm i has the
abatement cost function ci(qi,ui), where ui is known to the firm but unknown to
the regulator. Given the vector u=(u1, ...,un), define the vector of cost parameters
of all the firms other than i as u−i = (u1, ...,ui−1,ui+1, ...,un). Likewise, define
q = (q1, ...,qn) as the vector of emissions levels of all firms in the industry and
q−i = (q1, ...,qi−1,qi+1, ...,qn) as the vector of emissions of all firms other than
firm i. The damage function is D(q): we continue to assume that the damage
function is known by the regulator, but Dasgupta et al. (1980) do not assume that
the pollutant is uniformly mixed. If the regulator knew the vector u it would

1Both mechanisms are examples from the class of Vickrey–Clarke–Groves (VCG) mecha-
nisms. See Mas-Colell et al. (1995) section 23.C for a thorough examination of this class of
mechanisms.
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choose a policy so that q minimizes

D(q)+
n

∑
i=1

ci(qi,ui),

yielding the ex post efficient emissions, q∗(u) = (q1∗(u), ...,qn∗(u)), as the solu-
tions to the first order conditions,

Dqi(q∗(u))+ ci
q(q

i∗(u),ui) = 0, i = 1, ...,n. (5.6)

Because the regulator does not observe u it asks the firms to report their
abatement-cost parameters û=(û1, ..., ûn), noting that these reports will be used to
determine their emissions taxes. The regulator wishes to design taxes, t i(qi, û), i=
1, ...,n, that simultaneously elicit truth-telling and achieves the ex post efficient
levels of individual emissions.2 The following tax functions will accomplish these
tasks:

t i(qi, û) = D(qi,q−i∗(û))+∑
j 6=i

c j(q j∗(û), û j)−ai(û−i), i = 1, ...,n, (5.7)

where
ai(û−i) = D(q−i∗(û−i))+∑

j 6=i
c j(q j∗(û−i), û j). (5.8)

Note that the tax is not a constant per unit Pigouvian emissions tax like those
we often consider. To understand the Dasgupta et al. tax, note that ai(û−i) are
social costs if firm i did not exist and all the other firms submitted reports û−i and
based their emissions choices on the tax scheme (5.7). The first part of t i(qi, û),
D(qi,q−i∗(û))+∑ j 6=i c j(q j∗(û), û j) are social costs, excluding i’s abatement costs,
when firm i exists and participates in the scheme. Thus, the tax that firm i pays
is equal to its contribution to the costs of all other firms and those harmed by
pollution.3

2The models of this chapter ignore the enforcement requirement of environmental regulation.
In particular, the regulator can perfectly and costlessly observe firms’ emissions for each of the
schemes in this chapter. In reality, however, firms’ choices will be observed only imperfectly,
and firms may be motivated to use this particular kind of asymettric information to violate the
regulations. Consequently, some authors have used the mechanism design approach to confront
asymmetric information about both abatement costs and emissions. For example, see Swierzbinski
1994 and Bontems and Bourgeon 2005.

3In general, an agent’s tax or subsidy under a Vickrey–Clarke–Groves (VCG) mechanism is
equal to welfare if the agent had not existed less the welfare of all the other players when the
agent does participate. The emissions tax scheme of Dasgupta et al. (1980) is a straightforward
application of that principle.
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To understand why the tax scheme (5.7) works, write a firm’s compliance costs
under this scheme:

ci(qi,ui)+ t i(qi, û) = ci(qi,ui)+D(qi,q−i∗(û))+∑
j 6=i

c j(q j∗(û), û j)−ai(û−i).

(5.9)
Note that ai(û−i) is independent of i’s choice of emissions and its report ûi, so it
is a constant that does not affect the firm’s behavior. Now consider the first order
conditions for a firm’s choice of emissions and report of its abatement costs. For
its choice of emissions the first order condition is

Dqi(qi,q−i∗(û))+ ci
q(q

i,ui) = 0. (5.10)

Given that the firm will choose its emissions so that its contribution to damage is
equal to its marginal abatement cost, its first order condition for its report ûi is

∑
j 6=i

Dq j(qi,q−i∗(û))
∂q j∗(û)

∂ ûi +∑
j 6=i

c j
q(q

j∗(û), û j)
∂q j∗(û)

∂ ûi

= ∑
j 6=i

∂q j∗(û)
∂ ûi

(
Dq j(qi,q−i∗(û))+ c j

q(q
j∗(û), û j)= 0. (5.11)

Since every firm in the industry will choose its emissions so that its contribution
to damage is equal to its marginal abatement cost (i.e., (5.10) holds for every firm
in the industry), the effect of i’s report on its compliance costs is zero, regardless
of what it reports and regardless of what all the other firms report. Thus, each firm
has a weakly dominant strategy to report its true abatement cost parameter.

• Applied to a single firm will make it face the entire damage function. To
see this note that t i(qi, û) = D(qi) for a single firm.

• The tax is not a constant per unit tax. It likely varies across firms even when
controlling a uniformly mixed pollutant.

• Does not work if damage is perfectly inelastic. Montero’s scheme does not
have this problem.

• Can be manipulated by collusive activities of the firms.
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5.3.2 Montero (2008)
Montero’s (2008) scheme is similar to the Dasgupta et al. scheme in that it in-
duces both truthful revelation of abatement costs as dominant strategies and the
ex post optimal distribution of emissions. However, it implements this outcome in
a different way. The basic regulation is a uniform-price sealed-bid auction of an
endogenous number of emissions permits with a fraction of the auction revenue
rebated to the firms.

5.3.2.1 A single firm

To begin let us consider the case of a single firm. Montero’s scheme is imple-
mented in this case with the following steps:

1. The firm submits a report ûi. Of course, this means that the firm reports
its marginal abatement cost function, −ci

q(q
i, ûi), which may not be its true

marginal abatement cost function.

2. Given the firm’s report, the regulator sells li = qi permits to the firm at price
p that satisfies

p = D′(li) =−ci
q(l

i, ûi). (5.12)

As usual, p = −ci
q(l

i, ûi), implicitly defines the firm’s demand for permits,
given its report, as li = li(p, ûi).

3. Soon after the regulator refunds a fraction α(li) to the firm of its original
payment pli. That is the firm receives a refund of α(li)pli.

Under these rules the firm’s compliance costs are,

ci(li,ui)+ pli−α(li)pli. (5.13)

Substitute p = D′(li) from the regulator’s choice (5.12) into (5.13) to obtain

ci(li,ui)+D′(li)li−α(li)D′(li)li. (5.14)

The firm’s demand for permits under this scheme is the solution to the first order
condition

ci
q(l

i,ui)+D′(li)+D′′(li)li−α
′(li)D′(li)li−α(li)[D′(li)+D′′(li)li] = 0. (5.15)
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If the firm demands the first-best number of permits, it demands li to satisfy
ci

q(l
i,ui)+D′(li) = 0. The regulator can induce this outcome by choosing α(li) so

that the third, fourth and fifth terms of (5.15) sum to zero, or rather, α(li) should
satisfy

α
′(li)+α(li)[

D′′(li)li +D′(li)

D′(li)li ] =
D′′(li)

D′(li)
.

Montero shows that the solution to this differential equation is the optimal per-
centage refund,

α(li) = 1− D(li)

D′(li)li . (5.16)

To see why this auction/rebate scheme induces the first-best level of emis-
sions and motivates the firm to reveal its true marginal abatement cost, substitute
(5.16) into the firm’s compliance cost function (5.14) and collect terms to obtain
ci(li,ui)+D(li). Note how the firm then faces the entire social cost function. (This
is true under the Dasgupta et al. tax as well). The firm’s demand for permits is
given by the first order condition

ci
q(l

i,ui)+D′(li) = 0.

Substituting the regulator’s rule (5.12) gives us

ci
q(l

i,ui) = ci
q(l

i, ûi).

The monotonicity of ci
q(l

i,ui) in ui implies that the firm’s report is ûi = ui. There-
fore, the firm truthfully reports its marginal abatement cost function and demands
the first-best number of permits.

To see how the auction/rebate scheme works to produce truthful reporting,
note that the optimal percentage refund (5.16) is strictly less than one; it is strictly
greater than zero if the damage function is strictly convex (because then D′(li)li >
D(li)), and it is equal to zero if the damage function is linear (because D′(li)li =
D(li)). Suppose at first that the damage function is strictly convex. If the regula-
tor sets the rebate percentage equal to one (i.e., α(li) = 1), then the firm would
face an emissions standard because there is no longer a price component of the
firm’s compliance costs. However, we know from subsection 2.2 that a firm will
over-report its abatement costs when it faces an emissions standard, so the opti-
mal refund must be less than 100%. On the other hand, if the regulator sets the
refund to zero (α(li) = 0), then the firm faces a simple emissions tax. Recall from
subsection 2.3 that firms are motivated to under-report their abatement costs under



CHAPTER 5. UNCOVERING PRIVATE COST INFORMATION: MECHANISM DESIGN112

an emissions tax. Thus, setting α(li) ∈ (0,1) when the damage function is strictly
convex exactly balances the incentive of the firm to over-report its abatement costs
under an emissions standard against it incentive to under-report its abatement costs
under a tax so that the firm truthfully reveals its abatement costs.

Note that α(li) is optimally set equal to zero when the damage function is lin-
ear so that the firm faces an emissions tax. We noted in subsection 2.3 that firms
would not misreport their abatement costs under an emissions tax in this case,
because their reports cannot change the level of the tax. Thus, the auction/refund
scheme collapses to an emissions tax set equal to constant marginal damage, be-
cause this rule is independent of the firm’s abatement cost report. Moreover, the
firm reacts to this tax by choosing the first-best level of emissions.

5.3.2.2 Multiple firms

The extension of the Montero scheme to multiple firms is relatively straightfor-
ward. Assume that the firms emit a uniformly mixed pollutant. In this case the
regulator supplies a total of L permits and firm i will hold li permits when the
auction is complete. Recall that the necessary conditions for the ex post optimal
distribution of emissions are

−ci
q(l

i,ui) = p = D′(L), i = 1, ...,n.

Thus, the efficient distribution of emissions requires that each firm set its marginal
abatement cost equal to aggregate marginal damage. Moreover, the constant price
of permits equates the marginal abatement costs of all firms to one another, and
to aggregate marginal damage. To write the optimality conditions in terms of the
aggregate demand and supply of permits, first invert −ci

q(l
i,ui) = p to get the

firm’s ’true’ demand for permits, li(p,ui). Summing the individual demands for
permits gives us the industry’s aggregate permit demand, ∑

n
i=1(l

i,ui). Now, invert
p = D′(L) to obtain L(p), which is the regulator’s optimal permit supply function.
Equating the industry’s true aggregate permit demand to the optimal supply of
permits gives us

n

∑
i=1

li(p,ui) = L(p). (5.17)

This is a restatement of the optimality conditions for the ex post optimal distribu-
tion of emissions in the industry.

Montero’s scheme for implementing (5.17) proceeds in the following way.
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1. The firms send reports û = (û1, ..., ûn) of their abatement costs to the regu-
lator.

2. With these reports, for each firm i the regulator calculates aggregate permit
demand for all firms other than i

∑
j 6=i

l j(p, û j),

and uses it to calculate i’s ’residual demand’,

li+(p) = L(p)−∑
j 6=i

l j(p, û j). (5.18)

Note that li+(p) does not depend on anything about firm i; in particular, it
does not depend on the firm’s report of its abatement costs. The auction
refund rule will depend on the inverse of li+(p), denoted

Di
q(l

i) = p. (5.19)

3. Given i’s report, the regulator sells li permits to the firm at price pi that
satisfies

−ci
q(l

i, ûi) = Di
q(l

i) = pi. (5.20)

As usual, p = −ci
q(l

i, ûi), implicitly defines the firm’s demand for permits,
given its report, as li = li(p, ûi).

4. The regulator then refunds a fraction of pili

α
i(li) = 1− Di(li)

Di
q(li)li , (5.21)

where

Di(li) =
∫ li

0
Di

q(l
i)dli.

To see that this scheme induces the ex post optimal distribution of individual
emissions, first write a firm’s compliance costs,

ci(li,ui)+ pili−α
i(li)pili.
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Substitute α i(li) from (5.21) and Di
q(l

i) = pi from (5.20) to obtain

ci(li,ui)+Di(li).

The firm’s demand for permits is determined from the first order condition

ci
q(l

i,ui)+Di
q(l

i) = 0. (5.22)

Combine −ci
q(l

i, ûi) = Di
q(l

i) from (5.20) and (5.22) to obtain

−ci
q(l

i, ûi) =−ci
q(l

i,ui),

which implies ûi = ui because of the monotonicity of ci
q(l

i,ui) in ui. Thus, the
firm is motivated to report its true abatement costs. Given that this report does not
depend on what other firms report, truth-telling is a dominant strategy.

Now, (5.22) and (5.19) implies −ci
q(l

i,ui) = p and the firm’s permit demand
is li(p,ui). In turn, li(p,ui) = li+(p), so that the firm’s true demand for permits
is equal to the regulator’s calculation of its residual demand. Substitute li+(p) =
li(p,ui) into (5.18) and collect terms to obtain (5.17), which demonstrates the ex
post optimality of Montero’s scheme.

5.4 Participation, costly public funds and informa-
tion rents

Other authors include two additional features in designing mechanisms for emis-
sions control that can result in deviations from first-best outcomes. First, a reg-
ulated firm must not be forced out of business. Thus, optimal regulations are
constrained by participation constraints that guarantee that firms earn at least nor-
mal (zero) profit. Since a regulator does not have complete information about
firms’ costs and therefore cannot determine the compensation to a firm that would
leave it with exactly normal profit, firms are overcompensated. Compensation in
excess of normal profits in this context are called “information rents.” Second,
compensation to firms is socially costly because of the deadweight costs of public
funds.4 The deadweight costs of public funds motivate a regulator to minimize

4The marginal cost of transferring a dollar to firms may cost more than a dollar if transfers
involve public funds that are generated from distortionary taxes. Moreover, excess compensation
to firms has an opportunity cost because these funds could have been used to reduce the use of
distortionary taxes to fund government operations.
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information rents, and they do so by choosing regulations that differ from first-
best regulation. In this section we will illustrate these concepts with a model of
regulating a polluting natural monopolist that is due to Lewis (1996).5

5.4.1 Mechanism design for a polluting monopolist
Consider the regulation of an electric utility’s output, inputs, and emissions. For
simplicity, there is a single regulator responsible for the supply and pricing of
electricity and emissions control. The consumers of electricity are identical, each
with utility function b(y,q), where y is consumption of electricity and q is the
firm’s emissions. The representative consumer’s utility is strictly increasing in
electricity consumption and strictly decreasing in the firm’s emissions. The util-
ity’s production costs are c(y,q,x,u), where x is a vector of the firm’s production
and emissions control inputs, and u is a parameter that affects the firm’s costs and
is known by the firm but not by the regulator. Assume that cy > 0, cq < 0, and
cx > 0; that is, the firm’s costs are strictly increasing in its output and its use of
production and abatement inputs, but they are decreasing in its emissions. More-
over, assume that cu < 0, indicating that a higher u means that the firm’s total costs
are lower.

Note well the change in notation from the previous section. First c(·) is now
the utility’s production costs, not its abatement costs. Second, u is the firm’s cost
parameter (or type), not the vector of these parameters in an industry.

The regulator can observe the firm’s output, inputs and emissions, but has in-
complete information about the firm’s costs because it cannot observe u. However,
the regulator believes that u is distributed on [u,u] according to the distribution
function G(u) with density function g(u). The distribution of u is common knowl-
edge, so that it is known to both the regulator and the firm. This is an important
assumption that we will discuss later.

The mechanism design approach to this regulatory problem is as follows. The
regulator treats each possible realization of u as indicating the firm’s type. The

5An interesting literature applies the mechanism design approach to examine the feasibil-
ity of voluntary participation in international environmental agreements by sovereign nations.
Sovereignty implies that nations cannot be forced into agreements with others, hence the necessity
of incorporating participation constraints (Helm and Wirl, 2014; Martimort and Sand-Zantman,
2016). In addition, budget constraints governing international transfers of money to encourage
participation produce Lagrange multipliers that function like the exogenous deadweight cost of
public funds in the polluting-monopolist model of this section (Martimort and Sand-Zantman,
2016).
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regulator does not know the firm’s true type, but it can construct policies for each
possible type, that is, each u ∈ [u,u]. Each policy specifies a transfer from con-
sumers to the firm t(u), an output standard y(u), an emissions standard q(u), and
input standards x(u). This menu of policies is the mechanism

M(u) = {t(u),q(u),y(u),x(u)} , ∀u ∈ [u,u]. (5.23)

The regulator then offers this menu of policies to the firm and allows the firm
choose one for itself. If the firm is of type u and it selects a policy meant for type
u′, its profit is then

π(u′|u) = t(u′)− c(y(u′),q(u′),x(u′),u). (5.24)

The firm will choose a policy meant for type u′(u) to maximize its profit.
The mechanism M(u) is constructed to satisfy two constraints.

Incentive compatibility (truthful revelation): As before, the Revelation Prin-
ciple allows the regulator to limit its choice of mechanism to those that motivate
the firm to reveal its true type in its choice of policy.

Participation: Under the assumption that it is worthwhile for the firm to oper-
ate, the regulator needs to make sure that it at least breaks even. Since the regulator
does not know the firm’s true type it must design the mechanism so that the least
efficient type of firm would earn zero profit. That is, M(u) must satisfy

π(u|u) = t(u)− c(y(u),q(u),x(u),u) = 0.

We will see that this generates π > 0 for more efficient types u > u. This excess
profit is called an information rent. Given satisfaction of the incentive compati-
bility constraint, this is excess profit paid to the firm to guarantee that it does not
misrepresent its true type in its choice of policy from M(u).

5.4.1.1 Implementable mechanisms

Mechanisms that satisfy incentive compatibility and participation constraints are
called implementable (or feasible) mechanisms. Exploring the constraints in more
detail will allow us to characterize the class of implementable mechanisms, and
the regulator’s optimal mechanism will come from this class of mechanisms.
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Let us first explore the incentive compatibility constraint. Profit for a u-type
firm that selects of policy for a u′-type firm is given by (5.24). Incentive compati-
bility requires that

π(u)≥ π(u′|u), ∀uandu′ ∈ [u,u]. (5.25)

In (5.25) and from here on, π(u) is the profit of a u-type firm that chooses a policy
designed for a u-type firm. (5.25) says that incentive compatibility means that the
firm is at least as well off choosing the policy designed for its type than any other
contract.

The firm’s choice of policy M(u′) will depend on its true type u, so its reve-
lation of type is a strategy u′(u). If the mechanism M(u) is incentive compatible,
u′(u) = u, and hence,

π(u) = π(u′(u)|u)
∣∣
u′=u .

Differentiate π(u) with respect to u to obtain

π
′(u) =

∂π(u′(u)|u)
∂u′

du′(u)
du

∣∣∣∣
u′=u

+
∂π(u′(u)|u)

∂u

∣∣∣∣
u′=u

.

If the strategy u′(u) is optimal for the firm, the first term of π ′(u) is equal to zero,
and

π
′(u) =

∂π(u′(u)|u)
∂u

∣∣∣∣
u′=u

.

Applying the envelope theorem to (5.24) and substituting the result in π ′(u) yields

π
′(u) = −cu(y(u′(u)),q(u′(u)),x(u′(u)),u)

∣∣
u′=u .

Since u′ = u, we have

π
′(u) =−cu(y(u),q(u),x(u),u)> 0. (5.26)

The sign of (5.26) is due to our assumption that cu < 0 so that a higher value of
u implies a more efficient firm. This reveals that incentive compatibility implies
that a firm with u > u will earn excess profit from the regulator’s mechanism.
Since (5.26) is a consequence of insisting on incentive compatibility we will be
incorporating it into the regulator’s objective.

Now let us turn to the participation constraint. Formally, the participation
constraint, given incentive compatibility, is π(u)≥ 0, ∀u ∈ [u,u]. Note that∫ u

u
π
′(u)du = π(u)−π(u). (5.27)
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From (5.26), the condition that guarantees satisfaction of the incentive compati-
bility constraint, we have∫ u

u
π
′(u)du =−

∫ u

u
cu(y(u),q(u),x(u),u)du. (5.28)

Combining (5.27) and (5.28) yields

π(u) = π(u)−
∫ u

u
cu(y(u),q(u),x(u),u)du.

To minimize the information rent paid to firm types u > u while satisfying the
participation constraint, the regulator should design M(u) so that π(u) = 0. Thus,
implementable mechanisms that minimize information rent will satisfy

π(u) =−
∫ u

u
cu(y(u),q(u),x(u),u)du. (5.29)

Constraining the regulator’s choice of mechanism by (5.26) and (5.29) accom-
plishes three things: the mechanism will be incentive compatible, it will satisfy
the firm’s participation constraint, and they will help minimize the information
rent paid the the firm if its type is u > u. We now turn to the regulator’s choice of
an optimal mechanism.

5.4.1.2 Optimal mechanisms

Assuming that the regulator is risk neutral, it chooses M(u) to maximize expected
social welfare, which consists of the representative consumer’s utility and the
firm’s profit. The uncertainty in this decision problem is the regulator’s uncer-
tainty about the firm’s costs. In addition, assume that there is a cost of transferring
money from consumers to the firm.

The expected social welfare function is

V =
∫ u

u
[b(y(u),q(u))+π(u)−λ t(u)]g(u)du. (5.30)

λ ≥ 1 is the unit cost of transferring money from consumers to the firm. Using
π(u) = t(u)− c(·) we can rewrite (5.30) as

V =
∫ u

u
[b(y(u),q(u))+(1−λ )π(u)−λc(y(u),q(u),x(u),u)]g(u)du. (5.31)
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Now we need to incorporate (5.26) and (5.29) into the expected welfare func-
tion. First consider ∫ u

u
π(u)g(u)du =

∫ u

u
π(u)G′(u)du.

Integration by parts yields∫ u

u
π(u)g(u)du = π(u)G(u)|uu−

∫ u

u
π
′(u)G(u)du.

Since G(u) = 1 and G(u) = 0, we have∫ u

u
π(u)g(u)du = π(u)−

∫ u

u
π
′(u)G(u)du. (5.32)

Now substitute (5.26) into (5.32) to obtain∫ u

u
π(u)g(u)du = π(u)+

∫ u

u
cu(y(u),q(u),x(u),u)G(u)du. (5.33)

From (5.29),

π(u) =−
∫ u

u
cu(y(u),q(u),x(u),u)du,

which upon substitution into (5.33) yields∫ u

u
π(u)g(u)du =−

∫ u

u
cu(y(u),q(u),x(u),u)du

+
∫ u

u
cu(y(u),q(u),x(u),u)G(u)du

=−
∫ u

u
cu(y(u),q(u),x(u),u)[1−G(u)]du.

(5.34)

(5.34) specifies the firm’s expected profit incorporating the incentive compati-
bility and participation constraints. Now we can substitute (5.34) into the expected
welfare function (5.31) to obtain

V =
∫ u

u
[b(y(u),q(u))−λc(y(u),q(u),x(u),u)]g(u)du

+(λ −1)
∫ u

u
cu(y(u),q(u),x(u),u)[1−G(u)]du,
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which can be rewritten as

V =
∫ u

u
{b(y(u),q(u))−λc(y(u),q(u),x(u),u)

+(λ −1)cu(y(u),q(u),x(u),u)[1−G(u)]/g(u)}g(u)du.
(5.35)

This is the regulator’s expected social welfare function incorporating the incentive
compatibility and participation constraints.

Recall that the regulator will choose a policy for each possible realization of
u. For a particular u, the regulator’s objective is

V (u) =b(y(u),q(u))−λc(y(u),q(u),x(u),u)
+(λ −1)cu(y(u),q(u),x(u),u)[1−G(u)]/g(u).

(5.36)

The necessary conditions for maximizing (5.36) give us the optimal emissions,
output, and input standards, given u. They can be written, respectively, as:

−bq =−λcq + cuqH;
by = λcy− cuyH;
cx = cuxH,

(5.37)

where
H = (λ −1)[1−G(u)]/g(u)≥ 0.

(I have dropped the function arguments for the consumer’s utility and the firm’s
costs from the first order conditions). Note that H > 0 if there is a cost to trans-
ferring funds, that is, if λ > 1. This parameter plays a key role in distorting the
optimal standards away from the first-best standards.

5.4.1.3 Policy distortions

In the first-order conditions (5.37), −bq is marginal damage from emissions and
−cq is marginal abatement cost; by is the marginal benefit of consuming electric-
ity, cy is the marginal cost of producing electricity, and cx is the marginal cost
of employing input x. The first-best outcome occurs when −bq = −cq, by = cy
and cx = 0. However, under asymmetric information about the firm’s costs, the
optimal standards may be distorted from the first-best standards by the marginal
cost of transferring funds λ and H = (λ −1)[1−G(u)]/g(u), which is due in part
to asymmetric information. Notice the key role that λ plays. In fact, if there is
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no deadweight loss to transferring funds so that λ = 1, then the first order con-
ditions in (5.37) collapse to the first-best conditions. However, if there is a cost
to transferring funds then the policy choices will be distorted from the first-best
choices.

Emissions What does the deadweight cost of transferring funds and asymmet-
ric information do to the first order condition for the emissions standard, −bq =
−λcq + cuqH? Suppose that the marginal cost of controlling emissions is lower if
the firm is more efficient. This implies −cuq < 0. Then, since cuqH > 0, we have

−bq =−λcq + cuqH >−λcq >−cq.

Under the assumptions that marginal damage is upward sloping and marginal
abatement cost is downward sloping, Figure 5.1 reveals that the optimal emissions
standard for a u-type firm q(u) is higher (less stringent) than the first-best emis-
sions standard q∗. The regulator choose a less stringent emissions standard for the
firm for two reasons; to limit the costs of transferring funds from consumers to
the firm and to limit information rents.

Figure 5.1: Emissions distortion due to the costs of transferring funds and asym-
metric information

Output The costs of transferring funds and asymmetric information will also
distort the optimal output quota away from the first-best quota. Assume that the
marginal cost of production is lower if the firm is more efficient so that cuy < 0.
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Then, since λ > 1 and cuyH < 0, the first order condition for the optimal output
quota implies

by = λcy− cuyH > λcy > cy.

Figure 5.2 shows the distortion of the output quota under the assumptions that the
marginal benefit of consuming electricity is downward sloping and the marginal
cost is upward sloping. That the optimal quota is less than the first-best quota is
again due to the regulator’s motivation to limit the deadweight costs of transferring
funds and information rent.

Figure 5.2: Output distortion due to the costs of transferring funds and asymmetric
information

Inputs Surprisingly, the regulator is also motivated to exercise control over the
firm’s choices of inputs. Cost minimization by the firm requires cx = 0, but given
cux 6= 0, λ > 1 and asymmetric information, optimal input standards are set to sat-
isfy cx = cuxH 6= 0. This is a particular interesting result. Standard incentive-based
regulations like emissions taxes and tradable permits leave pollution sources free
to choose their input choices, including abatement input choices. The reason is
that, under the assumption that firms are better informed about their abatement op-
portunities and costs, the aggregate abatement costs of environmental regulation
are reduced because firms will make cost-minimizing choices of inputs. This be-
lief also leads environmental economists to be very critical of input standards and
technology standards. However, the mechanism design approach appears to call
for much greater regulatory control over firms’ input and technology choices than
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is contemplated by standard incentive-based policies. In particular, command-
and-control input and technology standards may be optimal.

The results above, and of previous sections of this chapter, suggest that stan-
dard designs for emissions taxes and emissions markets cannot be optimal, be-
cause they are not implementable in the sense that they cannot induce firms to
reveal their true costs. Standard incentive-based policies can only achieve ex ante
optimality (not first-best control) and firms will attempt to manipulate the policies
by misrepresenting their private cost information to the regulator.

5.4.1.4 Criticisms

Crew and Kleindorfer (2002) levy the following criticisms of the mechanism de-
sign approach to regulations.

• The common knowledge assumption means that both firms and the regu-
lator accept this distribution of firm types as the true distribution of types.
In particular, firms do not contest the structure of the distribution function
G(u). However, since the distribution function is an important determinant
of regulatory design, firms will care very much about its structure and will
likely have an incentive to try to influence the final form of this distribution
that is used to determine regulations. A regulator cannot know the distri-
bution without a discovery process that regulated firms will be motivated to
contest. Given contestability of the distribution of firm types, it is easy to
be pessimistic that a regulator will ever know the true distribution of firm
types.

• Not only does the optimal policy concede information rents to firms, it also
requires that a regulator commit to leaving these rents to firms. Recall that
information rents are generated by regulated firms’ incentives to misrepre-
sent their true costs. In practice, no regulator could ever admit to allowing
firms to retain these rents, much less commit himself or herself to leaving
them to firms.

5.5 Conclusion
The theoretical literature that applies the principles of mechanism design to en-
vironmental regulations extends over several decades, is now fairly extensive and
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remains active. However, I am not aware of any application of these principles
in the design of actual pollution regulations. Nevertheless, it is still important to
understand the mechanism design approach to environmental regulation for sev-
eral reasons. The realization that standard regulations like the emissions taxes and
emissions markets that this book focuses on can motivate polluters to misrepre-
sent their private cost information to regulators and the public seems to present a
major challenge to designing efficient regulations (both ex ante and ex post effi-
cient regulations). It is important for us to understand that this challenge can be
addressed with regulations that motivate truthful reporting of private cost informa-
tion and, under some certain circumstances, these regulation can induce first-best
emissions control with taxes and emissions markets. These alternative tax and
market schemes look very different from standard tax and market designs, but they
may point the way to innovation in actual environmental regulations in the future.
Under other circumstances–in particular, participation constraints, costly public
funds, or regulatory budget constraints–eliciting truthful reporting of private cost
information requires that regulations be distorted from first-best to conserve on
information rents paid to polluters to get them to tell the truth about themselves.
This helps us to further understand how and when confronting polluters’ incen-
tives to misrepresent their true costs can be socially costly.



Chapter 6

Enforcing Environmental Policies

6.1 Introduction
Environmental regulations rely on effective enforcement strategies to achieve their
goals. The basic elements of any enforcement strategy are monitoring the behav-
ior of regulated entities to check for compliance and sanctions to punish individual
violations. Ideally regulation of an industrial pollutant would be directed at plant
emissions, and monitoring would then rely on a direct and continuous measure
of each plant’s emissions. This is possible for certain sources and pollutants (e.g.
sulfur dioxide and carbon dioxide emissions for large coal-fired power plants), but
regulations often rely on estimated emissions. These estimates tend to be based on
formulae that combine activity data like fuel and raw material use with emissions
factors that specify emissions per unit of the activity. Other environmental regula-
tions are not directed at emissions, so require different monitoring strategies. For
example, technology standards require an initial check to make sure that a firm has
the required technology installed and running, and continuing checks to make sure
the technology is maintained and operating properly. In practice, all types of en-
vironmental policies rely on firms’ self-monitoring and self-reporting of the data
used to determine compliance. Much regulatory monitoring of environmental reg-
ulations is focused on firms’ self-reported information. However, regulatory mon-
itoring also includes on-site inspections of records, record-keeping procedures,
abatement and production equipment, and emissions. Sanctions for violations
of environmental regulations, including reporting violations, range from simple
warnings to financial penalties to criminal sanctions. Monitoring and sanctions to
motivate violators to comply with a regulation is called specific deterrence, while
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using these activities to persuade others to not violate a regulation is called general
deterrence.

This chapter reviews the economics of enforcing environmental policies. It
describes the basic economic theory of compliance with environmental regula-
tions and reviews empirical tests of hypotheses that the theory produces. It also
presents some conceptual notions about the efficient design of enforcement strate-
gies. The article deals with enforcement of traditional command-and-control po-
lices, as well as enforcement of newer price-based polices. To provide a consistent
context the review is focused on enforcement of environmental policies directed
at industrial sources of pollution, because this is the main focus of the related
literature. However, the same fundamental concepts apply in many regulatory
contexts.

6.2 Fundamental economics of environmental enforce-
ment

This section presents a simple economic model of environmental compliance, a
brief review of empirical tests of the behavioral hypotheses the model produces,
and ideas about how this information can be used to design enforcement strategies.

6.2.1 A simple model of compliance with emissions standards
Consider a simple example in which a firm faces a fixed emissions standard. Its
decision to violate the standard, and to what extent, depends on the expected cost
of allowing its emissions to exceed the standard and the gain from doing so. If
the firm is discovered violating the standard it faces a sanction, but discovery is
uncertain because authorities cannot monitor the firm’s emissions perfectly. The
firm’s gain from violating the standard is the reduction in its abatement costs as it
increases its emissions beyond the standard. If the firm violates the standard then
it emits pollution up to the point where the marginal gain from higher emissions
is equal to the marginal expected penalty from a higher violation.

To model compliance of a single firm with an emissions standard, suppose that
the firm is risk neutral and it faces an emissions standard is q̃. The firm’s abate-
ment cost function is c(q), which is strictly decreasing and convex. An emissions
violation occurs when the firm’s emissions exceed the standard and the size of the
violation is q− q̃ > 0, The firm is compliant otherwise.
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Let m be the probability that a regulator is able to get a measure of the firm’s
emissions via monitoring. It is usually assumed that if the firm is monitored the
regulator has a perfect measure of the firm’s emissions. If the firm is not monitored
the regulator does not have any information on the firm’s emissions. If the firm
is monitored and found in violation a financial sanction s(q− q̃) is imposed. The
sanction has the following characteristics:

s(·)> 0 for q > q̃; s(·) = 0 for q = q̃; s′(·)> 0 for q≥ q̃, and s′′(·)≥ 0 for q≥ q̃.

Given that the emissions standard and enforcement policy (monitoring prob-
ability and sanction) is common knowledge, the firm chooses its emissions to
solve:

min c(q)+ms(q− q̃)
s.t. q≥ q̃. (6.1)

The constraint q ≥ q̃ is imposed because a firm will never over-comply in this
simple model. The Lagrange equation for (6.1) is L = c(q)+ms(q− q̃)−λ (q−
q̃), and the first order conditions are

Lq = cq(q)+ms′(q− q̃)−λ = 0;
Lλ = q− q̃, λ ≥ 0, λ (q− q̃) = 0. (6.2)

These conditions imply that the firm is compliant if and only if −cq(q̃)≤ ms′(0);
that is, the firm is compliant if and only if its marginal abatement cost evaluated
at the standard is not greater than the expected marginal sanction evaluated at a
vanishingly small violation. Moreover, if the firm is compliant it chooses its emis-
sions (and violation) so that −cq(q) = ms′(q− q̃). Note that the firm’s marginal
abatement cost is its marginal benefit of violating the standard. Figure 6.1 illus-
trates these results with two levels of monitoring, m0 > m1. In the first case the
firm is compliant while in the second the firm chooses a higher emissions level
and a violation equal to q̂− q̃.

This simple model produces several straightforward testable hypotheses. As
greater monitoring intensity and higher sanctions both increase the expected costs
of noncompliance, they should lead to fewer incidences of noncompliance, smaller
violations, and reduced emissions. The stringency of the standard also affects
compliance choices. All else equal, a firm will have a more difficult time com-
plying with a stricter emissions standard. A firm’s marginal cost of abating its
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Figure 6.1: Compliance with an emissions standard

emissions is also an important determinant of its compliance choice, because this
is its marginal benefit of violating an emissions standard. Given a fixed standard
and expected marginal sanction, a firm with higher marginal abatement costs has
a greater incentive to violate a standard. Thus, higher marginal abatement costs
are associated with more frequent and larger violations, and higher emissions.
Firms’ abatement costs are determined by several underlying factors including
their choices of production and abatement technologies, as well as the input and
output prices they face. As these factors affect abatement costs they also affect
compliance choices.

6.2.2 Empirical evidence of the determinants of compliance
Empirical results about the determinants of compliance with environmental stan-
dards are mainly, but not exclusively, from studies of industrial facilities in the
United States operating under federal air, water, and hazardous and toxic waste
regulations.1 A large number of these studies have shown that inspections and
sanctions effectively increase the compliance of targeted facilities (specific de-
terrence). Moreover, the literature shows that inspections and sanctions produce
substantial improvements in the compliance behavior of non-targeted facilities
(general deterrence). One study of compliance with water discharge standards

1See Gray and Shimshack (2011) for a review of recent literature in this area. See Cohen (1999)
for an earlier review of both the theoretical and empirical literature on environmental enforcement.
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from pulp and paper manufacturers found that an additional fine for violating dis-
charge standards produces a large reduction in the statewide violation rate in the
following year (Shimshack and Ward 2005). Another study of compliance with
air pollution regulations by U.S. manufacturers found that inspections at a plant
increased compliance at the plant as well as nearby plants in the same state (Gray
and Shadbegian, 2007). In both studies the general deterrence effect disappeared
at state borders.

Given the effectiveness of enforcement activities in improving compliance
with environmental standards, it is not surprising that several studies have found
that monitoring and sanctions can produce significant reductions in emissions. Re-
markably, one study of compliance with water discharge standards by pulp, paper
and paperboard mills in the U.S. found that monetary sanctions on noncompliant
facilities caused reduced emissions by over-compliant firms, i.e., those firms who
already emitted below their permitted levels (Shimshack and Ward, 2008). The ba-
sic theoretical model of firm compliance does not explain why pollution sources
may over-comply. However, firms may have imperfect control over their emis-
sions because of the possibility of accidents or equipment failures. In this case,
a firm may decide to over-comply to limit the risk of accidental noncompliance.
Moreover, firms may produce multiple pollutants jointly. The different emissions
standards the firm faces and its production or abatement technologies may imply
that compliance with one standard causes it to over-comply with another.

While firms’ abatement costs are not easily observed by regulators, some ob-
servable characteristics of firms may be associated with abatement costs, which
implies in turn that some of these characteristics may be correlated with compli-
ance decisions. In fact, there is empirical evidence that plant-specific characteris-
tics like facility size, age, industry and ownership characteristics affect levels of
compliance (Gray and Shadbegian, 2005, 2007). Moreover, a few studies have
examined the impacts of facilities’ characteristics on their responsiveness to mon-
itoring and sanctions (e.g. Earnhart 2009). Information about the responsiveness
of different “types” of facilities can be used by regulators to target their enforce-
ment efforts more productively.

Other factors not present in a simple economic model of compliance can also
influence firms’ compliance choices. Communities can influence the environmen-
tal performance of firms with direct pressure or indirectly by pressuring regulators.
Consumers can influence compliance with environmental standards with their pur-
chasing decisions. Moreover, investors can influence compliance behavior as they
prefer to invest in companies with better environmental performance. Indeed,
there is some empirical evidence that community characteristics such as income,
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population density, and unemployment rate affect compliance decisions (Earnhart,
2004); that environmental noncompliance can affect consumer demand (Stafford,
2007), and that stock prices are negatively affected by environmental enforcement
actions (Badrinath and Bolster, 1996). However, studies that compare govern-
ment regulation and enforcement to these other determinants of compliance tend
to find that government regulation and enforcement are the primary influences on
compliance behavior (Shimshack 2007, pg. 23).

6.2.3 The design of enforcement strategies
Armed with a theoretically and empirically sound behavioral model of compli-
ance, enforcement strategies can be designed to achieve particular goals. One
approach that economists have taken to learn how to design enforcement strate-
gies is to assume that an enforcement authority has a fixed budget with which it
must choose how to distribute monitoring and enforcement resources across firms
that face an exogenous set of emissions standards.2 In this set up, important el-
ements of a policy are assumed to be fixed (standards and enforcement budget)
and enforcement decisions are made to use scarce public resources in the most
productive way possible. Since firms with different production processes, abate-
ment technologies, and emissions standards have different compliance incentives,
an enforcer will pursue a targeting strategy in which monitoring and enforcement
effort varies across firms. For example, if firms with certain characteristics tend
toward higher violations than others, then authorities that are motivated to detect
and punish those with higher violations will monitor those types of firms more
closely.

A more economically defensible goal is to use limited enforcement resources
to minimize aggregate noncompliance. In this case, the regulator is not necessar-
ily concerned about whether some firms have higher violations than others. The
main concern is to direct enforcement effort to where it is most productive in re-
ducing violations. An even better goal would be to distribute enforcement effort to
minimize the environmental damage from violations. If emissions are uniformly
mixed so that emissions from each firm have the same marginal impact on pollu-
tion damage, then minimizing damage is achieved by minimizing aggregate vio-
lations. However, if emissions are not uniformly mixed, then a targeted enforce-

2Garvie and Keeler (1994) take this approach. Stranlund and Dhanda (1999) take a similar ap-
proach for enforcing a tradable emissions permits scheme, andMacho-Stadler and Perez-Castrillo
(2006) do the same for emissions taxes.
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ment strategy would reflect differences in the productivity of enforcement effort
in reducing individual violations as well as differences in firms’ contributions to
environmental damage. While important insights about targeting enforcement ef-
fort are obtained assuming the other elements of an emissions control policy are
fixed, ultimately an efficient policy would specify all policy components jointly to
maximize the expected net social benefit of the policy. In this way, efficient stan-
dards would be chosen together with a strategy to enforce them and the resources
devoted to enforcement are endogenous rather than fixed in some arbitrary way.
Caffera and Chávez (2011) present a model of the efficient joint determination of
emissions standards and their enforcement.

6.3 Extensions of the basic enforcement model
The basic model of environmental compliance has been extended in several ways.
This section reviews two of the most important extensions.

6.3.1 Voluntary self-policing
As noted earlier, most environmental regulations require that firms self-report
compliance data to authorities. Other regulations seek to encourage firms to vol-
untarily undertake environmental audits to uncover their own compliance prob-
lems, correct them, and report them to authorities. For example, the U. S. EPA’s
Audit Policy reduces penalties “for regulated entities that voluntarily discover,
promptly disclose, and expeditiously correct noncompliance.” Voluntary discov-
ery, remediation, and disclosure are often collectively referred to as self-policing.3

A significant body of economic theory examines the conceptual properties of
policies that encourage self-policing. (See Robert Innes (2001) for a review of
this literature). To examine some of these properties here, consider an industry
composed of n identical risk-neutral firms. In this model, violations of a standard
are binary; there is not a ’level’ of violation. Firms do not have perfect control over
whether they violate a standard, but they can choose a level of care to reduce the
probability of a violation α . Each firm has a profit function π(α), with π ′(α)> 0
and π ′′(α)< 0. That is, exercising care to reduce the probability of a violation is
costly so profit decreases as α is reduced. Moreover, profit decreases more rapidly
as the probability of a violation is reduced.

3The EPA’s Audit Policy, “Incentive for Self-Policing: Discovery, Disclosure, Correction and
Prevention of Violations.” www.epa.gov/compliance/incentives/auditing/auditpolicy.html.
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With conventional enforcement, firms do not have an opportunity to disclose
their violations. Government enforcement consists of random audits of firms n0 <
n. The probability that a firm will be audited is m = n0/n. If a firm is in violation
and this is uncovered by an audit a fixed financial penalty s is imposed. Since the
firm is risk neutral, its expected profit is

π̃ = π(α)−αms. (6.3)

The choice of the probability of a violation (choice of care) is α(ms), the implicit
solution to π ′(α)−ms = 0, and its maximum expected profit is

π̃(ms) = π(α(ms))−α(ms)ms. (6.4)

The expected number of violations in the industry is nα(ms). It is easy to show
that firms’ choice of violation probability and the expected number of violations
are decreasing in both the audit probability and the penalty.

Now suppose that firms are given the opportunity to report their violation vol-
untarily should one occur. Suppose that if a firm voluntarily discloses a violation it
is penalized sv automatically. (The subscript v indicates voluntary disclosure). A
firm will disclose a violation if and only if the penalty for a self-disclosed violation
is not greater than the expected penalty it faces if it fails to disclose a violation;
that is, disclosure occurs if and only if sv ≤ ms. Making the common assumption
that if a firm is indifferent between disclosing a violation and not that it chooses
to disclose, setting sv ≤ms implies that all those who are in violation will disclose
these violations. Moreover, to achieve maximal deterrence given the enforcement
parameters ms requires sv = ms. Since α(sv) = α(ms), adding a self-disclosure
incentive does not affect the level of care or the expected number of violations.

However, adding the self-disclosure incentive does reduce the number of au-
dits required, and hence, enforcement costs of achieving the same level of deter-
rence can be reduced. To see this, note that the government does not have to audit
those that disclose their violations. To maintain the same level of deterrence as
under conventional enforcement, the government need only monitor those that do
not disclose with probability m. This means that the government is able to audit
fewer firms. To be precise, the expected number of firms that do not report to
the government is n[1−α(ms)]. To maintain the probability of an audit for these
individuals, the government audits nv of them, where nv is determined by

m = n0/n =
nv

n[1−α(ms)]
.
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Rearranging this equation yields

nv = n0[1−α(ms)]< n0. (6.5)

The inequality in (6.5) follows because 1−α(ms) < 1. Thus, because a self-
disclosure policy allows the government to target those individuals that do not
disclose, fewer audits are necessary to maintain a certain level of deterrence. In
this way, a self-disclosure policy conserves enforcement resources without dimin-
ishing deterrence.

The main conceptual benefit of a self-disclosure incentive is that those who
disclose their violations do not have to be investigated by the government (Ma-
lik, 1993; Kaplow and Shavell, 1994). Enforcement costs can be reduced because
regulators can target their monitoring effort at those who do not disclose a vio-
lation. Extensions of this basic model suggests that there are other benefits of
self-disclosure policies. If, as in the Audit Policy, firms are required to remedy
violations they report, encouraging self-policing can also improve environmen-
tal quality because reported violations are always corrected, whereas without a
self-policing policy violations are corrected only when they are discovered by au-
thorities (Innes, 1999). Moreover, voluntary self-policing rules can be designed to
eliminate the incentive firms have to undertake costly efforts to avoid government
detection of violations, such as misleading inspectors or covering up incriminating
evidence (Innes, 2001).

Researchers in this literature have also identified potential downsides to self-
policing policies. For example, suppose that firms must pay a cost c to discover
whether it is in violation. Without investing in self-discovery, a firm cannot dis-
cover a violation. Government audits always uncover a violation if one has oc-
curred. As above, if a firm has discovered that it is in violation, it reports the vi-
olation to the government if and only if sv ≤ ms. Assuming that this holds, let us
examine a firm’s self-discovery incentive. If it does not self-discover, its expected
payoff is the same as under conventional enforcement (6.4). If the firm invests in
self-discovery and discloses a violation, assuming one has occurred, the firm faces
the certain penalty sv which induces a choice of violation probability α(sv). Thus
the firm’s expected payoff when if engages in self-discovery and voluntarily dis-
closes a violation if one is found is π̃(sv)− c, where π̃(sv) = π(α(sv))−α(sv)sv.
A firm invests in self-discovery if and only if

π̃(sv)− c≥ π̃(ms),

which requires π̃(sv) > π̃(ms) and sv < ms. To see that the certain penalty for
discovered and disclosed violations is strictly less than the expected penalty un-
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der conventional enforcement write π̃(σ) = π(α(σ))−α(σ)σ . Applying the
envelope theorem reveals π̃ ′(σ) =−α(σ)< 0, which indicates that the firms ex-
pected profit is declining in the penalty (expected or certain) for a violation. This
result and π̃(sv)> π̃(ms) implies sv < ms. Furthermore, since the level of care de-
creases as the penalty is reduced, sv < ms implies α(sv) > α(ms). This indicates
that a self-policing policy with costly self-disclosure will result in firms exercis-
ing less care in avoiding violations and a greater number of violations relative to
conventional enforcement. Thus, inducing self-policing requires that the penalty
for disclosed violations must be reduced to compensate firms for their voluntary
discovery costs, but doing so weakens deterrence and can lead to worse environ-
mental performance (Robert Innes, 2001).

Moreover self-policing rules might not be as effective as hoped because firms
fear that the information they discover might improve the government’s own mon-
itoring efforts, thereby exposing them to a higher probability that the government
will discover and penalize violations (Pfaff and Sanchirico, 2000). In fact, several
U.S. states provide some form of privilege for information revealed by voluntary
discovery and/or limited immunity from sanctions for voluntarily disclosed viola-
tions.

Taken as a whole, the theoretical literature on voluntary self-discovery and
disclosure rules is noncommittal on the question of whether voluntary disclosure
policies are worthwhile complements to conventional enforcement strategies. The
same is true of the limited empirical literature. One study examined the effects of
the EPA’s Audit Policy on the number and forms of self-disclosed violations, and
found that the policy encouraged self-discovery and disclosure, but reported vio-
lations were minor in comparison with the violations uncovered by conventional
EPA audits (Pfaff and Sanchirico, 2004). A recent study is more positive about
the performance of the Audit Policy (Toffel and Short, 2011). It found that regula-
tors reduced their inspections of firms that self-reported environmental violations,
lending support to theoretical conclusion that voluntary self-discovery and dis-
closure rules can reduce regulatory monitoring effort. The study also found that
self-reporting firms improved their compliance and environmental performance.
To my knowledge the sole experimental study of self-policing policies is Mur-
phy and Stranlund (2008). They also concluded that it is not clear that voluntary
discovery and disclosure policies are a worthwhile complement to regular envi-
ronmental enforcement.
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6.3.2 Mandatory self-reporting
However, most environmental policies require some sort of self-reporting, and
rules requiring mandatory reporting of compliance data are much more prevalent
than rules encouraging voluntary self-reporting. To consider the consequences of
requiring self-reported compliance, return to our model of a firm with an abate-
ment cost function c(q) that faces an emissions standard q̃, and let’s suppose that
the firm considers violating the standard so that q− q̃ > 0. If the emissions vio-
lation is discovered the regulator applies a constant per-unit penalty s. The firm is
required to provide a report of its emissions r, but it may wish to under-report its
emissions to cover up its emissions violation. Typically in environmental regula-
tion mis-reporting of compliance data is a separate violation, so suppose that if the
regulator discovers a reporting violation r−q< 0 that it applies a constant per-unit
sanction g. Finally, the regulator monitors the firm with probability m. If the firm
is monitored, both potential reporting and emissions violations are discovered.

The expected penalty for a firm that is violating its permits and under-reporting
its emissions is

φ(q, l,r) = s(r− q̃)+m{g(q− r)+ s((q− q̃)− (r− q̃))}
= s(r− q̃)+m{g(q− r)+ s(q− r)} . (6.6)

The expected penalty consists of an automatic penalty s(r− q̃) if the firm reports
a portion of its emissions violation. If the firm is monitored, which occurs with
probability m, and its reporting violation is discovered it is penalized g(q− r).
In addition, if the firm violates the emissions standard and also under-reports its
emissions, it has not reported its full emissions violation. If this is discovered, the
penalty is s((q− q̃)− (r− q̃)) = s(q− r).

Given the expected penalties it faces, the firm’s compliance costs are

c(q)+ s(r− q̃)+m{g(q− r)+ s(q− r)} .
Differentiating this with respect to its report gives us s−m(g+ s), and the firm’s
optimal self-reporting rule:

r =
{

q iff s−m(g+ s)≤ 0
0, otherwise.

Given the marginal penalties g and s, to motivate truthful reporting the level of
monitoring must satisfy

m≥ s
g+ s

. (6.7)
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The right side of (6.7) is increasing in s, indicating that high sanctions for violating
emissions standards can increase a firm’s incentive to under-report its emissions.
However, the right side of (6.7) is decreasing in g, which indicates that high penal-
ties for reporting violations can conserve monitoring effort.

6.3.3 State dependent enforcement
The models of compliance discussed thus far are static models. Firms’ compli-
ance choices, monitoring, and possible sanctions all occur in a single time period.
This simplification does not allow for repeated interactions between environmen-
tal authorities and regulated firms; in particular a firm’s past compliance record
and enforcement actions taken against it do not affect regulatory monitoring and
possible sanctions in the present. Moreover, these static models do not explain
why actual compliance levels of many environment regulations are significantly
higher than one would expect given relatively low monitoring intensities and sanc-
tions. (This is true in many other regulatory settings as well). Consequently, re-
searchers have extended the static model of compliance to account for repeated
regulator/firm interaction to try to explain this phenomenon.

In the simplest of these models, firms are placed in two groups (Harrington
(1988). Firms in one group are targeted with more frequent inspections and a
higher sanction for a violation than firms in the non-targeted group. A firm in
the non-targeted group that is found to be in violation is fined and moved into the
targeted group facing more inspections and a higher fine. A firm in the targeted
group that is inspected and found to be compliant is moved to the non-targeted
group with some probability. Models of this sort have been called state-dependent
enforcement models, because the monitoring intensity and potential sanction a
firm faces for a violation depends on whether it was compliant in the past. State-
dependent enforcement schemes can increase the incentive for firms to be com-
pliant because of the additional enforcement pressure they could face in the future
if noncompliant. Consequently, a firm may be compliant even when their benefit
of noncompliance exceeds the current expected cost of noncompliance. Relative
to a simple monitoring scheme of randomly selecting firms for inspection, regula-
tors can achieve greater deterrence with this state-dependent enforcement scheme
without having to expend additional resources.

Empirical studies of state-dependent enforcement models with field data are
limited. However, one study of compliance by U.S. pulp and paper manufac-
turers with Clean Water Act regulations found that the probability a facility was
inspected in a quarter increased significantly if it was found to be noncompliant
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in the previous quarter ((Helland, 1998). This lends support to the notion that
regulators may target firms with previous offenses. In addition, a discovered vi-
olation in one quarter significantly increased the probability that a facility would
self-report a violation in the next several quarters, suggesting that targeted facili-
ties were more cooperative with regulators presumably to return to a non-targeted
state. Unfortunately, there is little field evidence that targeted enforcement im-
proves compliance rates.

When field data are limited, economists often turn to laboratory experiments
to test hypotheses concerning individual behavior and the performance of policies.
While empirical studies with field data are critical for understanding the effective-
ness of existing policies, data limitations and the inability to vary these policies in
a controlled setting can preclude direct tests of theoretical predictions. Moreover,
experiments provide direct control over the parameters of interest, which allows
researchers to perform sensitivity analyses that may not be possible outside of the
laboratory. Several laboratory studies have considered the performance of state-
dependent enforcement schemes (e.g., Clark et al. 2004, Cason and Gangadharan
2006). Most of these studies, but not all, find that these policies produce greater
compliance than strategies of random inspections.

6.4 Enforcing market-based control policies
Much of the economic literature on environmental enforcement has focused on the
enforcement of command-and-control standards like emissions standards, perfor-
mance standards, and technology standards. However, economists usually favor
the use of price-based emissions control policies, in particular emissions taxes
and tradable emissions permits (i.e., cap-and-trade). Under these policies, the
control instrument is a price that sources pay to release emissions. An emis-
sions tax provides this price directly, while the price emerges from trading under
a tradable emissions permit scheme. The main benefit of well-designed price-
based policies is that they promise to achieve environmental quality goals at lower
cost than command-and-control regulations. The promise of cost-effective control
has led to the implementation of many emissions permit trading schemes around
the world. (Emissions taxes have not received as much attention). Accordingly,
economists have considered the unique compliance and enforcement problems
under price-based emissions control policies.
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6.4.1 A model of compliance under an emissions market
Researchers have pointed out that enforcing price-based policies is quite differ-
ent from enforcing command-and-control standards, mainly because the marginal
benefit of noncompliance is the pollution price (e.g., Stranlund and Dhanda 1999).
Under an emissions tax, the tax is a firm’s marginal gain from evading its tax lia-
bility. Under an emissions permit trading program, the permit price is the marginal
gain from failing to hold enough permits. To show this result and to investigate the
consequences of this simple insight, consider a model of competitive emissions
trading with a fixed set of n heterogeneous risk neutral firms. Firm i’s abatement
cost of holding its emissions to qi is the strictly decreasing and convex function
ci(qi). Absent a regulatory motivation to reduce its emissions, the firm emits qi

0,
the solution to ci

q(q
i) = 0. A market for emission permits will generate a permit

price that motivates the firm to emit qi < qi
0. A total of L < ∑qi

0 emissions per-
mits are distributed to the firms free of charge. Firm i’s initial allocation is li

0 and it
choose to hold li permits after trading is completed. Each permit confers the legal
right to emit one unit of emissions. Assume competitive behavior in the permit
market so that all trades take place at a constant price p.

In this simple model a firm is noncompliant if its emissions exceed the number
of permits it holds and the magnitude of its violation is vi = qi− li > 0. If the firm
is compliant, qi− li ≤ 0 and vi = 0. The regulator maintains a registry that tracks
permit allocations and permit trades, so that at any point in time the regulator has
perfect information about how many permits each firm holds. The more difficult
problem is to monitor firms’ emissions. Assume that firm i is audited with prob-
ability mi ∈ (0,1]. An audit reveals the firm’s true emissions without error. The
regulator does not observe the firm’s emissions without an audit. At this stage,
allow this monitoring probability to vary across firms. If a source fails to hold
sufficient permits to cover its emissions and this is revealed by an audit, the firm
faces a financial sanction that is summarized by the penalty function s(vi), which
is strictly increasing and convex (perhaps weakly convex) for vi ≥ 0.

Assuming that each firm chooses positive emissions and holds a strictly posi-
tive number of permits, firm i’s objective is to:

min
(qi,li)

ci(qi)+ p(li− li
0)+mis(qi− li)

subject to qi− li ≥ 0, li > 0. (6.8)

Restricting the firm to vi = qi− li ≥ 0 follows from the fact that a firm will never
have an incentive to be over-compliant in this environment. Letting L denote the
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Lagrange equation for (6.8) and λ i denote the multiplier attached to the constraint,
the first-order conditions for a solution to (6.8) are:

Lqi = ci
q(q

i)+mis′(qi− li)−λ
i = 0; (6.9)

Lli = p−mis′(qi− li)+λ
i = 0; (6.10)

Lλ i = qi− li ≥ 0, λ
i ≥ 0, λ

i(qi− li) = 0. (6.11)

Because the constraint qi− li≥ 0 is linear and the firm’s objective is strictly convex
these conditions are necessary and sufficient to identify unique optimal choices of
emissions, permit demand, and violation level.

It is straightforward to use (6.9) through (6.11) to show that a firm under an
emission trading program is compliant if only if p≤ mis′(0); that is, a firm holds
enough permits to cover its emissions if and only if the prevailing permit price
is not greater than the expected marginal penalty of a slight violation. Moreover,
a firm that violates its permits chooses the level of violation according to p =
mis′(qi− li). This choice of violation is illustrated in Figure 6.2. The firm in the
figure chooses it emissions to equate its marginal abatement costs to the going
price of permits, which the firm treats as fixed. This firm will violate its permits
because part of the expected marginal penalty function lies below the permit price.
Its choice of violation is determined by equating the permit price to the expected
marginal penalty. The difference between the firm’s emissions and its violation
is the number of permits it holds. A standard comparative static exercise reveals
that a firm’s violation increases with the permit price and decreases with higher
monitoring and penalties.

It is important to note, however, that a firm’s permit violation does not depend
on anything that is unique about the firm. What drives this result is the ability of
a permit market to equate the marginal incentives of risk-neutral firms to release
emissions and to violate their permits. For this reason, Stranlund and Dhanda
(1999) argue that there is no reason for regulators to believe that some firms will be
more likely to be noncompliant or tend toward higher violations even though they
may have very different abatement or production technologies, or initial permit
allocations. The independence of firms’ violations on their abatement costs is
illustrated in Figure 6.3, where I have graph the marginal abatement costs of two
different firms. Both firms face the same enforcement strategy, so both choose
their violation levels to equate the permit price to the same expected marginal
penalty. Since they face they same permit price in a competitive permit market
and the same expected marginal penalty they choose the same level of violation.
Of course, the firm with the higher marginal abatement cost chooses a higher level
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Figure 6.2: A firm’s violation choice in an emissions market

of emissions, and therefore demands more permits.
The result the differences in violations in a competitive emissions market are

independent of difference in firms’ abatement costs and initial permit allocations
suggests that a regulator who is motivated to target enforcement resources to
detect incidences of noncompliance or higher levels of violation cannot do so
productively on the basis of firm-level characteristics. Moreover, suppose that a
budget-constrained regulator seeks to distribute his enforcement effort to mini-
mize aggregate violations. (For a uniformly mixed pollutant, this is equivalent to
minimizing the environmental harm from noncompliance). Since a firm’s choice
of violation is independent of its benefits from emissions and its initial allocation
of permits, the distribution of the marginal productivities of enforcement effort
across firms is independent of these parameters as well. Thus, a regulator that
seeks to minimize the aggregate violations of firms cannot use differences among
them to target its monitoring effort. In particular, this implies that regulators do
not need to monitor some sources more closely than others.

Recall that matters are different for firms that face command-and-control stan-
dards. Recall from subsection 2.1 that a risk neutral firm’s decision about whether
to comply with a fixed emissions standard is determined by the relationship be-
tween its marginal abatement costs and the marginal expected penalty it faces for
violating the standard. Consequently, firms with higher marginal benefits of emis-
sions or who face stricter standards will have a greater incentive to be noncompli-
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Figure 6.3: Violation choices are independent of differences in abatement costs

ant. Since the characteristics of firms partly determine their compliance choices
when they face emissions standards, authorities may consider conditioning the
distribution of enforcement effort on firms’ characteristics to achieve compliance
goals. Conceptually, this would not be productive under a competitive cap-and-
trade program.

Turning now to firms’ choices of emissions, combine equations (6.9) and
(6.10) to obtain p = −ci

q(q
i). This is the familiar rule that competitive firms will

choose their emissions to equate the going permit price to their marginal benefits
of increased emissions. Note that a firm’s choice of emissions does not depend di-
rectly on the enforcement strategy it faces. This is illustrated in Figure 6.4, where
we have one firm but two levels of monitoring with mi > mi. The higher moni-
toring probability shifts the expected marginal penalty up and rotates it. The firm
chooses a lower violation in response to higher monitoring, but it does not change
its emissions. Given a fixed price, a noncompliant firm reduces its violation in
response to more intense monitoring by purchasing more permits, not by chang-
ing its emissions. It is important to realize that enforcement can have an indirect
effect on firms’ emissions as it affects the price of permits, but individual firms’
emissions choices are independent of enforcement.

The independence of firms’ emissions choices on the enforcement strategy
they face has an important consequence for the performance of emissions markets
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Figure 6.4: Emissions choices are independent of enforcement differences

when firms may be noncompliant. Under reasonable specifications of the mon-
itoring probability, Malik (1990) demonstrated that a competitive permit market
will distribute individual emissions control responsibilities so that, regardless of
the level of aggregate abatement actually achieved, aggregate abatement costs are
minimized. This conclusion comes from the result that a competitive permit mar-
ket results in firms’ marginal abatement costs being equal, which provides the
necessary conditions for maximizing industry gross profit given some level of
aggregate emissions. Thus, letting Q denote aggregate emissions, in a market
equilibrium we have:

p =−CQ(Q), where C(Q) = min
{qi}n

i=1

n

∑
i=1

ci(qi), subject to
n

∑
i=1

qi = Q. (6.12)

Since the ability of the permit market to allocate individual emissions choices
efficiently is not affected by the enforcement strategy that is applied to the market,
the main effect of imperfect enforcement of emissions markets is that aggregate
emissions will exceed the aggregate supply of emissions permits.

Just like equating the firms’ marginal incentives to pollute minimizes aggre-
gate abatement costs given aggregate emissions, equating the marginal violation
incentives of risk neutral firms minimizes aggregate expected penalties given ag-
gregate emissions. Given Q, and a supply of permits L, aggregate violations are
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V = Q−L, with V ≥ 0. It is straightforward to show that in a permit equilibrium
with V > 0,

p = SV (V ), where S(V ) = min
vi

n

∑
i=1

mis(vi), subject to
n

∑
i=1

vi =V. (6.13)

That is, S(V ) is minimum aggregate expected penalties for aggregate violations
V . This function is strictly increasing in V > 0; it is strictly convex if the penalty
function s(·) is strictly convex, and S(V ) is linear if s(·) is linear. In a market equi-
librium with noncompliant firms, the permit price is equal to minimum aggregate
marginal expected penalties, SV (V ).

Combining (6.12) and (6.13) while accounting for the possibility of full com-
pliance characterizes the equilibrium permit price and aggregate emissions allow-
ing for the possibility that firms may be noncompliant:

If −CQ(L)≤ SV (0), then V = Q−L = 0 and p =−CQ(L). (6.14)

If −CQ(L)> SV (0), then V = Q−L > 0 and p =−CQ(Q) = SV (Q−L). (6.15)

These conditions are interpreted in the following way. In the first case, the ag-
gregate marginal expected penalty does not fall below the price of permits, which
implies that all firms are compliant. The permit price is then equal to aggregate
marginal abatement cost at the supply of permits. In the second case, the aggregate
marginal expected penalty is less than aggregate marginal abatement cost at the
supply of permits. This results in aggregate noncompliance and the equilibrium
price and aggregate emissions are determined by the three-way equality between
the permit price, aggregate marginal gross profit, and the aggregate marginal ex-
pected penalty.

The equilibrium comparative statics of the problem when enforcement does
not ensure full compliance are easy to demonstrate (see Stranlund and Dhanda
(1999)). Aggregate emissions and violations increase as enforcement is weak-
ened, either by reducing the monitoring probability or reducing the marginal
penalty function. Because weaker enforcement decreases the aggregate demand
for permits, the equilibrium permit price falls. Increasing the supply of permits
decreases the equilibrium permit price and increases aggregate emissions, but ag-
gregate violations fall.

Opportunities for testing hypotheses about compliance in emissions markets
with field data are severely limited. Many existing programs have achieved such
high rates of compliance that there is not enough variation in compliance choices
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to conduct meaningful statistical analyses (e.g. the SO2 Allowance Trading and
NOX Budget Programs; EU ETS). Moreover, there are almost no analyses of
compliance behavior in programs that have had significant noncompliance (e.g.,
RECLAIM; Santiago’s Emissions Compensation Program). Consequently, em-
pirical tests of these hypotheses have been limited to tests with data generated in
laboratory environments. While econometric studies with field data are critical
for understanding the effectiveness of existing policies, data limitations and the
inability to vary these policies in a controlled setting can preclude direct tests of
theoretical predictions. Moreover, experiments provide direct control over the pa-
rameters of interest, which allows researchers to perform sensitivity analyses that
may not be possible outside of the lab.

The most complete set of such tests is provided in Murphy and Stranlund
(2006), Murphy and Stranlund (2007) and Stranlund et al. (2013). Murphy and
Stranlund (2006) focused on the hypotheses associated with the idea that changes
in enforcement can have direct effects on compliance choices as well as indirect
effects that occur via changes in the permit price. They confirmed the hypothe-
ses that individual violations are increasing in the permit price while individual
emissions are decreasing. In the experiments, more vigorous enforcement (either
increased monitoring or penalties) reduced individual violation levels directly.
However, increased enforcement also produced higher permit prices, which led
to higher individual violations. Consistent with theoretical predictions, the di-
rect effect of increased enforcement outweighed the indirect effect. Murphy and
Stranlund (2006) also confirmed the hypotheses that there is no direct effect of
increased enforcement on individual emissions, only a negative indirect effect.

Murphy and Stranlund (2007) focused on testing theoretical results related to
the impacts of source characteristics on compliance decisions. Consistent with
theory, they confirmed that individual violations are independent of differences in
marginal abatement costs. However, individual violations were not independent
of the initial allocation of permits. They found that subjects who were predicted to
buy permits tended to have higher violation levels than those who were predicted
to sell permits. While this suggests that enforcers may be motivated to target per-
mit buyers because they will tend to be more noncompliant than sellers, Murphy
and Stranlund (2007) demonstrated that the marginal productivity of increased
enforcement in reducing individual violations was independent of differences in
both individual emissions benefits and initial permit allocations. Thus, under the
important policy objective of maximizing the productivity of scarce enforcement
resources, regulators have no theoretical or empirical justification for targeting
firms based on their individual characteristics.
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Stranlund et al. (2013) examined the welfare consequences of imperfect en-
forcement in emissions markets. Recall that theory suggests that competitive per-
mit markets will distribute individual emissions control responsibilities so that,
regardless of the level of aggregate abatement actually achieved, aggregate abate-
ment costs are minimized. Thus, the main problem of imperfect enforcement is
that emissions will exceed that cap imposed by the supply of permits. Stranlund
et al. (2013) found that their experimental permit markets were highly efficient at
allocating individual emissions control, despite imperfect enforcement and signif-
icant violations. However, aggregate violations and emissions were significantly
lower than predicted when these were predicted to be very high, while violations
and emissions were quite close to predicted values when they were predicted to
be lower. These results suggest that cap-and-trade is a reasonably efficient way to
allocate individual emissions control responsibilities, even when enforcement is
imperfect. Moreover, poorly enforced programs may not result in as much non-
compliance as a standard model would predict.

6.4.2 Optimal enforcement of an emissions market
A key issue in the design of any environmental policy is whether they should
be designed to motivate full compliance, or whether permitting a certain amount
of noncompliance can reduce the costs of reaching environmental quality goals?
Stranlund (2007) has addressed the problem of determining the optimal emission
trading program, in particular the optimal level of noncompliance in such a pro-
gram. In his model a regulator chooses a supply of emissions permits and mon-
itoring to minimize the expected costs of inducing a fixed aggregate emissions
target. The expected costs of an emissions trading program include not only the
firms’ aggregate abatement costs and the government’s monitoring costs, but also
the expected costs of sanctioning noncompliant firms. Sanctioning costs include
the administrative costs associated with imposing and collecting penalties. These
costs could also include the potentially more substantial costs of government in-
vestigative efforts, the costs of firms’ efforts to challenge or avoid the imposition
of penalties, and the government’s costs to fight off such challenges. Avoiding
these costs is a powerful reason to design emissions trading policies to achieve
full compliance.

In fact, Stranlund (2007) demonstrates that in any static emissions trading
scheme that achieves an aggregate emissions target while tolerating permit viola-
tions is more expensive than an alternative policy that achieves the same aggregate
emissions, but motivates firms to be fully compliant. The key to this result is rec-



CHAPTER 6. ENFORCING ENVIRONMENTAL POLICIES 146

Figure 6.5: The optimality of full compliance in emissions markets

ognizing that motivating full compliance eliminates variable sanctioning costs,
and that there are sufficient levers in the design of a trading program (permit sup-
ply, monitoring, and penalty function) to achieve any level of aggregate emissions
with full compliance without expending additional monitoring effort or setting
higher marginal penalties.

To show this result, assume an equilibrium in which there are L0 permits in
circulation and enforcement results in aggregate emissions Q0 > L0, so we have
positive aggregate violations V 0 > 0. From (6.15), the equilibrium permit price is

p0 =−CQ(Q0) = SV (V 0). (6.16)

This equilibrium is illustrated in Figure 6.5, where I have drawn the expected
aggregate marginal penalty function as upward sloping. Area a in the graph is
total expected penalties, while area b is aggregate abatement costs.

Stranlund (2007) shows that we can achieve the same level of aggregate emis-
sions with the same expected marginal penalty and aggregate abatement costs, but
with lower enforcement costs because violations are eliminated. To accomplish
this first allocate more permits L1so that L1 = Q0. At the same time choose a
constant expected marginal penalty equal to the equilibrium marginal sanction in
(6.16); that is, choose monitoring and a penalty function so that S = SV (V 0) is a
constant. This can be accomplished by choosing a constant level of monitoring for
each firm m (recall that there is no gain from monitoring firms at different levels)
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and a constant marginal penalty s so that S =ms.4 Notice that aggregate emissions
are not different because −CQ(Q0) = S = SV (V 0), so aggregate abatement costs
are not changed from area b. However, there is full compliance because L1 = Q0,
thereby eliminating area a, the variable costs of sanctioning noncompliant firms.

The result that it will normally be cost-effective to design trading programs
that achieve full compliance extends to choosing an efficient emissions trading
policy directly if firms’ abatement cost functions are known with certainty. The
reason is that motivating full compliance is a cost-minimizing strategy for achiev-
ing any given level of aggregate emissions, including the one that balances the
costs and benefits of emission control efficiently.

However, the issue of the optimal amount of noncompliance is more com-
plicated when firm’s abatement costs are uncertain. Several authors have noted
that enforcement parameters can be used to provide a price ceiling in emission
markets to limit high-side price risk (Jacoby and Ellerman 2004; Stavins 2008).
More rigorously, Montero (2002) reexamined the prices vs. quantities debate to
analyze the effects of imperfect and costly enforcement on the choice between an
emissions tax and emissions trading. He found that imperfect compliance tends to
favor emissions trading precisely because the expected marginal penalty can pro-
vide the price ceiling that improves the efficiency of emissions trading under un-
certainty about abatement costs, as suggested by Roberts and Spence (1976)). An
expected marginal penalty that is lower than what would be necessary to induce
full compliance under all circumstances imposes a ceiling on the price of emis-
sions permits. The permit price cannot rise above the expected marginal penalty,
because if it did all firms would choose to be noncompliant, they would hold no
permits and the market would not clear. If firms’ abatement costs turn out to be
very high, the permit price will rise to the expected marginal penalty and firms
would increase their emissions beyond a permitted cap by violating their permits.
Thus, in the absence of specific price ceiling, uncertainty about firms’ abatement
costs provides a justification for designing emission trading schemes that may
result in imperfect compliance under some realizations of firms’ abatement costs.

However, Stranlund and Moffitt (2014) show that using the expected marginal
penalty to provide a price ceiling is inefficient if explicit price controls are avail-
able. Relative to a trading program with imperfect enforcement (i.e., Montero’s
model and the suggestion of others), adopting a perfectly enforced tax that sources
can pay to emit beyond their permit holdings can eliminate the expected costs

4In fact, constant marginal penalties are common for actual emissions markets. I do not know
of an emissions trading program with strictly convex penalties.
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of sanctioning noncompliant firms without changing the expected emissions and
price of the policy. An additional efficiency gain can be obtained if a perfectly
enforced subsidy for unused permits is available to provide a price floor that
motivates additional emissions control when abatement costs turn out to be sig-
nificantly lower than expected. Using imperfect enforcement to provide a price
ceiling cannot address the possibility that abatement costs may be lower than ex-
pected. Moreover, Stranlund and Moffitt show that allowing imperfect compliance
when abatement costs are high transmits risk from abatement costs to enforcement
costs. Finally, the optimal policy in which imperfect enforcement is used to con-
tain high-side abatement cost risk produces weaker expected emissions control
than an optimally designed program with perfectly enforcement price controls.

6.4.3 Enforcing a dynamic emissions market
Thus far we have discussed results from static models of emissions trading. How-
ever, several aspects of emissions trading make them dynamic. Perhaps the most
important is that most cap-and-trade policies allow firms the limited ability to
bank emissions permits. Stranlund et al. (2005) address the problem of designing
enforcement strategies for emissions markets with alternative permit banking and
borrowing provisions. Their work is motivated by programs that include bank-
ing provisions when regulators cannot rely on the perfect emissions monitoring
provided by continuous emissions monitoring systems. To simplify their analysis
they focus on enforcement strategies that induce perfect compliance with minimal
enforcement costs. Since no sanctions are levied, minimizing enforcement costs
requires minimizing monitoring effort.

The most important contribution of Stranlund et al. (2005) is to highlight the
importance of enforcement strategies that motivate firms to provide accurate self-
reports of their emissions. They note first that the combination of imperfect emis-
sions monitoring and bankable permits requires that firms self-report their emis-
sions. The reason is that if a firm is not monitored in a particular period, then its
emissions report is the only information available to a regulator to determine how
many permits are to be used for current compliance purposes and how many are
carried into the future. Moreover, misreporting and the failure to hold sufficient
permits must be distinct violations. This is so because a firm that holds enough
permits to cover its emissions in a period may be motivated to under-report its
emissions to increase the size of its permit bank.5 That is, a firm may comply

5Requiring self-reporting and making misreporting a distinct violation differs fundamentally
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with its permits but still be motivated to under-report its emissions.
The Stranlund et al. (2005) model is focused on the analysis of the behavior

of a risk-neutral firm in an emissions trading program that lasts a finite number
of periods T . Let σt be the number of emissions permits the firm holds at the
beginning of period t. Each permit allows the release of one unit of emissions.
During t the firm chooses how many permits τt to purchase (τt > 0) or sell (τt < 0).
Permits trade in period t at a competitive price pt . A permit registry exists so that
at any point in time the regulator has perfect information about the number of
permits held by each firm. During period t the firm also chooses its emissions qt .
The firm has an abatement cost function, c(qt), which is strictly decreasing and
convex and does not vary over the life of the program.

The firm’s emissions are unknown to the regulator unless it conducts an audit
of the firm. Because a trading program with bankable permits but imperfect emis-
sions monitoring must include a self-reporting provision, the firm is required to
submit a report rt of its emissions in t. Because of the self-reporting requirement
the firm can commit two types of violations. A reporting violation occurs in pe-
riod t if the firm under-reports it emissions (i.e., qt > rt), and a permit violation
occurs when the firm does not hold enough permits to cover its emissions (i.e.,
qt > (σt + τt)).

The firm’s emissions report is also its report of its compliance status and
whether it is banking permits. If rt > (σt + τt), then the firm is reporting a permit
violation. If rt ≤ (σt + τt)), then the firm is reporting that it is permit compliant
and banking permits if rt < (σt + τt). Reported permit violations, permit compli-
ance, and permit banking must be distinguished from their actual values. If actual
emissions exceed permit holdings, qt > (σt +τt), then there is an actual permit vi-
olation. If qt < (σt +τt) the firm has excess permits to bank, and if qt ≤ (σt +τt),
then the firm is permit compliant.

To check for compliance in period t, the firm is audited with probability mt .
An audit reveals the firm’s compliance status without errors. Permit violations in
period t (whether they are revealed in a firm’s emissions report or discovered by
the authorities) are penalized at st per unit. Reporting violations that are discov-
ered through an audit are penalized at γt per unit. Both st and γt are constants
known by all parties. Bringing the enforcement features together, the expected

from the self-discovery and disclosure rules we examined in subsection 6.3.1, which recall seek to
encourage greater compliance with environmental regulations by reducing penalties for violations
that are voluntarily discovered and reported to authorities.
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penalty for a firm that is violating its permits and under-reporting its emissions is

φ(qt ,τt ,rt) = st(rt− (σt + τt))+mt {γt(qt− rt)+ st ((qt− (σt + τt))− (rt− (σt + τt)))}(6.17)
= st(rt− (σt + τt))+mt(st + γt)(qt− rt).

To understand the components of φ(qt ,τt ,rt) note first that a firm that reports
a part of its permit violation incurs an automatic penalty st(rt − (σt + τt)). If the
firm is audited so that its reporting violation is discovered (this occurs with prob-
ability mt), the penalty for this violation, γt(qt− rt), is assessed. If a firm does not
hold enough permits to cover its emissions for the period and also under-reports
its emissions, it has not reported its full permit violation. If this is discovered the
firm’s liability for its unreported permit violation is st ((qt− (σt + τt))− (rt− (σt + τt)))=
st(qt− rt).

Let us now characterize the evolution of the firm’s permit bank. Let the firm’s
expectation in period t of the number of permits it starts the next period with be
Et(σt+1). The subscript on the expectation operator indicates that the expectation
is from the perspective of period t. From this perspective, σt+1 is potentially a
random variable because of incomplete monitoring and the possibility of under-
reporting emissions in t. Et(σt+1) is also determined by rules about the rate at
which permits trade across time, and possible offset penalties for permit viola-
tions. Although Stranlund et al. (2005) allow for flexible banking and borrowing
rules, let us focus on the simple case of a program that allows banking permits (but
no borrowing) on a one-to-one basis, and permit violations in a period are offset
by a one-to-one reduction in next period’s endowment of permits. Assuming that
the firm receives a predetermined endowment of permits in t +1 of l0

t+1, then

Et(σt+1) = l0
t+1 +mt ((σt + τt)−qt)+(1−mt)((σt + τt)− rt) . (6.18)

Note that if an audit is conducted in t the firm’s actual permit shortfall, (σt +τt)−
qt < 0, or bank, (σt + τt)− qt > 0, is carried into the next period. If an audit is
not conducted the firm’s reported permit shortfall, (σt + τt)− rt < 0, or reported
bank, (σt + τt)− rt > 0, is carried forward.

The firm’s objective is to choose a time path of emissions, permit transactions,
and emissions reports to minimize its discounted sum of expected costs, subject
to (6.18), and non-negativity constraints for emissions, reported emissions, and
permit holdings in every time period. In the final period the firm will never find it
advantageous to hold excess permits or report that it holds excess permits, because
excess permits at the end of T have no value. Therefore, we impose the constraint
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that qT –(σT + τT )) ≥ 0. Formally, the firm’s problem is to choose (qt ,τt ,rt),
t = 1, ...,T , to solve the following dynamic programming problem:

min E0

[
T

∑
t=0

β
t (c(qt)+ ptτt + st(rt− (σt + τt))+mt(st + γt)(qt− rt))

]

subject to σt+1 =

{
l0
t+1 +(σt + τt)−qt with probability mt

l0
t+1 +(σt + τt)− rt with probability 1−mt , t = 0,1, ...,T −1

qt ≥ 0, rt ≥ 0, (σt + τt)≥ 0, t = 0,1, ...,T
qT − (σT + τT )≥ 0
σ0 = l0

0 . (6.19)

In the objective function β is the discount factor, which is assumed to be constant
over the life of the program.

(6.19) defines a discrete-time stochastic dynamic programming problem. The
uncertainty in the model stems from incomplete monitoring: there are no other
stochastic elements in the problem. Define Jt(σt) as minimum expected dis-
counted costs from period t on through the last period, given that the firm has
σt permits at the beginning of t. Stranlund et al. (2005) show that the stochastic
dynamic programming equation associated with (6.19) in periods t = 0, ...,T −1
is

Jt(σt) = min
(qt ,τt ,rt)

c(qt)+ ptτt + st(rt− (σt + τt))+mt(st + γt)(qt− rt)+βEt [Jt+1(σt+1)]

s.t. Et [Jt+1(σt+1)] =−pt+1 [mt(σt + τt−qt)+(1−mt)(σt + τt− rt)]+ c̃t+1

qt ≥ 0, rt ≥ 0, (σt + τt)≥ 0. (6.20)

The stochastic dynamic programming equation for the last period is

JT (σT ) = min
(qT ,τT ,rT )

c(qT )+ pT τT + sT (rT − (σT + τT ))+mT (sT + γT )(qT − rT )

qT ≥ 0, rT ≥ 0, (σT + τT )≥ 0, and qt− (σt + τt)≥ 0. (6.21)

This model illuminates the compliance incentives of the firm. From here on let
us focus on periods t = 0, ...,T −1, and begin with the firm’s reporting incentive.
Using (6.20), a firm that is violating its permits truthfully reports its emissions in
t if

∂Jt(σt)/∂ rt = st−mt(st + γt)+(1−mt)β pt+1 ≤ 0,

or rather,
mt(st + γt)≥ st +(1−mt)β pt+1. (6.22)
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To interpret this condition, note that there are two reasons a firm may choose to
under-report its emissions. One is to cover up a permit violation while the other is
to carry additional permits into the next period. The expected marginal penalty for
a reporting violation and the undisclosed part of a permit violation is mt(st + γt).
The expected marginal benefit of under-reporting emissions is st +(1−mt)β pt+1,
of which (1−mt)β pt+1 is the expected discounted marginal benefit of carrying
additional permits into the next period because emission are under-reported, and
st is the certain unit penalty for the part of the permit violation that the firm avoids
by under-reporting its emissions.

On the other hand, if the firm is permit compliant, and perhaps has a positive
permit bank, its only incentive to under-report its emissions is to increase the size
of its permit bank. Therefore, a permit compliant firm provides a truthful emission
report in t < T if and only if

mtγt ≥ (1−mt)β pt+1. (6.23)

It is straightforward to demonstrate that the monitoring required to induce
truthful emissions reporting is higher when the firm is violating its permits than
when it is permit compliant. That is, the audit probability necessary to satisfy
(6.22) is greater than what is necessary to satisfy (6.23). However, a regulator
does not know if a firm is complying with its permits unless it audits the firm.
Therefore, it cannot choose a different monitoring strategy for permit compliant
firms than for firms that are violating their permits. This suggests that inducing
truthful reporting by all firms in all situations requires monitoring and penalties
for so that (6.22) is satisfied. Rearranging (6.22) gives us the required level of
monitoring

mt ≥
st +β pt+1

st +β pt+1 + γt
. (6.24)

It is straightforward to show that the right side of (6.24) is increasing in st and
decreasing in γt . Usually we think that sanctions and monitoring are substitutes
for each other so that monitoring can be reduced by increasing sanctions without
affecting the overall level of deterrence. In this context, we cannot use the permit
violation sanction st to reduce monitoring, but we can use the reporting violation
sanction to do so.

Using (6.20) we can also show that a firm holds enough permits to cover its
emissions (and perhaps banks permits) if ∂Jt(σt)/∂ rt = pt−β pt+1− st ≤ 0; that
is,

st ≥ pt−β pt+1. (6.25)
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When permit borrowing is not allowed, intertemporal equilibrium in a permit mar-
ket under certainty requires that real permit prices be non-increasing across time
periods, and that firms will bank permits only when real permit prices are expected
to remain constant (Rubin, 1996; Schennach, 2000). Thus, (6.25) indicates that
the permit violation penalty serves no deterrence role when real permit prices are
expected to remain constant across periods. When real permit prices are falling
and firms are not banking permits, the permit violation penalty needs to only make
up the difference between real prices across time periods.

Stranlund et al. (2005) demonstrate further that the high permit violation penal-
ties (high relative to permit prices) that are characteristic of many emissions trad-
ing programs, including the SO2 Allowance Trading Program and the EU ETS,
have little deterrence value.6 The reason is that a strong incentive to bank per-
mits and the common requirement to offset any permit violation with a reduction
in a future permit allocation effectively eliminates the incentive to violate one’s
permits. In principle, permit violation penalties need to only cover the difference
between this period’s permit price and the present value of next period’s price,
and hence, can normally be very low. Moreover, setting a high permit violation
penalty cannot reduce monitoring effort. In contrast, a penalty for under-reported
emissions allows regulators to maintain compliance with imperfect monitoring,
and setting this penalty as high as is practicable conserves monitoring costs. In
short, the main challenge of enforcing cap-and-trade programs with permit bank-
ing is to motivate accurate and truthful self-reports of emissions.

Stranlund et al. (2011) designed experiments to test the theoretical conclusions
of Stranlund et al. (2005). They motivated permit banking with a decrease in the
aggregate supply of permits in the middle of multi-period trading sessions. One
of the experimental treatments was parameterized to induce full compliance ac-
cording the model of Stranlund et al. (2005). This treatment featured imperfect
monitoring, a modest reporting violation penalty, and a very low permit violation
penalty. Both penalties were set below expected permit prices; the permit viola-
tion penalty was set at about one-quarter of the predicted price. Reporting and
permit compliance rates in this treatment were quite high, about 96% and 92%

6The U.S. SO2 Allowance Trading program permit violation penalty was set at $2,000 per ton
of excess emissions in 1990, and was adjusted for inflation every year. In the 2009 compliance
year the penalty was $3,517. In addition, noncompliant firms must offset permit violations with a
reduction in the permit allocation in the next period. Similarly, the EU ETS set a permit violation
penalty of C40 per ton of excess CO2-equivalent emissions during the program’s trial period
(2005-2007), which increased to C100 per ton in the second phase, 2008-2012. These sanctions
in both programs were always much higher than prevailing permit prices.
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compliance, respectively. This supports the hypothesis that high permit violation
penalties have little deterrence value in emissions markets with bankable permits.
Stranlund et al. (2011) conducted a third treatment that reduced the monitoring
probability by half to investigate the consequences of weak enforcement on dy-
namic emissions markets. As expected, there was significant noncompliance in
this treatment, but nearly all of it involved reporting violations; permit compli-
ance in this treatment remained high. This lends additional support for the notion
that the main task of enforcement in dynamic emissions markets is to promote
truthful self-reporting.

6.5 Conclusion
The economic literature on enforcing environmental regulations is extensive. This
chapter has provided a brief review of some of the main elements of this literature.
Not surprisingly, there are gaps in this literature. For example, the debate about
the value of motivating voluntary self-policing is not yet complete. For another
example, the economic literature has hardly addressed the problem of how inaccu-
racy in compliance monitoring and levying sanctions affects compliance behavior
and the design of enforcement strategies. Moreover, new enforcement challenges
crop up as environmental policies evolve. New policies to control greenhouse
gas emissions must confront enforcement difficulties associated with monitoring
multiple pollutants from a wide variety of sources and international markets for
greenhouse gas emissions allowances. While the existing literature on enforcing
environmental policies provides important lessons for enforcing emerging poli-
cies, these policies often involve unique challenges requiring new theoretical anal-
ysis and empirical tests. The economics of enforcing environmental policies will
continue to develop as regulatory innovations emerge.



Chapter 7

Dynamic Environmental Regulation

7.1 Introduction
Environmental policies must confront dynamic elements for several reasons. For
example, abatement costs may change over time with technological progress and
market changes, and pollution damage may evolve with new information and
changes in consumers’ preferences for environmental quality. Some pollutants
are stock pollutants that require a dynamic treatment. In emissions markets, we
may want to allow polluters to bank pollution permits for future use or sale, or
borrow permits from future permit allocations. In this lecture we will consider en-
vironmetnal regulation in dynamic settings, focusing as usual on emissions taxes
and emissions markets. Most of the analysis in this chapter is in the optimal con-
trol dynamic optimization framework. You can find an introduction to the theory
of optimal control in Chapter 8.

7.2 Optimal intertemporal emissions
We first characterize optimal dynamic emissions paths for a pollutant that may
cause both stock and flow damages. We may not be particulary interested in these
specific kinds of pollutants, but starting with both kinds of pollutants allows use
to consider the control of a flow pollutant and a stock pollutant as special cases.1

The problem of dynamic control of a pollutant that causes flow and stock damages

1Although see Wang (2018) for a dynamic model of emissions permit trading to control both
flow and stock water pollutants.
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has been analyzed by Leiby and Rubin (2001), and these notes borrow from their
work.

7.2.1 The planning problem
The social planner’s problem is to choose time paths of emissions for polluting
firms over an infinite planning horizon [0,∞] to minimize the present value of the
flow of pollution damage plus abatement costs. We employ the following notation.

qi– firm i’s emissions in period t.
ci(qi, t) – firm i’s abatement costs
Q = ∑

n
i=1 qi – aggregate emissions in t

S – stock of the pollutant in the atmosphere at t
g – percentage of the stock of the pollutant that decays in a time period, g ∈

(0,1)
Ṡ = ∑

n
i=1 qi−gS – the state equation

D(Q,S, t) – aggregate damage function, which is increasing and strictly con-
vex in (Q,S).

r – constant discount rate.

Note that we are assuming that the pollutant is uniformly mixed. Note further
that abatement costs and damage may depend on time directly, which means that
these functions may be non-stationary. The planner’s optimal control problem is
to choose time paths of emissions for each firm over an infinite time horizon to
solve

minimize
∫

∞

0

[
D

(
n

∑
i=1

qi,S, t

)
+

n

∑
i=1

ci(qi, t)]

]
e−rtdt (7.1)

subject to Ṡ =
n

∑
i=1

qi−gS.

S(0) = S0

The current-value Hamiltonian is

H = D

(
n

∑
i=1

qi,S, t

)
+

n

∑
i=1

ci(qi, t)+µ

(
n

∑
i=1

qi−gS

)
.
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Assume that the following necessary conditions are also sufficient for a solution
to (7.1):

Hqi = DQ + ci
q(q

i, t)+µ = 0, i = 1, ...,n (7.2)

d(µe−rt)/dt =−HSe−rt ⇒ µ̇ =−DS +(r+g)µ (7.3)

Ṡ = Q−gS (7.4)
S(0) = S0. (7.5)

(7.2) are the necessary conditions for maximizing H with respect to each firm’s
emissions in a period. As usual, the costate variable µ > 0 is the current shadow
value of the pollutant stock. (7.3) is the costate equation, (7.4) is the restatement
of the state equation and (7.16) is the initial pollutant stock. I do not include a
transversaility condition, under the assumption that the program reaches a steady
state.

Now differentiate (7.2) with respect to time to obtain

−
d(ci

q)

dt
=

d(DQ)

dt
+ µ̇. (7.6)

Combine (7.2) and (7.3) to obtain

µ̇ =−DS− (DQ + ci
q)(r+g). (7.7)

Substitute (7.7) into (7.6) and rearrange terms to obtain

−ci
q = DQ +

DS

r+g
− 1

r+g

(
d(ci

q)

dt
+

d(DQ)

dt

)
. (7.8)

This is a fundamental optimality condition that gives us a firm’s optimal abatement
in a period (via its marginal abatement costs) as a function of flow and stock
damages, discounting including discounting for the decay of the pollutant stock,
and changes in marginal flow damage and the firm’s marginal abatement cost
function over time. We will be using this equation intensively to help design
optimal policies.

7.2.2 Within-period cost-effectiveness
As you might have expected, the optimal control of pollution from an indus-
try over time requires that individual emissions control in a period be such that
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aggregate abatement costs are minimized for that period. That is, the optimal
distribution of emissions over time requires the cost-minimizing distribution of
emissions among firms within each time period. To see this, rewrite (7.2) as
−ci

q(q
i, t) = DQ +µ, i = 1, ...,n. Since DQ +µ does not vary across firms, emis-

sions should be distributed among firms so that all their marginal abatement costs
are all equal to each other, that is, −ci

q = −c j
q, for each pair of regulated firms,

i and j. Of course, equal marginal abatement costs are necessary conditions for
minimizing aggregate abatement costs of holding aggregate emissions to some
level, that is,

min
{qi}n

i=1

n

∑
i=1

ci(qi, t), subject to
n

∑
i=1

qi = Q. (7.9)

The indirect objective function for (7.9) is the minimum aggregate abatement cost
function

C(Q, t), (7.10)

with CQ(Q, t)< 0 and

−CQ(Q, t) =−ci
q(q

i, t), i = 1, ...,n. (7.11)

(7.11) says that with the cost-effective distribution of emissions in a period all
individual marginal abatement cost functions are equal to the aggregate marginal
abatement cost function.

Given the cost-effective distribution of emissions in each period, we can rewrite
the planner’s problem (7.1) as choosing the time path of aggregate emissions Q to
solve

minimize
∫

∞

0
[D(Q,S, t)+C(Q, t)]e−rtdt (7.12)

subject to Ṡ = Q−gS.
S(0) = S0.

The necessary conditions for a solution to this problem are the same as (7.2)
through (??), except that we need to substitute CQ(Q, t) for ci

q(q
i, t). Therefore,

the necessary conditions for a solution to (7.12) are

DQ +CQ +µ = 0 (7.13)
µ̇− rµ =−DS +µg (7.14)

Ṡ = Q−gS (7.15)
S(0) = S0. (7.16)
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Like before, we can use (7.13) and (7.14) to derive the aggregate version of (7.8),

−CQ = DQ +
DS

r+g
− 1

r+g

(
d(CQ)

dt
+

d(DQ)

dt

)
. (7.17)

7.3 Dynamic emissions taxes
Let τ be the per-unit tax on each firm’s emissions. (We use τ for an emissions
tax in this lecture instead of t like we normally do so that we can use t to denote
time). A firm responds to this tax by choosing emissions so that τ =−ci

q. Since all
firms face the same tax, their emissions choices in a period minimize aggregate
abatement costs for the period. Moreover, combining (7.11) and τ = −ci

q, i =
1, ...,n, produces

τ =−CQ(Q, t). (7.18)

(7.18) implies that aggregate emissions in a period are determined by the equality
of the tax and aggregate marginal abatement costs.

Substituting (7.18) into (7.13) and (7.17) yields

τ = DQ +µ (7.19)

and

τ = DQ +
DS

r+g
− 1

r+g

(
d(CQ)

dt
+

d(DQ)

dt

)
. (7.20)

We will use these equations to draw conclusions about the optimal paths of emis-
sions taxes when the pollutant is a flow pollutant and then when the pollutant is a
stock pollutant.

7.3.1 Dynamic taxes for a flow pollutant
If the pollutant is simply a flow pollutant then the stock of the pollutant in the
environment is inconsequential. In this case (7.19) and (7.20) are modified by
setting µ = DS = 0 to obtain

τ = DQ (7.21)

and
d(CQ)

dt
+

d(DQ)

dt
= 0. (7.22)
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(7.21) is the standard Pigovian prescription to set the tax equal to marginal dam-
age. This does not, however, imply that the tax should be constant over time.
Carry out the differentiation in (7.22) and rearrange terms to obtain

Q̇ =
−ĊQ− ḊQ

CQQ +DQQ
, (7.23)

and differentiate (7.21) with respect to time to obtain

τ̇ = ḊQ +DQQQ̇ (7.24)

(7.24) indicates that the time path of the emissions tax depends on how marginal
damage changes over time, the curvature of the damage function, and how optimal
emissions change over time. Moreover, (7.23) indicates that aggregate emissions
change over time according to how aggregate marginal abatement costs and dam-
age change over time. Here are a few special cases:

1. Suppose that C(·) and D(·) are stationary. Then ĊQ = ḊQ = 0, which im-
plies Q̇ = τ̇ = 0, indicating that aggregate emissions control and the optimal
tax are constant through time.

2. Suppose that D(·) is stationary, but C(·) is not. Note that the denomi-
nator of (7.23) is positive because C(·) and D(·) are convex in Q. Then
sgn(τ̇) = sgn(Q̇) = sgn(−ĊQ). The aggregate marginal abatement cost
function can change over time for several reasons, but at first suppose that
the predominant effect is technological change in abatement technologies
that reduces total and marginal abatement costs over time. Then, −ĊQ < 0,
implying Q̇< 0 and τ̇ < 0 so that emissions and the emissions tax are falling
over time. On the other hand, suppose that −ĊQ > 0, perhaps because an
input into abatement becomes more expensive over time. Then, both aggre-
gate emissions and the optimal tax increase over time.

3. Suppose that C(·) is stationary, but D(·) is not. In this case, (7.23) be-
comes Q̇ = −ḊQ/(CQQ + DQQ). Substitute this into (7.24) and collect
terms to obtain τ̇ = ḊQCQQ/(CQQ+DQQ). Therefore, sgn(−τ̇) = sgn(Q̇) =
sgn(−ḊQ); that is, the tax and emissions move in opposite directions as
marginal damage changes over time. For example, suppose that ḊQ > 0
as per capita income rises and individuals demand improved environmental
quality. Then, aggregate emissions decrease over time, which requires the
tax to increase over time.
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7.3.2 Dynamic taxes for a stock pollutant
If the pollutant is a stock pollutant, then the flow of the pollutant causes no dam-
age. In this case (7.19) and (7.20) are modified by setting DQ = 0. For (7.19) we
have

τ =−CQ = µ, (7.25)

which reveals that the optimal tax in a period is simultaneously equal to aggregate
marginal abatement costs and the current shadow value of the pollutant stock. In
addition, (7.20) becomes

τ =
DS +d(CQ)/dt

r+g
. (7.26)

In this subsection. let’s suppose that C(·) and D(·) are stationary. Then (7.26) is

τ =
DS +CQQQ̇

r+g
. (7.27)

The right side of (7.27) is the marginal benefit of reduced current emissions. The
first part is the present value of the reduced flow of damage from a lower stock of
pollution, DS/(r+ g), where the discounting includes discounting for the rate of
decay of the pollutant stock. The second part, CQQQ̇/(r+g), is the present value
of the reduction in marginal abatement costs in the future because of additional
abatement now.

Many models of stock pollutants focus on transitions to a steady state with a
phase diagram. We can analyze the evolution of the optimal emissions tax us-
ing this method. To do so, substitute τ = µ into the necessary conditions (7.13)
through (7.15):

τ =−CQ (7.28)
τ̇ = τ(r+g)−DS (7.29)

Ṡ = Q−gS (7.30)

In the steady state Ṡ = 0. In turn, (7.30) implies Q̇ = 0. Moreover, given the
stationarity of C(·), Q̇ = 0 implies τ̇ = 0. Given Ṡ = Q̇ = τ̇ = 0, (7.29) through
(7.30) can be solved for the steady state values of the tax, the pollutant stock, and
emissions, denoted (τs,Ss,Qs).

Let us draw a phase diagram in the (τ,S) quadrant. The collection of (τ,S)
points for which τ̇ = 0 are given by τ̇ = τ(r+g)−DS = 0, or rather, τ = DS/(r+
g). Since ∂τ/∂S = DSS/(r+g)> 0, the locus of points for which τ̇ = 0 is upward



CHAPTER 7. DYNAMIC ENVIRONMENTAL REGULATION 162

sloping in the (τ,S) quadrant. To obtain the collection of (τ,S) points for which
Ṡ = 0, we first need to specify (7.30) in terms of τ . To do this, let h be the
inverse function of−CQ. Applying h to (7.28) produces Q= h(τ), where h′(τ)< 0
because −CQ is downward sloping. Now plug Q = h(τ) into (7.30) to obtain

Ṡ = h(τ)−gS. (7.31)

The locus of points in the (τ,S) quadrant for which Ṡ = 0 is given by h(τ)−
gS = 0. Totally differentiating this equation and rearranging terms yields dτ/dS =
g/h′(τ) < 0. This implies that the locus of points for which Ṡ = 0 is downward
sloping in the (τ,S) quadrant. Figure 7.1 illustrates the τ̇ = 0 function, the Ṡ = 0
function, and the steady state values (τs,Ss) at their intersection.

Figure 7.1: Steady state emissions tax and pollutant stock

The directional arrows in Figure 7.1 describe the movements of τ̇ and Ṡ away
from the τ̇ = 0 and Ṡ = 0 functions, respectively. For example, from (7.29) obtain
τ̇S = −DSS < 0. This implies that if we start from a point on the τ̇ = 0 function
and decrease S, then τ̇ > 0; if we increase S, then τ̇ < 0. Therefore, τ̇ > 0 above
the τ̇ = 0 function and τ̇ < 0 below. Likewise, from (7.31) obtain Ṡτ = h′(τ)< 0,
which implies that Ṡ < 0 above the Ṡ = 0 function and Ṡ > 0 below the Ṡ = 0
function.

Figure 7.2 illustrates possible paths of the combination of the emissions tax
and pollutant stock. Only paths like (a) and (b) can be optimal because they
converge to the steady state. Path (a) is optimal for an initial stock of the pollutant
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Ŝ0 that is below the steady state stock. That path (a) increases toward the steady
state implies that the optimal policy would set the initial emissions tax below the
steady state tax and increase it over time. However, it might be the case for some
stock pollutants that the initial stock of the pollutant is above the steady state
stock, like S̃0 in Figure 7.2. In this case the optimal path looks like path (b).

Optimal tax paths correspond to optimal paths of aggregate emissions via
τ = −CQ(Q). In fact, we could have constructed a phase diagram of aggregate
emissions against the pollutant stock, and it would look like Figure 7.3. The
derivation of the graph is in the appendix. The intersection of the Ṡ = 0 and Q̇ = 0
functions identifies the steady state values (Qs,Ss). Ss is the same steady state
pollutant stock identified in Figure 7.2 and steady state emissions and tax are re-
lated by τs =−CQ(Qs). Finally, the emissions paths (a) and (b) in Figure 7.3 are
produced by the optimal tax paths (a) and (b) in Figure 7.2.

Most environmental economists have the (a) paths in mind when they think
of optimal dynamic policies to control greenhouse gases. It is widely thought that
the optimal steady state stock of greenhouse gases is higher than it is currently.
Optimal carbon taxes start out below the steady state tax and increase toward the
steady state. This means that optimal emissions are higher in earlier periods but
are decreased toward the steady state as time goes by.

Figure 7.2: Optimal paths of an optimal emissions tax for a stock pollutant
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Figure 7.3: Optimal paths of aggregate emissions of a stock pollutant

7.3.3 Emissions markets as duals of emissions taxes
In static settings under complete information about firm’s abatement costs, com-
petitive emissions markets and emissions taxes are duals of each other. The op-
timal emissions tax produces the optimal level of aggregate emissions, while the
optimal number of emissions permits is equal to the optimal level of aggregate
emissions and permit trading generates a permit price that is the same as the op-
timal tax. The same is true in dynamic settings. Instead of picking an optimal
tax path as in Figure 7.2, we could pick an optimal permit supply path that cor-
responds to a path of optimal aggregate emissions in Figure 7.3. Under certain
conditions an optimal permit supply path would produce a path of competitive
emissions prices that follow one of the optimal tax paths in Figure 7.2. In partic-
ular, we could choose a permit supply path equal to path (a) in Figure 7.3, and
under certain conditions this permit supply path would generate a permit price
path that is the same as path (a) in Figure 7.2.

We know from the static model that the tax/market duality result only holds
under complete information about firms’ abatement costs. When future abatement
costs are uncertain, optimal taxes and emissions markets chosen ex ante will pro-
duce different aggregate emissions ex post. In addition, in the dynamic setting the
optimal emissions market must include a requirement that firms have to use per-
mits in the period in which they were allocated. That is, firms cannot be allowed
to bank emissions permits for future use, or borrow permits from future alloca-
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tions. The reason is that firms will not, in general, trade permits across periods
efficiently, resulting in emissions that deviate from the optimal path. In the next
section we explore the motivations for firms to trade permits across time and the
efficiency consequences of doing so.

7.4 Dynamic emissions markets: banking and bor-
rowing

Optimal dynamic emissions markets are more complicated than dynamic emis-
sions taxes, largely because of difficult regulatory choices about how to manage
firms’ motivations to trade permits across time periods; that is, saving permits for
future use or sale and borrowing permits from future allocations. Whether pol-
lution sources should be allowed to bank or borrow emissions permits, and what
restrictions should be placed on this activity are fundamental design choices for
emissions markets. There are several existing and proposed emissions trading pro-
grams that allow some form of permit banking and borrowing. Perhaps the most
well known is the Sulfur Dioxide (SO2) Allowance Trading program, which al-
lows unrestricted banking of permits, but not borrowing. Pollution sources made
good use of this feature of the SO2 program as Figure 7.4 indicates.2 In Phase I
of the program (1995-1999) sources banked just over 30% of the total allocation
of SO2 allowances, and then began to draw down the bank in 2000.

In this section we analyze a dynamic model of emissions trading that allows
firms to both save permits for the future and to borrow permits against future
allocations. We examine banking and borrowing behavior, equilibrium of emis-
sions trading markets with bankable permits, and some efficiency consequences
of banking and borrowing. The model of this section was first developed and
analyzed by Rubin (1996) and Kling and Rubin (1997). A recent review of the
dynamics of pollution permit trading can be found in Hasegawa and Salant (2015).

7.4.1 A model of intertemporal emissions trading
In addition to variables and functions defined in section 2, define the following:

q̄i– firm i’s free allocation of emissions permits in period t
li – firm i’s permit purchases (li > 0) or sales (li < 0) in t

2This figure is from US Environmental Protection Agency (2009)
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Figure 7.4: SO2 Emissions and the Allowance Bank, 1995-2007

p – competitive price of permits in t
Bi – firm i’s bank of permits in t: Bi > 0 if the firm is saving permits and Bi < 0

if the firm
is borrowing from future allocations

1+δ – intertemporal trading ratio (to be explained)

The firm’s objective is to choose a time path of emissions and permit trades to
minimize the present value of the stream of abatement costs and the value of per-
mit trades, subject to the evolution of the firm’s permit bank. The firm’s problem
is

minimize
∫

∞

0

[
ci(qi, t)+ pli]e−rtdt (7.32)

subject to Ḃi = q̄i−qi + li +δBi

Bi(0) = a constant
li
min ≤ li ≤ li

max

The firm’s objective functional in (7.32) is the accumulated present value of abate-
ment costs plus the present value of permit trades. The firm’s state equation gov-
erns how its permit bank evolves over time. Its bank changes with its exogenous
allocation of permits q̄i in a period, the number of permits it applies to its emis-
sions that period qi, its permit trades li, and the transfer of permits across time
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periods δBi. The intertemporal trading ratio 1+δ implies that a permit saved for
one period turns into 1+ δ permits in the next. That is, δ is like interest earned
on saved permits. If the firm has saved Bi > 0 permits it earns an extra δBi > 0
permits in the next period for doing so. On the other hand, if the firm borrows
a permit from next period’s allocation it must repay 1+ δ permits, so that δ is
like interest paid on borrowed permits. If the firm is borrowing Bi < 0 permits, it
loses δBi < 0 permits for doing so. Of course, if permits trade across time on a
one-for-one basis, then δ = 0. The last set of constraints in (7.32) are required by
the linearity of the Hamiltonian in permit trades to keep these trades from being
unbounded.

The current-value Hamiltonian for (7.32) is

H i = ci(qi, t)+ pli− γ
(
q̄i−qi + li +δBi) ,

where γ is the firm’s current shadow value of its permit bank. The following
conditions are necessary for a solution to (7.32):

H i
q = ci

q(q
i, t)+ γ = 0 (7.33)

H i
l = p− γ

{
≥, if > 0, then li = li

min
≤, if < 0, then li = li

max
(7.34)

d(−γe−rt)/dt =−H i
Be−rt ⇒

− γ̇ + rγ =−H i
B = γδ ⇒

γ̇ = γ(r−δ ) (7.35)

(I have not specified the transversality condition or restated the firm’s state equa-
tion because we won’t be using them). In a permit market equilibrium, firms
should not be selling or buying permits at their maximum rates. Therefore, (7.34)
holds with equality. Substitute p = γ into (7.33) to obtain the familiar result that
in a competitive permit market firms choose their emissions so that their marginal
abatement cost is equal to the permit price, that is, −ci

q(q
i, t) = p. Of course,

this means that emissions in a period will be distributed among the firms so that
aggregate abatement costs are minimized.

Now combine p = γ and (7.35) to obtain

ṗ/p = r−δ . (7.36)

Setting δ = 0 (i.e., the intertemporal trading ratio is equal to one) gives us ṗ/p= r,
which is Hotelling’s condition that the price of permits rises at the rate of interest.
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This is an arbitrage condition for intertemporal permit market equilibrium. To
understand this suppose at first that ṗ/p < r. Then the value of permits is rising
at a slower rate than the return on alternative investments with rates of return r. In
this case, firms will try to sell as many permits as they can and put the proceeds
into another investment. Since this cannot persist in equilibrium, we cannot have
ṗ/p < r. On the other hand, suppose that ṗ/p > r. In this case, firms will buy
as many permits as they can because they are appreciating at a faster rate than
alternative investments. This also cannot persist in equilibrium so we cannot have
ṗ/p > r. Therefore, given δ = 0 , ṗ/p = r is required for intertemporal permit
market equilibrium.

When the intertemporal trading ratio is not equal to one because δ 6= 0, the
equilibrium rate of change of permit prices is modified. In particular, if δ > 0,
then permit prices rise at a slower rate than the rate of interest.

To determine how a firm’s emissions evolve over time, differentiate (7.33)
with respect to time:

ċi
q + ci

qqq̇i + γ̇ = 0. (7.37)

Now substitute p = γ into (7.35) to obtain

γ̇ = p(r−δ ),

and then substitute this into (7.37) and rearrange terms to obtain

q̇i =
−p(r−δ )− ċi

q

ci
qq

. (7.38)

The denominator of (7.38) is positive because of the strict convexity of the
firm’s abatement cost function. Therefore, the direction of the firm’s emissions
over time depends on the sign of−p(r−δ )− ċi

q. Suppose at first that the intertem-
poral trading ratio is equal to one and that the firm’s abatement cost function is
stationary. Then, δ = ċi

q = 0 and

q̇i =−pr/ci
qq < 0,

revealing that the firm’s optimal emissions decline over time. Emissions control
increases over time as the firm seeks to push abatement costs into the future to
reduce the present value of accumulated abatement costs. Now continue to set
δ = 0, but suppose that the firm’s abatement cost function is not stationary. Then,

q̇i =
(
−pr− ċi

q
)
/ci

qq,
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indicating that the evolution of the firm’s marginal abatement cost function im-
pacts its optimal path of emissions. For example, suppose that −ċi

q < 0 because
of cost-reducing technological change in abatement. Then, not only does the firm
have an incentive to abate more in the future because it discounts future abate-
ment costs, it has an additional incentive to push abatement into the future because
undiscounted abatement costs will be lower. The incentive to push abatement into
future is reduced (and possibly reversed) if −ċi

q > 0, which may occur if an input
into abatement becomes more expensive over time.

Finally, consider the role of the intertemporal trading ratio. If δ > 0 so that it
is like interest earned on banked permits and interest paid on borrowed permits,
then it is clear from (7.38) that δ tilts abatement toward the present with higher
emissions in the future. This is consistent with our finding that δ > 0 slows the
rate of increase in the permit prices (lower permit price in the future imply higher
emissions). In the next subsection we will see that firms’ emissions paths when
they can bank of borrow permits are not generally optimal from society’s point
of view. Since the choice of the intertemporal trading ratio (i.e., the setting of δ )
can influence firm’s emissions paths it can be used to motivate efficient emissions
choices over time.

7.4.2 Efficiency of intertemporal emissions trading
Recall from section 2 that we derived (7.8) as a necessary condition for an optimal
emissions path. I’ll restate it here to avoid having to flip back to it:

−ci
q = DQ +

DS

r+g
− 1

r+g

(
d(ci

q)

dt
+

d(DQ)

dt

)
. (7.39)

Our task is to determine the conditions under which a firm’s choice of emissions
path given by (7.38) matches (7.39). We will see that we must choose the correct
intertemporal trading ratio to motivate firms to choose efficient emissions paths.

First assume that emissions produce flow damages. In this case, DS = 0 and
(7.39) becomes

−ci
q = DQ−

1
r+g

(
d(ci

q)

dt
+

d(DQ)

dt

)
. (7.40)

Moreover, recall from (7.13) that optimal aggregate emissions in a period must
satisfy DQ +CQ + µ = 0. For a flow pollutant, the shadow price of the pollutant
stock is zero, so aggregate emissions must satisfy −CQ = DQ. Assume for a
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moment that we are able to satisfy this condition with our choice of the path of
permit allocations. From the derivation of the aggregate abatement cost function,
(7.9) through (7.11), we have −ci

q =−CQ. In turn, −ci
q = DQ, which implies that

(7.40) is
d(ci

q)

dt
+

d(DQ)

dt
= 0

for a flow pollutant. Carry out the differentiation to obtain

ċi
q + ci

qqq̇i + ḊQ +DQQq̇i = 0,

and rearrange terms to obtain

q̇i =
−ċi

q− ḊQ

ci
qq +DQQ

(7.41)

If the firm’s time path of emissions (7.38) is to be efficient it must match (7.41).
This requires the correct choice of intertemporal trading ratio.

To demonstrate why an optimal policy must specify the correct δ , suppose
that the firm’s abatement cost function and the damage function are stationary
and that the intertemporal trading ratio is one (i.e., δ = 0 so that permits trade
across time on a one-for-one basis). Applying the stationarity assumptions to
(7.41) produces q̇ = 0 so that the firm’s efficient choice of emissions is constant
over time. However, from (7.38) the firm chooses an emissions path that produces
q̇i =−pr/ci

qq < 0, which is clearly inefficient. In this simple case we must choose
δ = r so that the firm’s emissions path satisfies q̇i =−p(r−δ )/ci

qq = 0.
More generally the correct δ must make (7.38) and (7.41) equal, that is,

−p(r−δ )− ċi
q

ci
qq

=
−ċi

q− ḊQ

ci
qq +DQQ

,

which can be rewritten as

−p(r−δ )(ci
qq +DQQ)− ċi

qDQQ + ci
qqḊQ

ci
qq(ci

qq +DQQ)
= 0. (7.42)

The efficient δ is chosen as the value that makes the numerator of (7.42) equal to
zero. This value is

δ = r+
(ċi

qDQQ− ci
qqḊQ)

p(ci
qq +DQQ)

. (7.43)
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Notice that (7.43) confirms our result that δ = r when ci(·) and D(·) are stationary.
However, δ deviates from r when these functions are not stationary. For exam-
ple, suppose that ci(·) is stationary, but marginal damage increases over time as
incomes rise and people demand increasing environmental protection. Then, the
second term on the right side of (7.43) is−ci

qqḊQ/p(ci
qq+DQQ)< 0. This implies

that δ < r, or rather, r−δ > 0. Given the stationarity of ci(·) and r−δ > 0, from
(7.38) the firm’s choice of emissions path satisfies q̇i =−p(r−δ )/ci

qq < 0. This
indicates that the choice of δ motivates the firms to reduce its emissions over time
as the demand for pollution control grows.

Although (7.43) provides the general form of the optimal δ , implementation
of the optimal intertemporal trading ratio will be very difficult if either abatement
cost or damages are nonstationary. First, nonstationarity implies that uncertainty
in abatement costs or damages factors into the choice of δ . Second, if there is
nonstationarity in the problem, then δ is not constant over time, at the very least
because p is not constant over time. The other elements of the second term of
(7.43) may also change over time. Third, considering (7.43), while p, DQQ, and
ḊQ do not vary across firms, ċi

q and ci
qq will, in general. Therefore, nonstationarity

likely means that the optimal δ varies across firms.
To complete our study of optimal intertemporal trading ratios, let us determine

the optimal δ in the case of a stock pollutant. Begin by modifying (7.39) by setting
DQ = 0 so that it applies only to a stock pollutant, and by substituting p =−ci

q to
obtain

p =
DS

r+g
−

d(ci
q)/dt

r+g
. (7.44)

Carry out the differentiation:

p =
DS− ċi

q− ci
qqq̇i

r+g
,

and rearrange terms to obtain

q̇i =
DS− ċi

q− p(r+g)
ci

qq
. (7.45)

Now set (7.45) equal to (7.38):

−p(r−δ )− ċi
q

ci
qq

=
DS− ċi

q− p(r+g)
ci

qq
,
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which implies that the optimal δ is the solution to

−p(r−δ )−DS + p(r+g) = 0;

that is,

δ =
DS

p
−g.

Since the equilibrium permit price in every period is equal to aggregate marginal
abatement costs, we can rewrite this as

δ =
DS

−CQ
−g. (7.46)

The optimal intertemporal trading ratio for the control of a stock pollutant
with an emissions market (7.46) is very different from the trading ratio for a
flow pollutant (7.43). Note first that (7.46) does not depend on whether dam-
ages and abatement costs are stationary, unlike (7.43). This does not mean that
(7.46) is constant through time. Even if damage and abatement costs are station-
ary, DS/−CQ will evolve as aggregate emissions and the pollutant stock evolve.
Note further that (7.46) does not differ across firms, while we showed that it is
likely that the optimal flow pollutant trading ratio would vary across firms when
abatement costs are non-stationary. Moreover, it is interesting that (7.46) does not
depend on the financial interest rate r like (7.43) does. Instead the decay rate of
the pollutant stock g plays a prominent role. Finally, similar to the optimal in-
tertemporal trading ratio in the flow pollutant case when damage and abatement
costs are non-stationary, uncertainty about damages and abatement costs plays a
role in the optimal intertemporal trading ratio in the stock pollutant case.

7.5 Prohibition on borrowing permits
The U.S. SO2 Allowance Trading Program allowed firms to save permits for fu-
ture use on a one-to-one basis, but it did not allow firms to borrow against future
allocations. In this section we analyze these features of the SO2 program. We start
by modifying a firm’s optimal control problem (7.32) by setting δ = 0 , so that
the intertemporal trading ratio is equal to one, and by imposing a non-negativity
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constraint on the firm’s permit bank. The firm’s problem is then

minimize
∫

∞

0

[
ci(qi, t)+ pli]e−rtdt (7.47)

subject to Ḃi = q̄i−qi + li

Bi ≥ 0
Bi(0) = a constant
li
min ≤ li ≤ li

max

The current-value Hamiltonian for (7.47) is

H i = ci(qi, t)+ pli− γ
(
q̄i−qi + li) .

To incorporate the constraint Bi ≥ 0, form the Lagrange equation

L i = H i−ηBi,

where η is the Lagrange multiplier. The following conditions are necessary for a
solution to (7.47):

L i
q = ci

q(q
i, t)+ γ = 0 (7.48)

L i
l = p− γ

{
≥, if > 0, then li = li

min
≤, if < 0, then li = li

max
(7.49)

d(−γe−rt)/dt =−L i
Be−rt ⇒−γ̇ + rγ = η (7.50)

η ≥ 0, Bi ≥ 0, ηBi = 0. (7.51)

(Again we have not specified the transversality condition or restated the firm’s
state equation because we will not use them). As before, in a permit market equi-
librium (7.49) holds with equality. Substitute p = γ into (7.50), rearrange terms
and incorporate (7.51) to obtain

ṗ
p
=

{
r, ifBi > 0
r− (η/p)< r, ifBi = 0. (7.52)

(7.52) indicates that ṗ/p ≤ r in all cases, that is, permit prices cannot increase
faster than the rate of interest. Moreover, firm’s save permits only if the permit
price rises at the rate of interest. Otherwise, when firms do not save permits the
price increases at a slower rate than the interest rate.
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Schennach (2000) provided a theoretical analysis of the time paths of aggre-
gate emissions, permit banks, and permit prices in trading programs that mimic
the requirements of the SO2 Allowance Trading Program. She assumed that an
industry faces an aggregate emissions standard that is relatively high in the first
phase of an trading program, but then is reduced in the second phase. The solid
line in the top panel of Figure 7.5 illustrates a high supply of emissions permits L0

initially, but that jumps down to L1 in period t̄. The path of aggregate permit al-
locations is also the path of aggregate emissions when permits cannot be banked,
labeled Qnb. Assuming that firms’ abatement cost functions are stationary the
solid line in the bottom panel of Figure 7.5, labeled pnb, illustrates the path of
equilibrium permit prices when permit banking is prohibited.

In a program that allows permit saving but not borrowing, the dashed line in
the top panel of Figure 7.5, labeled Qb, illustrates the path of aggregate emissions.
Firms will save permits during the first phase of the program (Qb < L0) to smooth
out the decrease in the supply of permits in the second phase. The firms will begin
to draw down this bank at t̄ (Qb > L1). At some point during the second phase, say
t̂, the permit bank will be exhausted. Thereafter, firms will hold their emissions to
the aggregate standard imposed in the second phase (Qb = L1).

The dashed path in the bottom panel of Figure 7.5, labeled pb, illustrates how
nominal permit prices evolve when permits can be saved. In the interval [0, t̄],
permit prices are higher than in the absence of banking (pb > pnb) as firms hold
back permits to save for the future. In the interval [t̄, t̂], permit prices are lower
than in the absence of banking (pb < pnb) as firms emit more than the allocation
of permits. Over the interval [0, t̂] as firms are saving permits the permit price
path pb rises at the rate of interest. At t̂ when firms are no longer banking permits
the permit price reaches the price that would prevail under a non-banking program
(pb = pnb) , and remains at this level as firms hold their emissions to the aggregate
standard of the second phase thereafter.
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Figure 7.5: Time paths of aggregate emissions and nominal permit prices with
and without permit banking

All of our analysis of emissions permit banking has been in a world of cer-
tainty. However, uncertainty about future abatement costs and regulatory changes
will affect firms’ banking choices. Schennach (2000)) also considered the effects
of uncertainty on the paths of emissions, banking, and permit prices when permit
borrowing is not allowed. Schennach proved that the expected permit price path
under uncertainty about future abatement costs can be characterized in discrete
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time as

Et(pt+N) = (1+ r)N pt− (1+ r)N
N−1

∑
s=0

(1+ r)−sEt(ηt+s) (7.53)

ηs ≥ 0, Bs ≥ 0, ηsBs = 0 ,s = t, ..., t +N.

(Of course, this can be stated in continuous time, but I find it to be a bit more
instructive in discrete time. I provide the derivation of (7.53) using the method
of dynamic programming in the appendix of this chapter). (7.53) gives us the ex-
pected permit price in period t +N from the perspective of period t. Accordingly,
Et denotes the expectation operator from the perspective of t. The first part of
(7.53),

Et(pt+N) = (1+ r)N pt ,

is the Hotelling rule for an uncertain price path that says that expected permit
prices rise at the rate of interest when firms are banking permits. The second part
of (7.53),

−(1+ r)N
N−1

∑
s=0

(1+ r)−sEt(ηt+s),

is a downward adjustment to future expected prices that accounts for the possibil-
ity that the permit bank may be empty at some point in the interval [t, t+N]. What
might cause the permit bank to be exhausted? One possibility is that there is a
shock in the economy that causes firms’ marginal abatement costs to be high for
several periods in a row. This implies that demand for permits is high for several
periods, which may exhaust firm’s permit savings to that point. The possibility
that the permit bank may be empty in the future motivates firms to save extra
permits to guard against this possibility.

The effects of uncertain future permit prices are illustrated in Figure 7.6. This
figure is a restatement of Figure 7.5 with the addition of the expected emissions
and price paths under uncertainty, Q̃b and p̃b . Since firms save more permits ini-
tially under uncertainty to insure against the possibility of future bank exhaustion,
Q̃b < Qb. This implies that permit prices are higher initially, p̃b > pb. However,
expected permit prices rise at a rate that is slower than the rate of interest, so the
expected price path p̃b starts at higher prices but prices rise more slowly. This
rotates the emissions path Q̃b counter-clockwise so that it takes longer to exhaust
the expected permit bank.
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Figure 7.6: The effects of uncertainty on time paths of emissions and permit prices

7.6 Permit banking extensions

7.6.1 Market power
Matti Liski and Juan Pablo Montero have published a series of papers that exam-
ine permit banking behavior when some firms in the permit market have market
power. (See section 4 of Montero (2009) for a brief review of this work). For
example, Liski and Montero (2011) develop a model of a dynamic emissions mar-
ket with one dominant firm and a competitive fringe like Hahn’s (1984) approach.
They show that the dominant firm is a net seller of permits when its path of free
permit endowments is below the path of emissions it would choose if it were a
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competitive firm. In this case, the firm can exercise significant power by banking
an excessive number of permits to keep permit prices high in earlier periods of
the program. However, when the dominant firm’s path of permit endowments is
below its competitive path of emissions, it is a net buyer of permits and its market
power is limited. In the static case, a dominant firm that is a net buyer of permits
would sell excessive permits to depress the equilibrium permit price. In the dy-
namic case, this would require the firm to delay its purchases of permits. However,
the resulting lower prices would induce the fringe firms to bank permits in antic-
ipation of the future appreciation of permit prices, which puts upward pressure
on permit prices. This countervailing effect on prices limits the dominant firm’s
ability to keep prices low, in turn limiting its ability to exercise market power.

7.6.2 Markets versus markets with intertemporal trading ver-
sus taxes

In this lecture we did not ask whether it was efficient to allow permit banking
in the first place. This question is closely related to the choice of taxes versus
emissions markets in the static case under incomplete information about firms’
abatement costs that we addressed in the chapter “Taxes vs. Tradable Permits vs.
Hybrid Policies”. A number of authors have extended the policy-choice problem
under uncertainty about abatement costs to dynamic policies.

For example, Yates and Cronshaw (2001) first constructed an optimal dynamic
trading program under incomplete information about firms’ abatement costs and
showed that the optimal intertemporal trading ratio is a function of parameters of
the aggregate abatement cost and damage functions, as well as the within-period
variances and the cross-period covariance of the uncertain abatement cost vari-
ables. The authors then went on to show that this trading program is preferred to
one without banking and borrowing if and only if the slope of the marginal dam-
age function is less than the slope of the aggregate marginal aggregate abatement
cost function. Recall that this is the same rule that determines the choice of an
emissions tax over an emissions market in the static case. The intuition appears
to be that banking and borrowing makes an emissions market behave more like
a pricing policy and this is preferred when the marginal damage function is less
steep than the marginal abatement cost function. Other articles that reach simi-
lar results when comparing dynamic markets with and without the possibility of
intertemporal trading under abatement cost uncertainty include Feng and Zhao
(2006) and Fell et al. (2012b).
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More recently, Weitzman (2018) compared three policies; emissions taxes,
markets with no banking or borrowing of permits, and markets with one-for-one
intertemporal permit trading. Like Yates and Cronshaw (2001) he shows that mar-
kets with banking and borrowing outperform markets without intertemporal trad-
ing if the marginal damage function is flatter than aggregate marginal abatement
costs. However, in this case an emissions tax outperforms markets with bank-
ing and borrowing. If the marginal damage function is steeper than the marginal
abatement cost function, then markets without intertemporal permit trading are
more efficient than those with banking and borrowing, which in turn are more
efficient than taxes. Interestingly, an emissions market with one-for-one intertem-
poral trading is never the most efficient policy. It is not clear to me that Weitzman’s
(2018) ranking would hold up with efficient intertemporal trading ratios.

7.6.3 Permit price volatility, banking and price controls
Fell et al. (2011) distinguish between structural permit banking, which is the al-
location of abatement across time to minimize the present value of abatement
costs, and uncertainty banking, which is banking or borrowing to deal with un-
certain current and future costs, uncertain future regulations, etc.. In fact, this
uncertainty can lead to significant price volatility, which plagues real permit mar-
kets (Nordhaus 2007, Pizer 2005). Permit banking and borrowing can limit price
volatility because it allows firms to smooth abatement through periods of higher-
than-expected or lower-than-expected permit prices.

Implementing price controls in the spirit of Roberts and Spence (1976) is a
more direct way to control permit price volatility, and some authors have exam-
ined the combination of permit banking and price controls in emissions markets.
For example, Fell and Morgenstern (2010) and Fell et al. (2012a) conducted nu-
merical simulations of a proposed U.S. cap-and-trade policy for carbon dioxide
with permit banking and alternative forms of price control. Fell and Morgenstern
(2010) found that most of the gain in cost-effectiveness of their simulated trading
program with banking (and limited borrowing) and price controls is achieved with
the price controls. It seems likely, though, that this result is specific to their appli-
cation: different parameters (e.g., different levels of the price controls) would lead
to the opposite conclusion. From a different perspective, Stranlund et al. (2014)
conducted laboratory emissions markets to investigate the effects of price controls
and permit banking on limiting permit price risk. They found that both features
reduced between-period price volatility and within-period price dispersion, but
combining the price controls and banking produced important benefits over using



CHAPTER 7. DYNAMIC ENVIRONMENTAL REGULATION 180

either of them alone.

7.6.4 Enforcement
Robert Innes (2003) was the first to incorporate the compliance problem into a
study of an emissions market with intertemporal permit trading. Permit bank-
ing and borrowing are motivated by stochastic emissions and enforcement is as
simple as possible: a regulator can observe each firm’s emissions perfectly and
without cost, but it is costly to impose penalties for permit violations. Firms that
have imperfect control of their emissions can find themselves short of permits
at the end of a compliance period if their emissions turn out to be higher than
they planned, or they could have excess permits if their emissions are lower than
planned. Excess emissions can lead to permit violations which must be sanctioned
to maintain compliance. However, Innes demonstrated that allowing intertempo-
ral permit trading can eliminate costly sanctions because it allows firms to borrow
against future permit allocations to make up a current permit shortfall. Moreover,
firms may save permits as a hedge against potential permit shortfalls in the future,
and firms that hold excess permits for this purpose are obviously compliant in the
current period. Hence, Innes’s results suggest that allowing intertemporal permit
trading can reduce enforcement costs.

Because Innes (2003) assumed a very simple enforcement apparatus he did
not address the design of monitoring and sanctioning strategies in dynamic trad-
ing environments. In contrast, Stranlund et al. (2005) focus on the problem of
designing enforcement strategies that induce perfect compliance with alternative
permit banking and borrowing provisions. We review their theoretical model in
detail in the chapter “Enforcement of Environmental Policies.” Briefly, though,
their results demonstrate that the main challenge of enforcing cap-and-trade pro-
grams with permit banking is to motivate accurate and truthful self-reports of
emissions. Stranlund et al. (2011) examined compliance and banking in labora-
tory emissions markets to test these hypotheses. Their results support the notion
that the main task of enforcement in dynamic emissions markets is to promote
truthful self-reporting.

Another feature of dynamic emissions markets has enforcement consequences;
that is, that as prices evolve over time so too do firms’ compliance incentives. We
have shown that permit banking requires the nominal price of permits rises at the
rate of discount. In turn, the incentive for sources to under-report their emissions
increases over time. To counteract this either sanctions must increase or monitor-
ing intensity must increase. Since increasing monitoring is costly but increasing
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penalties typically is not, it is the reporting violation sanction that should respond
as the permit price increases, not the level of monitoring. One way to do this
is to make misreporting sanctions a constant multiple of current permit prices.
This keeps monitoring effort and compliance choices constant as permit prices
increase.

7.7 Appendix

7.7.1 Phase diagram for emissions of a stock pollutant
Here we construct the phase diagram for emissions of a stock pollutant, Figure
7.3. From the state equation (7.30), the collection of (Q,S) points for which Ṡ =
Q−gS = 0 is Q = gS, which is graphed in Figure 7.7. The locus of (Q,S) points
for which Q̇ = 0 is obtained by differentiating (7.28) with respect to time to obtain
τ̇ =−CQQQ̇. Set this equal to (7.29), τ̇ = τ(r+g)−DS, to obtain

−CQQQ̇ = τ(r+g)−DS. (7.54)

Now substitute τ =−CQ into (7.54) and rearrange terms to obtain

Q̇ =
CQ(r+g)+DS

CQQ
. (7.55)

(7.55) implies Q̇ = 0 if and only if CQ(r+ g)+DS. Totally differentiate this and
rearrange terms to obtain dQ/dS =−DSS/(r+g)< 0. The sign of this derivative
indicates the locus of (Q,S) points for which Q̇ = 0 is downward sloping in the
(Q,S) quadrant as indicated in the Figure 7.7. The intersection of the Ṡ = 0 and
Q̇ = 0 functions identifies the steady state values (Qs,Ss).

Now we need to describe the movement of Q and S away from the Ṡ = 0 and
Q̇ = 0 functions as shown in Figure 7.7. Starting with the Ṡ = 0 function, take
the state equation Ṡ = Q− gS and note that ṠQ = 1 < 0. This implies that if we
start from a point on the Ṡ = 0 function and increase Q, then Ṡ > 0; if we decrease
Q, then Ṡ < 0. Therefore, Ṡ > 0 above the Ṡ = 0 function and Ṡ < 0 below the
function. To find the movement away from the Q̇ = 0 function differentiate (7.55)
with respect to S to obtain Q̇S = DSS/CQQ > 0. This implies that if we start from
a point on the Q̇ = 0 function and increase S, then Q̇ > 0; if we decrease S, then
Q̇ < 0. Therefore, Q̇ > 0 above the Q̇ = 0 function and Q̇ < 0 below the Q̇ = 0
function.
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Figure 7.7: Steady state emissions and pollutant stock

7.7.2 Derivation of (7.53)
Let C(Qt ,ut) be minimum aggregate abatement costs in period t given aggregate
emissions in the period Qt , with CQ(Qt ,ut) < 0 and CQQ(Qt ,ut) > 0. The vari-
able ut captures random industry-wide shocks that affect profits. This variable is
unknown in periods before t, but is revealed at the beginning of t. The industry
operates under a competitive emissions market that allows firms to bank permits
for future use or sale on a one-to-one basis, but it does not allow borrowing against
future allocations. Lt permits are allocated to the industry in period t and the pro-
gram lasts T periods.3

The industry’s stock of banked permits at the beginning of period t +1 is Bt+1
and the evolution of the aggregate bank of permits between periods is

Bt+1 = Bt +Lt−Qt ≥ 0. (7.56)

(The lack of a firm-identifying superscript reveals Bt as the industry’s aggregate
bank of permits).

The time paths of expected aggregate emissions, banking, and permit prices
can be determined from the stochastic dynamic programming problem of choos-
ing (Q0,Q1, ...,QT ) to minimize the expected present value of industry aggregate

3In this derivation we treat the whole industry as the optimizing decision-maker. The reason
we can do this is because competitive permit trading organizes individual firms’ decisions so that
the expected aggregate abatement costs of the industry are minimized.
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abatement costs,

E0

[
T

∑
t=0

(1+ r)−tC(Qt ,ut)

]
, (7.57)

subject to (7.56). In (7.57), E0 denotes the expected value at the beginning of the
program. Define the value function

Vt(Bt) = min
Qt

Ft(Bt ,Qt), (7.58)

where

Ft(Bt ,Qt) =C(Qt ,ut)+(1+ r)−1Et(Vt+1(Bt+1))−ηt(Bt +Lt−Qt). (7.59)

Note that in the main body of the chapter I used ηt to denote the multiplier for
a single firm’s non-negative banking constraint. Here I use it for the aggregate
non-negativity constraint. The first-order conditions for solving (7.58) are:

CQ(Qt ,ut)+(1+ r)−1Et

(
∂Vt+1(Bt+1)

∂Bt+1

)
+ηt = 0; (7.60)

ηt ≥ 0, Bt +Lt−Qt ≥ 0, ηt(Bt +Lt−Qt) = 0. (7.61)

We will use (7.60) to derive the evolution of competitive permits prices.
Begin by using the envelope theorem to obtain

∂Vt+1(Bt+1)

∂Bt+1
=

∂Ft+1(Bt+1)

∂Bt+1
= (1+ r)−1Et+1

(
∂Vt+2(Bt+2)

∂Bt+2

∂Bt+2

∂Bt+1

)
−ηt+1.

(7.62)
Noting that ∂Bt+2/∂Bt+1 = 1, (7.64) implies

Et

(
∂Vt+1(Bt+1)

∂Bt+1

)
= (1+ r)−1Et

(
Et+1

(
∂Vt+2(Bt+2)

∂Bt+2

))
−Et (ηt+1) . (7.63)

Using (7.60), we have

Et+1

(
∂Vt+2(Bt+2)

∂Bt+2

)
=−(1+ r)(CQ(Qt+1,ut+1)+ηt+1) . (7.64)

Substitute (7.64) into (7.63) to obtain

Et

(
∂Vt+1(Bt+1)

∂Bt+1

)
=−(1+ r)−1Et ((1+ r)(CQ(Qt+1,ut+1)+ηt+1))−Et (ηt+1)

=−Et (CQ(Qt+1,ut+1)) . (7.65)
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Substitute (7.65) into (7.60) and rearrange terms to obtain

CQ(Qt ,ut) = (1+ r)−1Et (CQ(Qt+1,ut+1))−ηt . (7.66)

Since a competitive permit market equilibrium in a period requires pt =−CQ(Qt ,ut),
(7.66) implies

pt = (1+ r)−1Et (pt+1)+ηt . (7.67)

Equation (7.67) tells us how the current permit price and the expected price
in the next period are related, given the possibility that the aggregate permit bank
is empty at the start of the next period. To obtain the relationship between the
current permit price and the expected price N periods ahead, iterate 7.67 for N
periods, making use of the fact that Et (Et+k (xt+k)) = Et(xt+k) for k ≥ 1:

pt = ηt +(1+ r)−1Et (pt+1)

= ηt +(1+ r)−1Et
(
ηt+1 +(1+ r)−1Et+1 (pt+2)

)
= ηt +(1+ r)−1Et(ηt+1)+(1+ r)−2Et (pt+2)

= ηt +(1+ r)−1Et(ηt+1)+(1+ r)−2Et
(
ηt+2 +(1+ r)−1Et+2 (pt+3)

)
= ηt +(1+ r)−1Et(ηt+1)+(1+ r)−2Et(ηt+2)+(1+ r)−3Et(pt+3)

...

=
N−1

∑
s=0

(1+ r)−sEt(ηt+s)+(1+ r)−NEt(pt+N). (7.68)

Finally, rearrange terms of (7.68) to obtain

Et(pt+N) = (1+ r)N pt− (1+ r)N
N−1

∑
s=0

(1+ r)−sEt(ηt+s),

which is equation (7.53). �



Chapter 8

Optimal Control with Natural
Resource Applications

8.1 Introduction
In this lecture we will examine a particular method of dynamic optimization called
optimal control, and apply this method to environmental and natural resource use
problems. Many economic problems involve making choices over time. Examples
involving natural resource use include:

1. Fossil fuels: a) Oil, gas and coal companies must plan extraction, and ex-
ploration and development of new reserves over time. b) Policymakers must
determine time paths of policy instruments for controlling carbon emissions
to respond to the threat of global climate change. Recall that carbon accu-
mulates in the atmosphere.

2. Forest managers must choose how long to let trees grow before they are
harvested. This decision may also be affected by motivations to preserve
wildlife stocks and the flow of recreation services a forest provides.

3. Fishery managers must choose catch quotas that are determined in part by
the natural growth and decline of fish stocks.

Each of these examples has several common characteristics:

1. All involve managing the stock of an asset over time – oil reserves, the
concentration of carbon in the upper atmosphere, forest stocks, and fish
populations.

185
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2. In each case decisions in one time period will affect opportunities and pay-
offs in the future. For example, extraction of oil with no additions of new
reserves will leave less oil for future extraction and consumption. Similarly,
increased fish harvests may result in a lower growth rate, leaving a reduced
fish stock in the future. Finally, fossil fuel use produces carbon dioxide and
other greenhouse gases that will impact climate change in the future.

3. All decisions are functions instead of single values. These decisions are
time paths of actions over some time frame.

There are several methods of dynamic optimization available, which are essen-
tially substitutes for each other. The most intuitive to me is the method of optimal
control. In this lecture I will give you a sort of cookbook approach to dynamic
optimization using this method. First, I will give you all the elements of a control
problem, including the first and second order conditions for finding an optimal
control. Then we will use these ingredients to develop intuition about certain
dynamic natural resource and environmental problems.1

8.2 Elements of a one-dimensional optimal control
problem

The simplest dynamic optimization problem in economics involves one choice
variable over time, called a control, affecting a stock of capital. This section
specifies all the elements of problems like this, leading to a statement of the fun-
damental problem of one-dimensional optimal control.

8.2.1 The state equation
Consider the following first-order differential equation

dx
dt

= ẋ(t) = f (t,x(t),u(t)), t ∈ [0,T ], (8.1)

where:
1There are a number of textbooks devoted to optimal control, and other methods of dynamic op-

timization, in economics. The texts I have used the most are Chiang (1992), Kamien and Schwartz
(2012), and Seierstad and Sydsaeter (1986).
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1. t is time, the interval [0,T ] is the planning period and T is the time (plan-
ning) horizon. T may be finite or infinite, and either exogenous or endoge-
nous.

2. x(t) is the state variable, which describes the ‘state’ of the system at time
t. Usually x(t) is the level of the stock that is being managed, and ẋ(t), the
time derivative of x(t), is the instantaneous change in the stock at time t.

3. u(t) is the control variable. This is the choice variable (extraction rate,
emissions or emissions abatement, fishery harvests, etc.).

Given an initial state, x(0) = x0, which is usually assumed to be exogenous, the
function f governs how the state (stock) evolves with the choice of control. Be-
cause of this, (8.1) is called the state equation or equation of motion. Here are
some examples:

1. A non-renewable resource in fixed supply. x(t) is the size of the reserve in
t, u(t) is extraction in t, and the state equation is

ẋ(t) =−u(t).

2. An aquifer. x(t) is the volume of water in the aquifer in t, u(t) is withdrawal
in t, and R is the natural rate of recharge. The state equation is

ẋ(t) = R−u(t).

3. A fishery. x(t) is the stock of fish in t, u(t)is harvest in t, f (x(t)) is the
natural growth of the fish stock in t. The state equation is

ẋ(t) = f (x(t))−u(t).

4. A cumulative pollutant. x(t)is the stock of the pollutant in t, u(t) is emis-
sions in t, δ ∈ (0,1)is the proportion of the pollutant that decays naturally
in every period. The state equation is

ẋ(t) = u(t)−δx(t).
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8.2.2 Admissible controls
In most economic applications, we will need to restrict the level of a control, at
least implicitly. Obviously production, emissions, harvest and the like cannot be
negative. There may also be upper-bound constraints on these controls that have
to do with capacity constraints. For example, extraction of an ore by a mining
operation with fixed capacity will be constrained by u(t) ∈ [0, ū], where u(t)is
extraction in t and ū is extraction capacity.

Let Ut denote a control set in t. This defines the range of possible values of
the control u(t) in t. Then:

The class of admissible controls U is the class of all piece-wise continuous
real functions u(t) defined over t ∈ [0,T ], and satisfying u(t) ∈Ut for all t.

The definition of admissible controls highlights two important characteristics of
control problems.

1. The optimal control in a particular time period may be on a boundary of
the control set. The optimal control method provides ways to deal with
boundary solutions.

2. An admissible control does not need to be continuous, only that if it is dis-
continuous it is discontinuous at a finite number of points.

An illustration
Suppose a fishing concern has a fixed capacity ū over some finite planning period
[0,T ]. The control u(t) is harvest and the control set is Ut = [0, ū] for all t in the
planning period. Figure 8.1 illustrates two controls, ũ(t), which is continuous,
while the other, û(t), is only piece-wise continuous. Both are admissible controls.

Although controls need not be continuous, states x(t) must be, but they may
be only piece-wise continuously differentiable; that is continuously differentiable
except at a finite number of points. For example, the application of control û(t)
in Figure 8.1 may generate the state path x̂(t) in Figure 8.2. Note that x̂(t) is
continuous throughout, and continuously differentiable except at dates t1, t2 and
t3.

8.2.3 Initial and terminal conditions
With the application of a particular control u(t) and the state equation ẋ(t) =
f (t,s(t),u(t)), the x(t) path is only fully described with an initial condition x(0)
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Figure 8.1: Illustration of continuous and piece-wise continuous controls

and a terminal condition. The latter is a statement about how the system is com-
pleted. Although initial conditions can be variable, they usually are fixed because
they usually describe the level of a stock a planner starts a planning period with.
Fixed initial conditions are usually written as x(0) = x0, where x0 is an exogenous
constant. There is much more variability in the kinds of terminal conditions we
are likely to encounter. The reason for this is that we must say something about
both the terminal state x(T ) and the terminal date T . Both may be fixed, one may
be fixed while the other can vary, or both may be variable. Below are possible
terminal conditions, under the assumption that T is finite.

1. Fixed time, fixed state – both x(T ) and T are fixed.

For example, a fishery regulator seeks to manage harvests over one year’s time
and does so in part to make sure that there is a certain amount of the fish stock
left. Then T is fixed at T (twelve months, 52 weeks, whatever is used as the unit
of time) and x(T ) is constrained to be some value x. In Figure 8.3 are possible
paths of the fish stock x(t), with initial stock x(0) = x0 and terminal condition
T = T , x(T ) = x. 2. Fixed time, variable state – T is fixed, while x(T ) is free.

In these problems the time horizon is fixed, but the terminal state is free. For
example, a mine manager is charged with planning extraction over a fixed horizon.
He is free to leave ore in the ground at the end of this term, perhaps because it
may not be economical to extract it all. He starts the planning period with x0 in
the ground and there is no new development of additional reserves during [0,T ].
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Figure 8.2: Illustration of state paths

Two possible paths for x(t) are in Figure 8.4. To be more specific, this is a fixed-
time, truncated state situation, because x(t) is not completely free. It must be
non-negative, so we really need the constraint x(T )≥ 0.

Figure 8.4: Fixed time, variable state terminal condition

3. Variable time, fixed state –T is variable, but x(T ) is fixed.

Suppose an environmental regulator is charged with stabilizing the concentration
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Figure 8.3: Fixed time, fixed state terminal condition

of a stock pollutant, but is given complete discretion over when the target con-
centration is to be reached. Here x(T ) = x̄ is the target concentration and T is
variable. Suppose that x0 < x. Two possible paths for x(t) are shown in Figure
8.5. For one path x is reached rather quickly because the pollutant is allowed to
accumulate quickly at first.

4. Variable time, variable state – T and x(T ) are variable.

For example, a mine manager is charged with planning extraction over a variable
(endogenous) time horizon. The manager is free to leave ore in the ground if it
is not be efficient to extract it all. However, the stock of ore at the endogenous
terminal date must satisfy the non-negativity constraint, x(T ) ≥ 0. In Figure 8.6,
there are two paths of the stock, beginning with initial stock x0. The lower path
indicates that all of the ore is extracted by T1, while the upper path indicates that
extraction occurs more slowly, and mining is terminated at T2 with some of the
ore left in the ground.
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Figure 8.5: Variable time, fixed state terminal condition

Figure 8.6: Variable time, variable state terminal condition

5. Infinite horizon, that is, T is infinite.

For infinite horizon models there is not terminal condition, because the program
never terminates. Instead, we typically assume that program “settles down” into
a steady state. Specifically, we are in a steady state when the state stops evolving
(i.e., ẋ(t) = 0). We will consider several infinite horizon models in section 5 of
this lecture.
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8.2.4 The objective functional
The fundamental problem of optimal control is to find a control u(t), t ∈ [0,T ], to
maximize a certain objective, subject to constraints on the evolution of the state
variable x(t). (These constraints are the initial condition, the state equation, and
the terminal condition). In most economic applications the objective is to optimize
some stream of payoffs (costs, profit, welfare, etc.).

Let g(t,x(t),u(t)) denote an instantaneous payoff in t. Then the accumulation
of payoffs over the planning interval [0,T ] is∫ T

0
g(t,x(t),u(t))dt. (8.2)

This is called the objective functional. Usually in economic applications the ob-
jective is to optimize the present value of accumulated payoffs. If g(t,x(t),u(t))
is the current value (undiscounted) payoff in t, the objective functional is∫ T

0
g(t,x(t),u(t))dt =

∫ T

0
e−rtg(t,x(t),u(t))dt.

As an example, suppose that a mine operator plans extraction, u(t), of a min-
eral resource over [0,T ]. Extraction costs a constant c per unit, and the extracted
ore sells at a competitive price that evolves according to p(t). The mine operator
wants to choose an extraction path to maximize the present value of the stream of
profits from extraction. The objective functional is∫ T

0
e−rt [p(t)u(t)− cu(t)]dt.

Let me point out two things about this objective functional. First, notice that the
state x(t) does not enter the objective. This is because there is no flow of value
from the ore in the ground. In other extraction problems, the stock provides an
in situ value. For example, standing forests may provide eco-system values like
erosion control, wildlife habitat, recreational opportunities, etc. In this case, the
forest stock would enter the objective functional. The other thing to notice about
the mine operator’s objective functional is that time enters independently in p(t)
and e−rt . That time is present in the discount factor does not pose important
problems for analyzing this problem, but that the price evolves through time in
an exogneous manner means that the obective functional is nmakes the problem
somewhat more complicated. Problems like this are called non-autonomous prob-
lems.



CHAPTER 8. OPTIMAL CONTROL WITH NATURAL RESOURCE APPLICATIONS194

For another example of an objective functional, suppose that the Environmen-
tal Protection Agency wants to manage emissions, u(t), of a stock pollutant over
[0,T ]. The stock of the pollutant, x(t), causes damage m(x(t)), and the aggregate
costs of controlling emissions are c(u(t)). The EPA wants to choose a time path
of emissions to minimize the present value of the stream of damages plus control
costs. The objective functional is∫ T

0
e−rt [m(x(t))+ c(u(t))]dt.

In this problem, both the state and the control enter the objective functional for
clear reasons. Moreover, time enters independently only as part of the discount
factor e−rt .

Besides optimizing the present value of a stream of payoffs, other forms of
objective functionals are possible. Another form arises when a decision-maker
is also concerned about the value of the state at the end of the planning period,
often because she intends to sell the remaining stock of whatever she is managing
when the planning period is over. These are called scrap-value (salvage-value)
problems. Let v(x(T ),T ) denote the scrap value of x in T . Then, the objective
functional is ∫ T

0
g(t,x(t),u(t))dt + v(x(T ),T ).

For example, suppose that over [0,T ] a firm invests u(t) in its capital stock x(t).
The capital stock generates profit according to π(x(t)), and the cost of investing
u(t) is c(u(t)). The firm chooses a time-path of investment to maximize it dis-
counted stream of profits plus the present value of the salvage value of its capital
stock remaining in T . Let the current salvage value of x(t) be v(x(T ),T ). The
firm’s objective functional is∫ T

0
e−rt [π(x(t))− c(u(t))]dt + e−rT v(x(T ),T ).

8.2.5 The fundamental problem of optimal control
We now have all the elements necessary to give a formal statement of a one-
dimensional control problem. It is to choose a control u(t), t ∈ [0,T ], to
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maximize
∫ T

0
g(t,x(t),u(t))dt

subject to ẋ(t) = f (t,x(t),u(t))
x(0) = x0

a terminal condition
u(t) ∈Ut , ∀t ∈ [0,T ]. (8.3)

The solution (provided one exists) is u∗(t), t ∈ [0,T ], which provides a time path
of the state, x∗(t), t ∈ [0,T ], as the solution to

ẋ(t) = f (t,x(t),u(t))
x(0) = x0

a terminal condition

The maximum value for the problem is∫ T

0
g(t,x∗(t),u∗(t))dt.

8.3 The Maximum Principle
We can now turn our attention to characterizing optimal controls. The necessary
conditions for an optimal control are together referred to as the maximum princi-
ple.

8.3.1 Necessary conditions for an optimal control
To characterize optimal control for (8.3) we first introduce another variable, λ (t),
called a costate variable (or adjoint variable). This variable will serve a role
similar to Lagrange multipliers in static constrained optimization problems. As
such it is a value variable, which provides a shadow price for the state variable.

The costate variable enters our control problem with the Hamiltonian function,

H(t,x(t),u(t),λ (t)) = g(t,x(t),u(t))+λ (t) f (t,x(t),u(t)). (8.4)

(From now on let’s drop the (t) attached to x, u, and λ , except when we need it).
The maximum principle is a set a necessary conditions that determine an optimal



CHAPTER 8. OPTIMAL CONTROL WITH NATURAL RESOURCE APPLICATIONS196

control, the associated response, as well as the path of the costate variable. They
are:

max
u

H(t,x,u,λ ), ∀t ∈ [0,T ] (8.5)

λ̇ =−∂H
∂x

=−
[

∂g
∂x

+λ
∂ f
∂x

]
(8.6)

ẋ =
∂H
∂λ

= f (t,x,u) (8.7)

x(0) = x0 (8.8)
a transversality condition (8.9)

(I have dropped the t argument for the state, control and co-state variables simply
to reduce the clutter. It should be understood that these are always functions
of time. When evaluating these varriables at specific points in time–e.g., at the
terminal date as below–I will put the time argument back in). (8.5) indicates that
the control u must maximize the Hamiltonian at every instant of time. Assuming
that H is continuously differentiable, u is unbounded, or we insist on interior
solutions for u, and an appropriate second-order condition is satisfied (more on
this later), we may replace maxu H with ∂H/∂u = 0. Equation (8.6) governs the
path of the costate variable so it is often called the costate equation. (8.7) is simply
a re-statement of the state equation ẋ = f (t,x,u) and (8.8) is the initial condition.

Transversality conditions govern the state and its value at T , so these con-
ditions vary according to the terminal condition that is assumed. Alternative
transversality conditions for finite horizon problems include:

1. Fixed T , fixed x(T ) = xT . No transversality condition is required.

2. Fixed T , free x(T ). The transversality condition is λ (T ) = 0, indicating that
the value of the state at T must be zero.

3. Fixed T , x(T )≥ xT . The transversality conditions are

λ (T )≥ 0, x(T )≥ xT , λ (T )[x(T )− xT ] = 0.

Suppose that xT = 0. Then this condition means that either the stock is exhausted,
x(T ) = 0, or if there is some remaining its value must be zero, λ (T ) = 0.

4. Fixed x(T )= xT , T is free. The transversality condition is H(T,x(T ),u(T ),λ (T ))=
0, indicating that the program ends when there is no value to keeping it going.
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5. T and x(T ) are free, but x(T ) is nonnegative. In this case there are two transver-
saility conditions,

λ (T )≥ 0, x(T )≥ 0, λ (T )x(T ) = 0

and
H(T,x(T ),u(T ),λ (T )) = 0.

The second transversaility condition means that the end of the program is when
there is no additional value to keeping it going. For a relatively comprehesive
account of possible transversality conditions, see Kamien and Schwartz (2012).

8.3.2 Sufficient conditions
The conditions (8.5) through (8.9) are only necessary conditions for a solution to
(8.3). For them to be necessary and sufficient to identify an optimal control u∗ and
associated state x∗, we must make sure that one of a number of possible sufficient
conditions are satisfied. Here are two such conditions.

Mangasarian (loosely). If g(t,x,u) is concave in (x,u), and f (t,x,u) is linear in
(x,u), the necessary conditions (8.5) through (8.9) are also sufficient to identify
a solution to (8.3). If g(t,x,u) is strictly concave in (x,u), the solution to (8.3)
is unique. If f (t,x,u) is non-linear but concave in (x,u), and it is true that with
an optimal solution λ (t) ≥ 0, ∀t ∈ [0,T ], the necessary conditions (8.5) through
(8.9) are also sufficient.

Arrow (a weaker condition). Let u∗ maximize H(t,x,u,λ ) given t, x and λ . Then,
u∗ = u∗(t,x,λ ). Define

H0(t,x,λ ) = H(t,x,u∗,λ ) = g(t,x,u∗)+λ f (t,x,u∗).

Then, the necessary conditions (8.5) through (8.9) are also sufficient to identify a
solution to (8.3) if H0(t,x,λ ) is concave in x.

8.3.3 Current-value Hamiltonian
Consider the problem

maximize
∫ T

0
e−rt

π(t,x,u)dt

subject to ẋ = f (t,x,u)
x(0) = x0

a terminal condition. (8.10)
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Let π indicate instantaneous profit. Note that π(·) is a current-value expression
and π(·)e−rt is the present value of π . Write the Hamiltonian,

H = π(t,x,u)e−rt +λ f (t,x,u).

As we’ve noted, λ is the present value of the shadow price of x. Since λ is a
present value and π is a current value, confusion can arise when interpreting the
Hamiltonian and the necessary conditions. Therefore, it is sometimes convenient
to make all values current values. We do this by creating a new costate variable µ

such that µe−rt = λ . Note that µ is a current value shadow price. Incorporating
µ into the Hamiltonian gives us

H = [π(t,x,u)+µ f (t,x,u)]e−rt = Hce−rt .

Hc = π(t,x,u)+µ f (t,x,u) is called the current-value Hamiltonian. The necessary
(maximum principle) conditions are:

1. Since e−rt is independent of u,

max
u

H = max
u

Hc

Therefore this necessary condition is the same whether we use the current value
Hamiltonian or not.

2. The costate equation is λ̇ = −Hx. Transform each side of this equation using
the new costate variable. Since λ = µe−rt ,

λ̇ =−rµe−rt + µ̇e−rt .

Furthermore
−Hx =−Hc

x e−rt .

Therefore λ̇ =−Hx is identical to

−rµe−rt + µ̇e−rt =−Hc
x e−rt ,

or
µ̇ = rµ−Hc

x .

This is the costate equation for the current value costate variable.
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3. The condition for the state equation is

ẋ = Hλ = f (t,x,u),

but since Hλ = Hc
µ , we may use ẋ = Hc

µ = f (t,x,u) instead.

4. Transversality conditions are revised by simply using λ = µe−rt . For examples:
i) Fixed T , free x(T ) requires

λ (T ) = µ(T )e−rT = 0.

ii) Fixed T, x(T )≥ xT , requires

λ (T )≥ 0, x(T )≥ xT , λ (T )[x(T )− xT ] = 0,

which is identical to

µ(T )e−rT ≥ 0, x(T )≥ xT , µ(T )e−rT [x(T )− xT ] = 0.

8.3.4 Economic interpretation of the maximum principle
Each element of the maximum principle has an intuitive economic interpretation
(Dorfman, 1969). Let us develop these interpretations with a simple control model
of a profit-maximizing firm. The state variable is its capital stock K. The control
variable is u, which represents some decision of the firm that affects the firm’s
profit and its capital stock. Let π denote the firm’s profit and suppose that its
control problem is

maximizeu

∫ T

0
π(t,K,u)dt

subject to K̇ = f (t,K,u)
K(0) = K0

K(T )≥ Kmin ≥ 0, T fixed. (8.11)

Note that we don’t discount profits. This is just to simplify matters. The Hamilto-
nian is

H = π(t,K,u)+λ f (t,K,u). (8.12)
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As we have been doing all along, interpret a costate variable λ as the shadow price
of the capital stock in t. The maximum principle conditions (i.e., the necessary
conditions) for solving (8.11) are:

Hu = πu +λ fu = 0 (8.13)

λ̇ =−HK =−(πK +λ fK) (8.14)
K̇ = f (t,K,u) (8.15)
K(0) = K0 (8.16)
λ (T )≥ 0, K(T )−Kmin ≥ 0, andλ (T )[K(T )−Kmin] = 0. (8.17)

Assume that a sufficient condition holds, so that (8.13) through (8.17) identify an
optimal control.

To interpret (8.13) through (8.17) first consider the value of the program in
a time period between time zero and the terminal date. It is made up of two
components, the first of which is obviously current profit π(t,K,u). But the value
of the remaining capital stock must be taken into account as well. Since λ is the
shadow price of the capital stock, the total value of the remaining stock of capital
in t is λK. The change in the value of the capital stock in that period is then
λ̇K+λ K̇. The complete net benefit of choices made in t consists of current profit
plus the change in the value of the capital stock. That is,

π(t,K,u)+ λ̇K +λ K̇. (8.18)

Now imagine choosing the control u and the capital stock K in t to maximize this
expression. The first order conditions are:

πu +λ fu = 0;

πK + λ̇ +λ fK = 0.

Note that πu+λ fu = 0 is (8.13). Moreover, rearrange πK + λ̇ +λ fK = 0 to obtain
λ̇ =−(πK +λ fK), which is the same as (8.14). Thus, (8.13) and (8.14) represent
criteria for the optimal current-period control and level of capital. Given the inter-
pretation of (8.18), the optimal choices account for the marginal affect on current
profit and the marginal affect on future profit through the change in the value of
the capital stock.

Two of the maximum principle conditions are given exogenously. (8.15) is the
state equation that specifies how the decision u affects the change in the capital
stock. (8.16) is simply the initial stock of capital.
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The remaining condition of the maximum principle is a transversality condi-
tion (8.17). If λ (T ) > 0, indicating that any capital stock remaining at the end is
valuable, then the firm should use as much capital as is allowed; i.e., K(T ) =Kmin.
On the other hand, if K(T )>Kmin, then λ (T )= 0 indicating that the excess capital
at the end has no value.

Of course, other terminal conditions are possible, which require other transver-
sality conditions. For example, suppose that K(T ) is free but T is fixed. The
transversality condition is λ (T ) = 0, indicating that the shadow price of capital
be driven to zero at the terminal date. At the terminal date, any capital that is left
has no value because it is too late to use it to produce more profit. Lastly, consider
a variable terminal time problem. Suppose K(T ) = KT , some pre-specified value,
but T is free. Then, the transversality condition is [H]t=T = 0; that is, T should
be chosen so that at that at T the sum of future and current profit is zero. In other
words, KT should not be reached as long as there are current and/or future profits
to be had.

8.3.5 Autonomous problems
Consider the problem

maximize
∫ T

0
g(x,u)dt

subject to ẋ = f (x,u)
x(0) = x0

a terminal condition. (8.19)

Problems of this sort are called autonomous problems because time t does not
enter the objective functional or state equation independently. This means that the
Hamiltonian, H(x,u,λ ) = g(x,u)+λ f (x,u), as well as the necessary conditions,
do not involve t explicitly. This fact makes autonomous problems much easier to
solve.

Another consequence of autonomous problems is that the Hamiltonian eval-
uated along optimal paths u∗,x∗, and λ ∗ is constant through time. To see this
differentiate H∗(t,x,u,λ ) with respect to time:

dH∗

dt
=

∂H∗

∂ t
+

∂H∗

∂x
ẋ+

∂H∗

∂u
u̇+

∂H∗

∂λ
λ̇ .
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Optimality requires ∂H∗/∂u = 0; hence, (∂H∗/∂u)u̇ = 0. Furthermore, optimal-
ity requires ẋ = ∂H∗/∂λ = 0 and λ̇ =−∂H∗/∂x = 0, implying

∂H∗

∂x
ẋ+

∂H∗

∂λ
λ̇ =−λ̇ ẋ+ ẋλ̇ = 0.

Therefore,
dH∗

dt
=

∂H∗

∂ t
.

If we are looking at an autonomous problem with maximized Hamiltonian H∗ =
H(x∗,u∗,λ ∗), and ∂H∗/∂ t = dH∗/dt = 0. Thus, the Hamiltonian evaluated along
its optimal path is constant through time.

Suppose we have an autonomous problem with a variable terminal time T .
Then the transversality condition is [H]t=T . Since the problem is autonomous H =
0 at every point in time.

Now suppose that the per-period payoff g(x,u)is discounted, so that our con-
trol problem is

maximize
∫ T

0
g(x,u)e−rtdt

subject to ẋ = f (x,u)
x(0) = x0

a terminal condition.

Although t now enters the objective functional independently, economists tend to
view this kind of problem as autonomous as well. The reason is that we can take
the discount factor out of consideration by using the current-value Hamiltonian

Hc = g(x,u)+µ f (x,u).

Clearly, with x∗ and u∗, dHc/dt = 0, implying that Hc along its optimal path is
constant through time.

8.3.6 Multi-dimensional control problems
Thus far we’ve considered one-dimensional control problems (one control, one
state). The maximum principle is easily extended to multi-dimensional problems.
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Suppose a problem has n state variables, (x1,x2..,xn), and m control variables,
(u1,u2, ...um). Since we have n state variables we must have n state equations

ẋ1 = f1(t,x1, ...,xn,u1, ...,um)
ẋ2 = f2(t,x1, ...,xn,u1, ...,um)
...
ẋn = fn(t,x1, ...,xn,u1, ...,um).

More compactly, ẋi = fi(t,x1, ...,xn,u1, ...,um), i = 1, ...,n. Each state has an ini-
tial position xi(0) = xi0, i = 1, ...,n, as well as a terminal condition. Suppose that
T is fixed and the xi(T ), i = 1, ...,n, are free. Consider the control problem

maximizeu j, j=1,...,m

∫ T

0
g(t,x1, ...,xn,u1, ...,um)dt

subject to ẋi = fi(t,x1, ...,xn,u1, ...,um), i = 1, ...,n
xi(0) = xi0, i = 1, ...,n
xi(T ), i = 1, ...,n, are free, T given.

Since we have n state equations, we need to introduce n costate variables, λi, i =
1, ...,n. The Hamiltonian is

H = g(t,x1, ...,xn,u1, ...,um)+∑
n
i=1 λi fi(t,x1, ...,xn,u1, ...,um).

The necessary conditions are

maxu j H, j = 1, ...,m
λ̇i =−∂H/∂xi, i = 1, ...,n
ẋi = ∂H/∂λi = fi(·), i = 1, ...,n
λi(T ) = 0, i = 1, ...,n.

Note that the maximum principle for multi-dimensional problems is a straightfor-
ward extension of the one-dimension case. In practice however, analytic solutions
to multi-dimensional problems are very difficult to obtain. Usually, if an analyst is
interested in specific solutions (as opposed to simply drawing qualitative conclu-
sions from the necessary conditions), he or she will rely on numerical techniques.
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8.3.7 Incorporating control constraints

8.4 Application: Extraction of a nonrenewable re-
source

A planner wants to determine the optimal rate of extraction of a nonrenewable
resource. The planner’s problem has the following features:

• The stock of the resource at an instant in time is x, and the stock of the
resource at the beginning of the planning period is x(0) = x0.

• Extraction is y so the state equation is ẋ =−u.

• Aggregate extraction costs are summarized by the function, c(u,x, t), which
is strictly increasing and convex (perhaps weakly convex) in extraction. In
addition, c(0,x, t) = 0.

• Total extraction costs are non-decreasing at a non-decreasing rate as the
stock x is reduced to allow for the possibility that depleting the stock re-
quires exploiting more costly deposits. In addition, suppose that marginal
extraction costs are non-decreasing as the stock is depleted.

• The market price of the extracted resource is determined by the inverse de-
mand function p(u, t), which, given the time period, is linearly decreasing
in the current level of extraction. The linearity assumption is made to sim-
plify the analysis. In addition, p(0, t) at some finite price p (i.e., the inverse
demand function has a vertical intercept p). This is often referred to as the
“choke price.”

• The planner wishes to maximize the present value of the accumulation
of consumer surplus plus producer surplus over an endogenous planning
horizon. The planner uses a constant discount rate r in his calculations.

Note that consumer surplus plus producer surplus in a particular period is∫ y

0
p(u, t)dy− c(u,x, t).
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Then, the planner’s control problem is to choose a path of extraction y over [0,T ]
to solve

maximizey

∫ T

0

(∫ u

0
p(u, t)du− c(u,x, t)

)
e−rtdt (8.20)

subject to ẋ =−u
x(0) = x0

x(T )≥ 0, T free.

The current-value Hamiltonian for the problem is

H =
∫ u

0
p(u, t)du− c(u,x, t)−µy. (8.21)

The necessary conditions are

Hu = p(u, t)− cu(u,x, t)−µ = 0; (8.22)

µ̇− rµ =−Hx⇒ µ̇ = rµ + cx(u,x, t); (8.23)

ẋ =−u; (8.24)

x(0) = x0; (8.25)

µ(T )≥ 0, x(T )≥ 0, µ(T )x(T ) = 0; (8.26)

Ht=T =
∫ u(T )

0
p(u,T )du− c(u(T ),x(T ),T )−µ(T )u(T ) = 0. (8.27)

The current-value costate variable µ is the shadow price or in situ (in the
ground) value of the resource stock. This is often referred to as the (marginal)
user cost of the resource to capture the fact that a unit extracted in one period has
an opportunity cost because it is unavailable for use in the future. Equation 8.22
says that at any point in time, extraction takes place to the point where the above-
ground price of the extracted resource minus the marginal cost of extraction is
equal to the user cost of the resource stock. If µ(t) is strictly positive in a period,
then it leads to lower extraction in that period to conserve the resource for future
exploitation. (8.23) is the current value adjoint or co-state equation that governs
the evolution of the shadow value of the resource stock. (8.24) is the state equation
and (8.25) is the initial stock of the resource. (8.26) is the transversality condi-
tion for the non-negative stock at T ; i.e., x(T ) ≥ 0. (8.27) is the transversality
condition for the free terminal date.



CHAPTER 8. OPTIMAL CONTROL WITH NATURAL RESOURCE APPLICATIONS206

The conditions (8.22) through (8.27) are both necessary and sufficient to iden-
tify an optimal path of extraction as long as a sufficient condition holds. An easy
sufficient condition to apply in this case is to make sure that the Hamiltonian is
strictly concave. In this case,

Huu = pu− cuu < 0;

Hxx =−cxx ≤ 0;

and
HuuHxx− (Hux)

2 =−(pu− cuu)cxx− (cux)
2 > 0.

Huu < 0 because the inverse demand function is downward sloping and extraction
costs are convex in the level of extraction. Hxx ≤ 0 because extraction costs are
convex in the level of the stock. Since HuuHxx > 0 and (Hux)

2 > 0, we simply
assert that HuuHxx− (Hux)

2 > 0.

8.4.1 Hotelling’s model
Harold Hotelling may have been the first author to examine the extraction of a
nonrenewable resource in an explicit dynamic optimization framework (Hotelling,
1931). (Although he did not use optimal control–it wasn’t invented yet). Simplify-
ing our model allows us to quickly derive what is commonly known as “Hotelling’s
rule”, which is a statement about how the shadow price (or in situ price) of a non-
renewable resource evolves over time.

We simplify the model in two ways for this section. First, the demand func-
tion and the extraction cost function do not depend on time directly. Second, the
extraction cost function is simply c′u, where c′ is a constant throughout. Note
that we are assuming away cost effects of depleting the resource. Under these
assumptions the current value Hamiltonian is

H =
∫ u

0
p(u)du− c′u−µy,

and our necessary conditions (8.22) through (8.27) become:

p(u)− c′−µ = 0; (8.28)

µ̇ = rµ; (8.29)

ẋ =−u; (8.30)
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x(0) = x0; (8.31)

µ(T )≥ 0, x(T )≥ 0, µ(T )x(T ) = 0; (8.32)

Ht=T =
∫ u(T )

0
p(u)du− c′u(T )−µ(T )u(T ) = 0. (8.33)

Equation 8.29, rewritten as µ̇/µ = r, says that the rate of appreciation of the
value of the resource stock is equal to the interest rate r. This is the standard
Hotelling rule for nonrenewable resource extraction, which we will have more to
say about shortly. First, however, let us say something about the value of µ . We
know that µ ≥ 0 in every time period, because p(u)− c′−µ = 0 from (8.28) and
it is reasonable to assume that extraction will only take place if p(u)− c′ ≥ 0.
Moreover, sinceµ̇ = rµ is a simple linear homogeneous differential equation, its
solution is µ = µ0ert , or

µe−rt = µ0. (8.34)

In (8.34), µ0 is the shadow price of the initial stock of the resource. Equation
(8.34) reveals that the present value of the shadow price of the resource is constant
through time. This implies that if µ = 0 in any time period, then it is zero in every
time period. In this case the resource is not really scarce. Or, put another way, the
resource in the ground is not valuable. Let us assume from here on that µ > 0 for
all t ∈ [0,T ].

Return to the Hotelling rule that the rate of appreciation of the value of the
resource stock is equal to the interest rate r along an optimal path of extraction.
Think of the nonrenewable resource stock as a capital asset and r is the return
on similar investments. If µ̇/µ < r, then the resource stock is appreciating more
slowly than alternative investments and resource owners would want to divest
themselves of the asset (by extracting it) as quickly as possible. On the other
hand, if µ̇/µ > r, then the stock is appreciating faster than alternative investments,
causing resource owners to hoard the stock by not extracting any of it. Positive
and bounded extraction in a time period requires that the resource appreciate at
the same rate as similar assets.

The Hotelling rule also gives us a prediction about the price path of the ex-
tracted resource. Since, from (8.28), price minus marginal cost is equal to the
shadow price, which rises at the rate of interest, price minus marginal cost also
rises at the rate of interest. With additional information about the terminal and
initial prices, we can trace out the entire price path.

Let us now turn to the termination of the program. First consider the transver-
sality condition (8.32). Since we have asserted that the shadow value of the re-
source is positive in all period, including the last, µ(T ) > 0 implies x(T ) = 0.
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Thus, all of the initial stock of the resource will be extracted by the terminal date.
Specifically, ∫ T

t=0
u(t)dt = x0. (8.35)

The transversality condition (8.33) helps us determine the optimal end of the
extraction program. Given µ(T ) > 0, the only way for the Hamiltonian to equal
zero at the terminal date is for extraction u(T ) to be zero. So, the last unit of the
resource is extracted in the last period. In addition, we can assert that the last
unit will sell at the highest possible price. This is the utility of assuming that the
inverse demand function for the extracted resource has a choke price p. Not only
does the last unit of the resource sell in the last period, it sells as close to the choke
price as possible. Therefore, at the terminal date u(T ) = 0 and p(u(T )) = p.

Let us now drawn some qualitative conclusions about the rest of the extraction
path. Differentiate (8.28) with respect to time and rearrange the result to obtain

u̇ =
µ̇

pu(u)
< 0. (8.36)

The inequality follows from pu < 0 (i.e., the inverse demand function is downward
sloping) and µ̇ = rµ > 0, and reveals that extraction is falling over time. Now,
µ̇ = rµ and p(u)− c′−µ = 0 allow us to rewrite (8.36) as

u̇ =
r(p(u)− c′)

pu(u)
.

Differentiate again with respect to time, recalling that the inverse demand function
is linear, to obtain

ü =
rpu(u)u̇

pu(u)
= ru̇ < 0. (8.37)

(8.36) and (8.37) reveal that the optimal extraction path is decreasing at an in-
creasing rate through time.

Figure 8.7 illustrates the price of the extracted resource and the shadow price
of the resource in panel (a) and the optimal path of extraction in panel (b). In
panel (a), note that the price of the extracted resource hits the choke price p at the
optimal terminal date T ∗. At each date, µ∗(t) is equal to price minus marginal
cost and it rises at the rate of interest before T ∗. The optimal extraction path in
panel (b) is associated with the price path via the inverse demand curve. At T ∗,
u∗(T ∗) = 0. Moreover, ∫ T ∗

t=0
u∗(t)dt = x0
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so that cumulative extraction is equal to the initial stock of the resource

(a) Optimal price and shadow price paths

(b) Optimal extraction path

Figure 8.7: Optimal price and extraction paths for a nonrenewable resource

8.4.2 Stock effects on the optimal extraction of a non-renewable
resource

To derive the Hotelling rule, we assume that the stock of the resource did not af-
fect the costs of extraction. However, extraction costs may increase as the stock is
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depleted because the easiest to exploit deposits are exploited first and then extrac-
tion moves to deposits that are more and more costly to exploit. To capture this
stock effect, suppose that the marginal cost of extraction is c(x),with cx(x) > 0.
The current-value Hamiltonian is now

H =
∫ u

0
p(u)du− c(x)u−µy,

and the first two necessary conditions are:

p(u)− c(x)−µ = 0; (8.38)

µ̇ = rµ + cx(x)u. (8.39)

Rearrange the costate equation (8.39) as

µ̇

µ
= r+

cx(x)u
µ

< r.

In this case, the standard Hotelling rule does not hold, because the shadow value
rises more slowly than the rate of interest. The intuition is that the opportunity
of cost of extracting more of the resource now not only means that there is less
available to extract in the future, but the cost of extraction is higher in the future
because of the lower stock. Note that it is possible that the shadow price of the
resource can actually fall in time if the stock effect on extraction costs is strong
enough.

8.4.3 Exogenous time effects on the optimal extraction of a non-
renewable resource

So far we have assumed that the non-renewable resource extraction problem is
an autonomous problem; that is, the state equation and the objective functional do
not depend on time directly, except through the discount factor. However, demand
for the resource and the costs of extracting the resource are likely to shift in time.
Demand for the resource may grow in time with population growth and increases
in per capita income. Moreover, technological change in extraction technologies
is an important part of accounts of the growth of non-renewable resource indus-
tries. We can gain some intuition about how changes in the demand and costs of
extraction over time affect optimal extraction paths by assuming demand and cost
functions that change exogenously through time.
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For example, suppose that aggregate cost of extraction of the resource is now
c(t)u. Note that we are assuming away stock effects on extraction costs, but sup-
pose that exogenous technological change reduces the marginal cost of extraction
over time so that ċ(t) < 0. Continue to assume that the inverse demand function
does not depend on time directly. In this case, the current value Hamiltonian is

H =
∫ u

0
p(u)du− c(t)u−µy

and the first two necessary conditions are:

p(u)− c(t)−µ = 0; (8.40)

µ̇ = rµ. (8.41)

As in Hotelling’s model, price minus the marginal cost of extraction rises at the
rate of interest. In addition, by the same arguments used above, the entire stock of
the resource is extracted, the last unit of the resource is extracted in the last period,
and the last unit sells at the choke price p.

However, the fact that the marginal cost of extraction decreases over time
changes the optimal extraction path, the price path, and the terminal date. To
understand how, differentiate (8.40) with respect to time and use (8.41) to obtain

u̇ =
rµ

pu
+

ċ
pu

. (8.42)

The second term of (8.42), ċ/pu > 0, is an adjustment to the rate of extraction that
is due to the falling marginal extractions costs. Provided that the path of extraction
is still declining through time, ċ/pu > 0 implies that the extraction declines less
rapidly through time. (Note that it is possible that this factor can actually lead to
increasing extraction over time).

The consequences of declining marginal extraction costs are illustrated in Fig-
ure 8.8. The optimal extraction and price paths with a constant marginal extraction
cost are u∗1(t) and p(u∗1(t)), respectively. These correspond to the price and ex-
traction paths in Figure 8.7. In contrast, u∗2(t) and p(u∗2(t)) are possible extraction
and price paths with a declining marginal extraction cost, assuming that the ex-
traction path still declines through time. These latter paths also feature complete
exhaustion of the resource stock, the last unit is extracted at the terminal date and
the last unit sells at the choke price p̄. Since, extraction declines less rapidly as
c(t) falls, extraction is tilted toward the future in these sense that less is extracted
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in earlier period, more is extracted in later periods and the resource stock lasts
longer. Extraction is delayed in anticipation of technological change that lowers
marginal extraction costs in the future. The corresponding price path starts with
higher prices and rises less rapidly than with constant marginal extraction costs.

Similar results obtain if we assume that demand increases exogenously through
time, perhaps because of rising incomes or populations. Suppose that the inverse
demand function for the extracted resources is p(u, t), with ṗ > 0. The current-
value Hamiltonian is

H =
∫ u

0
p(u, t)du− c(t)u−µy

and the first two necessary conditions are:

p(u, t)− c(t)−µ = 0; (8.43)

µ̇ = rµ. (8.44)

Again, the shadow value of the resource stock increases at the rate of interest,
but the price and extraction paths will differ. To see this differentiate (8.43) with
respect to time and use (8.44) to obtain

u̇ =
rµ

pu
− (ṗ− ċ)

pu
. (8.45)

Notice how the effect of increasing demand on the extraction path reinforces the
effect of decreasing marginal extraction costs, both serving to tilt extraction to the
future. In this case, extraction is spread out over a longer period time to take of
advantage of both higher demand and lower extraction costs in the future.2

8.5 Infinite Horizon Models
For infinite horizon models the planning period is [0,∞]. Consider the following
control problem:

maximizeu

∫
∞

0
π(x,u)e−rtdt

subject to ẋ = f (x,u)
x(0) = x0.

2Suppose that the entire inverse demand function shifts outward over time. Then, the choke
price also increase through time. Then, to illustrate the effects of increasing demand in a graph
like Figure 8.8, we would have to graph p̄ increasing instead of constant.
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(a) Price effects of declining marginal extraction costs

(b) Extraction effects of declining marginal extraction costs

Figure 8.8: The effects of declining marginal extraction costs on optimal price and
extraction paths
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Note that in the statement of the problem there is no terminal condition, and the
necessary conditions do not include a transversality condition. In infinite horizon
problems, the steady state often replaces the terminal condition. Moreover, a
transversality condition is replaced by the assumption that the optimal solution
approaches a steady state.

In a steady state the state variable is constant, that is, ẋ = 0. If the payoff
function and state equation do not depend on time independently of the control,
the state and the discount factor, then the control and current value costate variable
are also constant; that is, u̇ = µ̇ = 0. If a steady state exists and is unique, we can
use ẋ = u̇ = µ̇ = 0 and the necessary conditions to identify steady state values
(xs,us,µs). Given that we can identify a steady state, we can examine paths to the
steady state of x, u, and µ . We will do so with a phase diagram.

8.5.1 Controlling a stock pollutant
A stock pollutant is a pollutant that accumulates over time, and the damage it
causes at a point in time is a function of how much has accumulated to that point.
For example, greenhouse gases like carbon dioxide are stock pollutants.3 To ex-
amine the problem of the optimal control of a stock pollutant we will use the
following .

• x is the stock of the pollutant in the atmosphere: this is the state variable.

• u is aggregate emissions; this is the control variable.

• g is the percentage of the stock of the pollutant that decays in a time period,
g ∈ (0,1)

• ẋ = u− gx is the state equation; that is, the stock of the pollutant changes
in a period according to how much is relased into the environment less the
part of the stock that decays.

• m(x) is the aggregate damage function from the stock of the pollutant.
Assume that m is strictly increasing and strictly convex (i.e., m′ > 0 and
m′′ > 0).

• c(u) is the aggregate abatement cost function, which is strictly decreasing
and strcitly convex in current emissions (i.e., c′ < 0 and c′′ > 0).

3This section is based on Falk and Mendelsohn (1993).
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• r is the discount rate held constant over [0,∞]

The planning objective is to choose the path of greenhouse gas emissions to min-
imize the present value of the flow of damage plus abatement costs:

minimizex

∫
∞

0
[m(x)+ c(u)]e−rtdt

subject to ẋ = u−gx
x(0) = x0 (the initial stock of x). (8.46)

The current-value Hamiltonian is

H = m(x)+ c(u)+µ(u−gx).

Since m and c are strictly convex, the Hamiltonian is strictly convex in (x,u).
Therefore, the following necessary conditions are also sufficient.

Hu = c′(u)+µ = 0 (8.47)
µ̇ = rµ−Hx⇒

µ̇ =−m′(x)+µ(r+g) (8.48)
ẋ = u−gx (8.49)
x(0) = x0. (8.50)

The current-value costate variable is the marginal reduction in the present value
of future damages and abatement costs from abating one unit now.4 Thus, µ =
−c′(u) balances the marginal benefit of current abatement against marginal costs.
Since µ is the shadow value of abating a unit of emissions, we can interpret it as
the optimal tax on emissions. The relationship between the optimal tax and level
of emissions in a period is illustrated in Figure 8.9.

4In the climate change arena, µ has come to be known as the social cost of carbon (US Intera-
gency Working Group on the Social Cost of Carbon, 2013)
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Figure 8.9: The optimal current-period tax on a stock pollutant

The steady state

To identify the steady state we use the first three first order conditions and set
ẋ = 0. Note from (8.49), that ẋ = 0⇒ u̇ = 0. Moreover, from (8.48) that u̇ = 0⇒
µ̇ = 0. Therefore, take the costate equation (8.48) first and solve

µ̇ =−m′(x)+µ(r+g) = 0,

which yields
µ = m′(x)/(r+g). (8.51)

Now consider the state equation:

ẋ = u−gx = 0. (8.52)

With
µ =−c′(u), (8.53)

we have a system of three equations, (8.51) through (8.53), with three unknowns
(x,u,µ). The solution to these equations is the steady state (xs,us,µs).

To illustrate the solution in two dimensions we graph the combinations of µ

and x for which µ̇ = 0 and then do the same for ẋ = 0. Under certain conditions
the intersection of these functions provides the steady state µ and x.
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Figure 8.10: Steady state pollutant stock and emissions tax

Let’s focus first on µ and x for which µ̇ = 0. From (8.51) note that ∂ µ/∂x =
m′′(x)/(r + g) > 0, which indicates that the µ̇ = 0 function is increasing in the
(µ,x) quadrant. The state equation (8.52), ẋ = u−gx = 0, takes a little more work
because it doesn’t involve µ directly. To get µ into ẋ we need both (8.52) and
(8.53). Note first that ẋ = u−gx = 0 implies

u = gx (8.54)

in the steady state. Combine (8.53) and (8.54) to obtain

µ =−c′(gx). (8.55)

Equation (8.55) collects all combinations of µ and x for which ṡ = 0. Note that
∂ µ/∂x = −gc′′(gx) < 0, indicating that the ẋ = 0 function is decreasing in the
(µ,x) quadrant. The steady-state values of µ and x are determined as the simul-
taneous solution to (8.51) and (8.55). Figure 8.10 illustrates the steady state tax
and stock of the pollutant. The steady-state level of emissions is determined easily
with the state equation ẋ = u−gx = 0; that is, us = gus.

Paths to the steady state—a phase diagram

One of the most interesting aspects about steady-state analysis is how µ , x and
u move toward the steady state. To do this we construct a phase diagram by



CHAPTER 8. OPTIMAL CONTROL WITH NATURAL RESOURCE APPLICATIONS218

examining how µ moves when the system is away from µ̇ = 0 and doing the same
with x.

Begin with µ and the costate equation (8.48). Note that

∂ µ̇/∂x =−m′′(x)< 0.

Consider a pair (µ̄, x̄) such that µ̇ = 0. That is,

µ̇ = µ̇(µ̄, x̄) =−m′(x̄)+ µ̄(r+g) = 0.

Now leave µ = µ̄ , but consider x0 < x̄. Since ∂ µ̇/∂x < 0 and µ̇(µ̄, x̄) = 0,
µ̇(µ̄,x0) > 0. For x1 > x̄, µ̇(µ̄,x1) < 0. Thus, for pairs (µ,x) above the µ̇ = 0
function, µ̇ > 0. For every (µ,x) below the µ̇ = 0 function, µ̇ < 0. Figure 8.11
illustrates the movement of µ .

Figure 8.11: The movement of the optimal emissions tax

Now consider ẋ away from the ẋ = 0 function. Take the state equation ẋ =
u−gx. We need this in terms of µ , so consider µ = −c′(u). Since −c′ is strictly
decreasing (because c′′ > 0), it has an inverse that is also strictly decreasing. Let
(−c′)−1 = v. Then

ẋ = ẋ(µ,x) = v(µ)−gx,

with ∂ ẋ/∂ µ = v′(µ)< 0. Take a pair (µ̄, x̄) such that

ẋ = ẋ(µ̄, x̄) = v(µ̄)−gx̄ = 0.
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Fix x = x̄ and consider µ0 < µ̄. Since ∂ ẋ/∂ µ)< 0 and ẋ(µ̄, x̄) = 0, ẋ(µ0, x̄)> 0.
For µ1 > µ ′, ẋ(µ1, x̄)< 0. Therefore, ẋ < 0 for any (µ,x) above the ẋ = 0 function
and ẋ > 0 for any (µ,x) below the ẋ = 0 function. Figure 8.12 illustrates the
movement of x.

Figure 8.12: The movement of the stock of pollution

Combining our findings about µ̇ and ẋ away from µ̇ = ẋ = 0 yields Figure
8.13. The directional arrows tell us the qualitative movement of (µ,x) away from
or toward the steady state in each of the four regions of the diagram.

Figure 8.13: A phase diagram for a stock pollutant
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Figure 8.14: Movement toward a higher steady state stock of a stock pollutant

Given some initial stock of pollution, x0 6= xs, we can draw qualitative con-
clusions about the path of (µ,x) toward the steady state. This will be particularly
revealing for the µ−path, because this will be the path of the optimal tax on emis-
sions. Figure 8.14 illustrates possible paths to the steady state when the initial
stock of the pollutant is less than the steady state stock; that is, when x0 < xs. I
have drawn the paths (a), (b) and (c), but only path (b) reaches the steady state.
Note that a tax policy that originates aboveµs—µ(0)> µs as for path (a)—cannot
reach the steady state. Therefore the optimal initial tax must be below the steady
state tax. However, it cannot be too low like µ(0) for path (c). Path (b) converges
to the steady state. Note well the policy prescription: set the initial emissions tax
lower than the steady state tax and increase it toward µs as time goes by. This
also implies that optimal abatement starts out relatively low and increases as the
tax is increased [use µ = −c′(u)]. Abatement is higher in later periods, because
in present value terms it is cheaper to push it off into the future. Of course, doing
so has to be balanced against increased damage in earlier periods.

Using the same phase diagram we can draw the opposite conclusions if the
initial stock is greater than the steady-state stock. In this case the initial tax is set
higher than the steady state tax and the tax is decreased toward the steady state as
time goes by. Consequently, abatement starts out relatively high and is gradually
decreased as the system moves toward the steady state.
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8.5.2 Optimal harvests of a renewable resource
A social planner wants to plan harvests of an industry h from a fish stock. The
stock of fish in a period is x. Natural growth of the resource in a period is given
by g(x), which satisfies g(x)> 0, g′′(x)< 0, and g′(x) = 0 for some x > 0.

The state equation for this problem is

ẋ = g(x)−h.

Define sustained yield as h= g(x), and maximum sustained yield as hmsy =maxx g(x).
The stock that produces maximum sustained yields is xmsy = argmaxx g(x). The
growth function and maximum sustained harvest is illustrated in Figure 8.15.

Figure 8.15: Maximum sustained harvest for a renewable resource

The market price of the harvested fish is determined by the inverse demand
function p(h), with p′(h) < 0. Aggregate industry harvest costs are c(h), with
c′(h) > 0 and c′′(h) > 0. The planner wishes to maximize the present value of
the accumulation of consumer plus producer surplus over an infinite horizon. The
planner uses a constant discount rate r in his calculations.

Note first that consumer plus producer surplus in a period is equal to consumer
surplus minus industry costs: ∫ h

0
p(h)dh− c(h).
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The planner’s control problem is then

maximize
∫

∞

0

(∫ h

0
p(h)dh− c(h)

)
e−rtdt (8.56)

subject to ẋ = g(x)−h
x(0) = x0

The current-value Hamiltonian for the problem is

H =
∫ h

0
p(h)dh− c(h)+µ(g(x)−h). (8.57)

Strict concavity of the Hamiltonian requires

Hhh = p′(h)− c′′(h)< 0;

Hxx = µg′′(x)< 0;

HhhHxx− (Hhx)
2 =

(
p′(h)− c′′(h)

)
µg′′(x)> 0.

The necessary conditions for a solution to (8.56) are

Hh = p(h)− c′(h)−µ = 0 (8.58)

µ̇− rµ =−Hx⇒ µ̇− rµ =−µg′(x) (8.59)

ẋ = g(x)−h (8.60)

x(0) = x0 (8.61)

Since no firm will every harvest to a level where the market price of harvests is
less than the marginal cost of harvest, p(h)− c′(h) ≥ 0. And, if the resource is
truly scarce, (8.58) guarantees that µ is always positive. Therefore, since p′(h)−
c′′(h) < 0 and g(x) is strictly concave, H is strictly concave and the maximum
principle conditions are necessary and sufficient to characterize an optimal path
of harvests. Note that (8.58) requires that at every point in time, the marginal
profit from harvests is equal to the shadow price (user cost) of reducing the stock.
We can interpret µ as the optimal current tax on harvests.
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To interpret the costate equation (8.59) rewrite it as

µg′(x)+ µ̇ = µr.

We can interpret this in terms of the marginal value of delaying harvests on the
left side and the marginal value of harvesting now and investing the proceeds on
the right side. Delaying harvests allows the stock to grow by g′(x), the value of
which is µg′(x). Moreover, the marginal value of the stock changes by µ̇ . The
marginal profit of harvests now, µ = p(h)− c′(h) from (8.58) can be invested for
a period to return µr.

Let us first examine the steady state of this problem. From the state equation,
ẋ = g(x)− h = 0 implies that steady state harvests must equal growth in every
period. Moreover, h is a constant, which using p(h)− c′(h)− µ = 0 implies that
µ is also a constant in the steady state. From the costate equation, a constant µ

implies µ̇ = µ(r−g′(x)) = 0 and the steady state is characterized by

r−g′(x) = 0.

The optimal steady state stock is, therefore,

xs = x|r−g′(x) = 0.

Since the stock that produces maximum sustained harvests is

xmsy = x|g′(x) = 0,

it is clear that the optimal steady state harvest is less than maximum sustained
harvest as long as r > 0. This is illustrated in Figure 8.16.

To construct the phase diagram in the (µ,x) quadrant, let us first describe the
motion of ẋ. To get the state equation ẋ = g(x)− h in terms of x and µ , totally
differentiate

Hh = p(h)− c′(h)−µ = 0

to obtain

(p′(h)− c′′(h))dh−dµ = 0⇒ dh
dµ

=
1

p′(h)− c′′(h)
< 0.

This implies that we can invert p(h)− c′(h)− µ = 0 to obtain h = v(µ), with
v′(µ)< 0. Substitute h = v(µ) into the state equation to obtain

ẋ = g(x)− v(µ). (8.62)
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Figure 8.16: Steady state harvest

Note that g(x)− v(µ) = 0 describes all combinations of (µ,x) for which ẋ = 0.
Totally differentiate g(x)− v(µ) = 0 and rearrange terms to obtain

dµ/dx = g′(x)/v′(µ).

Since v′(µ)< 0, we have

sign(dµ/dx) = sign
(
−g′(x)

)
.

Moreover,
dµ/dx = 0⇔ g′(x) = 0⇔ x = xmsy.

which implies that the ẋ = 0 function has an extremum at x = xmsy. Since g(x) is
strictly concave, we also have,

sign(dµ/dx) = sign
(
−g′(x)

)
= sign(x− xmsy) .

This implies that the ẋ = 0 function is declining for x < xmsy, reaches a minimum
at x = xmsy, and is increasing for x > xmsy. The graph of the ẋ = 0 function is in
Figure 8.17.

To determine the movement of x away from ẋ = 0, differentiate (8.62) with
respect to µ to obtain

ẋµ =−v′(µ)> 0.

This implies that ẋ < 0 for (µ,x) points below the ẋ = 0 function, and ẋ > 0 for
(µ,x) points above the ẋ = 0 function, as indicated in Figure 18.
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Figure 8.17: Movement of the resource stock x

Now let’s work on the locus of µ̇ = 0 points. The costate equation is

µ̇ = µ(r−g′(x)).

Recall that µ̇ = 0 for all (µ,x) points satisfying r−g′(x) = 0. Since this is inde-
pendent of µ , the µ̇ = 0 function is fixed at the steady state stock xs. To determine
the movement of µ away from µ̇ = 0, differentiate the costate equation with re-
spect to x to obtain µ̇x = −µg′′(x) > 0. This implies that µ̇ > 0 for x > xs, and
µ̇ < 0 for x < xs, as indicated in Figure 8.18.

Pulling everything together yields the phase diagram in Figure 8.19. In this
figure the initial stock of the resource is below the steady state stock, so it is
efficient to rebuild the stock. µ can be interpreted as the optimal tax on harvest.
Note that if the tax is set too low—below the ẋ = 0 function—the system will
not converge to the steady state. Therefore, the tax has to be set relatively high
and then reduced over time. A high initial tax early on is associated with limited
harvests so that the stock of the resource can grow. The heavy dashed line is a
possible optimal path toward the steady state.
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Figure 8.18: Movement of the resource shadow price

Figure 8.19: Renewable resource phase diagram
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