
1 
 

Detecting Polytomous Items That Have Drifted:  Using Global Versus Step Difficulty
1,2

 

Xi Wang and Ronald K. Hambleton 

University of Massachusetts Amherst 

Introduction 

When test forms are administered to different examinees over time, the comparability of 

test scores on different test forms is often accomplished through test equating. In a common-item 

nonequivalent groups equating design, the linking relationship between two test forms is 

established through the anchor items. The accuracy of the linking relationship will be negatively 

affected if some anchor items function differentially (called “differential item functioning” or 

simply “DIF”) over time. As this type of DIF occurs across test administrations, it is also called 

“item parameter drift” (IPD). Because of its negative impact on the linking relationship, it is 

necessary to check the quality of anchor items and remove any drifted items from equating.  

A graphic method can be used as a quick way to check IPD among anchor items. In this 

procedure, a scatterplot of freely-calibrated item parameter estimates of anchor items from 

different administrations is created, and an equating line is computed to establish the linking 

relationship. Items showing large distance (e.g. two or sometimes three standard deviations from 

the equating line may indicate IPD. The underlying rationale behind this method is that due to 

the invariance property in item response theory (IRT), the freely calibrated items parameters of 

the anchor items should conform to a linear relationship. Items will scatter around the equating 

line due to sampling error, but items showing large distances from the equating line may indicate 
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that something unexpected has happened and the occurrence is called “item parameter drift.”  

Many explanations are possible—for one, item security has been breached, for another, there has 

been a shift in the curriculum being taught, or with polytomous-scored items, the scoring rubric 

is being applied differently than in the past.   

As this graphic method typically uses IRT item difficulty parameter estimates to detect 

drift in anchor test items, it is also called “the b-plot method.” This is a quick way to check IPD 

in practice, and it is easy to identify potentially drifted items in a graphic representation. 

However, this method has encountered a problem in practice: In one of our studies, a 

polytomously-scored performance anchor item was identified as exhibiting drift when using the 

“global difficulty parameter estimate” (with the two-parameter graded response model) but not 

flagged when using “step difficulty parameter estimates,” as illustrated in Figure 1. Whether to 

include this item or not in the linking process led to highly consequential differences in the 

passing rate on the test.  

As there has not been published research that we have found on this topic, the purpose of 

this study was to investigate the impact of using global versus step difficulty parameter estimates 

when detecting drift in polytomously-scored items.  
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Figure 1. Using Step Difficulty (left) versus Global Difficulty (right) to Evaluate Polytomously-

Scored Anchor Test Items 

Specifically, two research questions were addressed in this study. The first one is whether 

the use of step difficulty or global difficulty will lead to a different detection rate of IPD in 

polytomously-scored test items under different conditions. The use of step difficulty parameter 

estimates should provide a much better idea about the functioning of polytomous-scored items over 

the proficiency scale. For instance, there could be situations where some steps become easier and 

some steps become harder in a polytomous item. In that case, the drift is reflected in the individual 

step difficulties and may not be reflected in the global difficulty estimate. So using step difficulty is 

more likely to detect that problem, though from our experience, the use of step difficulties is less 

common in practice than the use of global difficulty values. However, the disadvantage of step 

difficulties is that they are individually less stable than global difficulty as each of them is estimated 

based on a smaller sample size than the global difficulty. (The sum of sample sizes for estimating 

step difficulties is equal to the sample size for estimating the global difficulty parameter.) Therefore, 

estimation error in the step difficulty values could result in flagging some non-drifted items, i.e., the 

use of step difficulties may result in a higher type-I error rate. 
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The second research question relates to the use of global difficulty values. By using one 

global difficulty for a polytomous item, it ignores the fact that a polytomous item counts for more 

score points in the total test score than a dichotomous item, so it does not give enough weight to the 

polytomous items when building the principal axis line for assessing IPD. One way to take that into 

account is to assign weights to polytomous items based on their total score points when fitting the 

principal axis line. The effect would be to move the principal axis line a bit closer to the 

polytomously-scored CR item and reduce the type I error rate for these items.  Therefore, the 

second research question looked into the impact of using weighted or unweighted global difficulty 

values on the detection of IPD in polytomous items.     

Method 

IPD Detection Methods 

Three IPD methods were considered, and the principal axis line was used to assess item 

aberrance. The principal axis line was used in the present study as it minimizes the sum of 

perpendicular distances of all the anchor items to the line, and it was used in our previous study 

where the problem with using step versus global difficulty values occurred. Regarding the IPD 

detection methods, the first method used step difficulty parameter estimates to calculate the 

perpendicular distance of each item to the principal axis line. The second and third methods both 

used the global difficulty parameter estimates when calculating the perpendicular distances, but the 

way to obtain the principal axis line was different between these two methods. In the second method, 

when the principal axis line was established, the perpendicular distance of global difficulty 

parameter estimates was not weighted by the maximum possible score of a polytomous item (i.e., 4 

points in this study), while in the third method, the perpendicular distance of global difficulty 

parameter estimate was weighted. The third method accounted for the fact that a polytomous item 
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counts for more score points than a dichotomous item, so when using a single global difficulty 

parameter, its impact on the placement of the principal axis line was weighted.   

In sum, the first method seemed to us to be the method of choice—using step difficulties, at 

least when the sample sizes are substantial.  The second method may be the most common in 

practice.  Here, global difficulty values of the polytomous response items are used.  With the third 

method, and not used at all in our experience, but with promise from our perspective, weighted 

global difficulty values are used in calculating the principal axis line.   So comparisons of method 1 

versus. method 2, and method 2 versus method 3 were of the most interest in the study.  

For all three methods above, item parameter estimates for anchor items from each test 

administration were first obtained through free calibration. Then the principal axis line was 

established, and the perpendicular distance of each item to the line was calculated. Next, the z-score 

(standardized distance from the average distance) for each perpendicular distance was computed, 

and items with large z-score values (greater than a certain critical value) were flagged. When step 

difficulty parameters were used, as long as one step difficulty parameter was flagged, the item was 

flagged as “drifted.”  In future studies this flagging rule could be revised.  Requiring two steps to be 

flagged, for example, would reduce power but would also reduce type I errors. 

Simulation Conditions 

Response data were generated on an anchor set consisting of 24 multiple-choice (MC) items 

and 4 constructed-response (CR) items (scored 0 to 4) with external linking in a matrix block design. 

The choice of anchor length and proportion of MC to CR items mimiced the practice used by some 

state assessments. Responses on MC items were generated using the three-parameter model and 

responses to the CR items were generated using the graded response model (GRM), respectively, by 

the program R. The true item parameters used to generate data were from a state assessment.  Item 
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statistics were found in the state’s technical manual. Examinee proficiency distributions in the two 

administrations were both sampled from a N(0,1) distribution. In linking the new test to the old test, 

the slope should be 1.0 and the intercept would be 0. Three factors were investigated with three IPD 

detection methods and the three factors are described next: 

Sample size. Three sample sizes were used: 500, 2000 and 5000, representing small to large 

sample sizes. Sample size is related to the estimation precision or sampling error of item parameters. 

With the small sample size, the instability of the thresholds might lead to too many of the CR items 

being flagged because it would only take one step to flag an item as drifted though the problem may 

simply be due to sampling error in the estimate.  Recall that even a “small” sample of 500 

examinees results in much smaller sample sizes for estimating each item threshold, from 1 to 4.  

Here, the sum of sample sizes across the four thresholds per CR item is 500.    

Number of drifted items and amount of drift. Drift was introduced to CR anchor items only. 

One to four items were manipulated to exhibit drift. For each drifted item, three magnitudes of drift 

were considered: non-consequential drift, slightly consequential drift and highly consequential drift. 

In this study, we defined consequential drift as the amount of drift that caused 1% misclassification 

rate if the drifted items are included in the anchor set. Accordingly, the magnitudes of non-

consequential drift and highly-consequential drift were defined as the drift that would cause 0.5% 

and 2% misclassification rates, respectively. To simulate drift in the CR items, the same amount of 

change was introduced to each step difficulty parameter in a CR item, and the step difficulty 

parameters were manipulated so that the anchor item in the second administration became easier 

(e.g., drift due to cheating, or drift due to raters becoming more lenient ). In conditions where there 

was more than one drifted CR item, the amount of change in step difficulty parameters was 

manipulated so that each drifted items would cause the same misclassification rate.  



7 
 

To calculate misclassification rate, 0.0 was used as the cut score on the proficiency scale as 

it is located near the largest proportion of candidates in the proficiency distribution, so that any 

impact IPD has on linking would result in the largest proportion of examinees being misclassified 

compared to using other cut scores. The misclassification rate was determined by considering the 

linking constants A and B for the equating. To be specific, the theta values of examinees in the 

second administration was transformed in the following relationship given the linking constants A 

and B  

        

where   is the examinee proficiency before transformation, and    is the examinee proficiency after 

transformation. If there is no drift (and no growth), theoretically A should equal to 1 and B should 

equal to 0, as the theta distributions for examinees in both administrations were chosen to be 

identical (i.e. N(0,1)), so the proportion of examinees above the cut score of 0 should be 50%. With 

the effect of drift on linking, the mean (  ) and standard deviation (  ) of the transformed theta 

distribution for examinees in the second administration could be determined by         and 

  =   , where   and   are the mean and standard deviation of the theta distribution before 

transformation. The proportion above the cut score under the transformed theta distribution could 

then be determined given that    and    are known and the distribution is normal. In the present 

study, the linking constants were obtained through the Stocking-Lord method. The item parameters 

before and after drift are presented in Table 1 below. Figures 2 to 4 below present examples of b-

plots with item parameters estimated with the 5000 sample size under the three different drift 

conditions when there is only one drifted item. 
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Table 1. Item Parameters in Different IPD Conditions 

Item parameters before drift is introduced 

Item    a d1 d2 d3 d4  

1 1.335 -0.997 -0.276 0.256 1.070  

2 1.485 -1.389 -0.854 -0.279 1.300  

3 1.070 -2.717 -1.250 -0.847 -0.120  

4 1.603 -1.970 -1.102 -0.396 0.148  

Item parameters in non-consequential drift condition  

Item    a d1 d2 d3 d4 ∆d* 

1 1.335 -1.105 -0.384 0.148 0.962 -0.108 

2 1.485 -1.491 -0.956 -0.381 1.198 -0.102 

3 1.070 -2.855 -1.388 -0.985 -0.258 -0.138 

4 1.603 -2.073 -1.205 -0.499 0.045 -0.103 

Item parameters in slightly-consequential drift condition 

Item    a d1 d2 d3 d4 ∆d 

1 1.335 -1.202 -0.481 0.051 0.865 -0.205 

2 1.485 -1.599 -1.064 -0.489 1.090 -0.210 

3 1.070 -3.007 -1.540 -1.137 -0.410 -0.290 

4 1.603 -2.185 -1.317 -0.611 -0.067 -0.215 

Item parameters in highly-consequential drift condition 

Item   a  d1 d2 d3 d4 ∆d 

1 1.335 -1.389 -0.668 -0.136 0.678 -0.392 

2 1.485 -1.820 -1.285 -0.710 0.869 -0.431 

3 1.070 -3.324 -1.857 -1.454 -0.727 -0.607 

4 1.603 -2.416 -1.548 -0.842 -0.298 -0.446 

Note. ∆d is the change in each step difficulty parameter for each CR item. 
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Figure 2. b-plot under non-consequential drift condition using step difficulty (left) and global 

difficulty (right). The red dot represents the one drifted item. 

 

 
Figure 3. b-plot under slightly-consequential drift condition using step difficulty (left) and global 

difficulty (right). The red dot represents the one drifted item. 
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Figure 4. b-plot under highly-consequential drift condition using step difficulty (left) and global 

difficulty (right). The red dot represents the one drifted item. 

The combination of all three factors yielded a total of 36 conditions (3 x 4 x 3 = 36). 100 

replications were conducted in each condition. To determine the critical values for z-scores under 

each detection method, a baseline condition where no drift existed was also simulated under each 

sample size, and was replicated 100 times. With a given detection method, the z-score for each 

anchor item was first calculated in each replication, and then the z-score values across 100 

replications were used to construct the null distribution. The z-score corresponding to the 95th 

percentile under the null distribution was used as the critical value. 

The performance of each detection method was evaluated through its power and type-I error 

rate. To obtain the power of a method, the proportion of times each drifted item was detected across 

replications was first calculated and then the detection rate for each drifted item was averaged 

across all drifted items. The type-I error rate was obtained in a similar way as the power, but with 

the non-drift items instead of the drifted items. 
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Results 

Critical Values for Each Method 

 Before the critical values were established, the distributions of distances were examined in 

the null condition as a quality check for the placement of the principal axis line. Negative signs 

were assigned to the distances of the items below the principal axis line, while positive signs were 

assigned to the distances of the items above the line. As the principal axis line was computed to 

minimize the sum of the perpendicular distances, the items should be symmetrically located above 

and below the line, and thus those distances should have a symmetric distribution with the mean 

close to 0 in the null condition. Table 2 summarizes the mean and standard deviation of the 

distances in the null conditions when different types of difficulty parameters were used. It is clear 

from Table 2 that the mean of the null distributions of distances was approximate to 0 in all 

conditions. The standard deviation showed an increasing pattern as sample sizes decreased, due to 

the instability in parameter estimates with smaller sample sizes. An examination of distribution 

plots reflected that the distances had a symmetric distribution in each null condition when different 

types of difficulty were used. Figure 5 shows an example of the distribution by using step difficulty 

values with a sample of 5000 examinees. The distribution plot under other conditions can be seen in 

Appendix A. 

Table 2. Mean and Standard Deviation of Distances in Null Conditions 

 Sample Size 

 5000 2000 500 

 Mean SD Mean SD Mean SD 

Step Difficulty 0 0.102 0 0.112 0 0.149 

Unweighted Global Difficulty 0 0.119 0 0.127 0 0.159 

Weighted Global Difficulty 0 0.119 -0.0012 0.128 0.0002 0.161 
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Figure 5. Null distribution of distances by using step difficulty with a sample size of 5000. 

The quality check with the null distributions of distances indicated that the principal axis 

line was correctly placed. Then the null distribution of z-scores associated with absolute values of 

distances was examined under each sample size to determine the critical value for each method. 

Table 3 summarizes the z-score values corresponding to the 95th percentile in each method. The 

95th percentile was close to 2.0 in methods using step difficulty, unweighted global difficulty, and 

global difficulty. The null distributions of z-scores in the four methods had similar shapes which 

were all positively skewed, as the z-scores were computed based on absolute value of distances. The 

plots for the null distribution of z-scores are reported in Appendix B. 

Table 3. Z-score Values Corresponding to the 95th Percentile in Each Method 

 Sample Size 

 5000 2000 500 

Step Difficulty 2.14 2.04 2.00 

Unweighted Global Difficulty 2.02 1.95 1.93 

Weighted Global Difficulty 2.01 1.94 1.97 
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Detection Rates with Each Method 

 The power and Type-I error rate for each method under different conditions are presented in 

Table 3 to Table 5. The Type-I error rate was calculated based on all anchor items, MC items only, 

and CR items only to investigate if these methods had different performance on different types of 

items.  

Table 3. Detection Rates of Each Method in Different IPD Conditions with 5000 Sample Size  

Using Step Difficulty  
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC
a
 C

b
 HC

c
 NC C HC NC C HC NC C HC 

Power 0 0.04 0.55 0 0.02 0.095 0 0 0.123 0 0.008 0.058 

Overall α* 0.077 0.066 0.037 0.085 0.067 0.026 0.083 0.073 0.029 0.093 0.08 0.04 

MC α* 0.087 0.074 0.042 0.092 0.073 0.028 0.086 0.076 0.03 0.092 0.08 0.04 

CR α* 0 0 0 0.005 0 0 0 0 0 NA NA NA 

Using Unweighted Global b  
         

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.6 0 0.015 0.375 0 0.01 0.24 0 0.012 0.09 

Overall α 0.055 0.054 0.039 0.058 0.05 0.026 0.056 0.053 0.026 0.061 0.05 0.023 

MC α 0.062 0.061 0.043 0.063 0.054 0.028 0.058 0.055 0.027 0.061 0.05 0.022 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 

Using Weighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.37 0 0 0.055 0 0 0 0 0 0 

Overall α 0.054 0.055 0.04 0.058 0.056 0.034 0.06 0.06 0.042 0.061 0.06 0.045 

MC α 0.06 0.062 0.045 0.063 0.061 0.037 0.062 0.062 0.044 0.061 0.06 0.045 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 

Note.*Overall α=overall type-I error rate across all anchor items, MC α=type-I error rate across 

all MC items, CR α=type-I error rate across all CR items.  
a
NC=Non-consequential drift, 

b
C=consequential drift, 

c
HC=highly consequential drift. 
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Table 4. Detection Rates of Each Method in Different IPD Conditions with 2000 Sample Size  

Using Step Difficulty  
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0.06 0.53 0.005 0 0.14 0.02 0.03 0.15 0.01 0.008 0.07 

Overall α 0.077 0.07 0.04 0.078 0.073 0.032 0.085 0.067 0.026 0.081 0.076 0.045 

MC α 0.086 0.078 0.045 0.083 0.078 0.034 0.088 0.069 0.026 0.081 0.076 0.045 

CR α 0.007 0.003 0.007 0.01 0.02 0 0.01 0.01 0.02 NA NA NA 

Using Unweighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.36 0 0 0.275 0.003 0.017 0.2 0.005 0.008 0.048 

Overall α 0.05 0.051 0.036 0.056 0.055 0.03 0.057 0.048 0.025 0.06 0.052 0.028 

MC α 0.057 0.057 0.041 0.06 0.059 0.032 0.059 0.05 0.026 0.06 0.052 0.028 

CR α 0 0 0 0.005 0 0 0 0 0 NA NA NA 

Using Weighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.18 0 0 0.05 0 0.003 0 0 0 0 

Overall α 0.053 0.052 0.039 0.053 0.052 0.038 0.057 0.053 0.037 0.059 0.06 0.051 

MC α 0.059 0.059 0.044 0.057 0.056 0.042 0.059 0.055 0.039 0.059 0.06 0.051 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 
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Table 5. Detection Rates of Each Method in Different IPD Conditions with 500 Sample Size  

Using Step Difficulty  
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0.02 0.08 0.42 0.035 0.1 0.235 0.053 0.093 0.153 0.052 0.055 0.085 

Overall α 0.066 0.061 0.046 0.071 0.063 0.036 0.077 0.059 0.04 0.071 0.063 0.045 

MC α 0.067 0.06 0.046 0.072 0.063 0.037 0.078 0.06 0.036 0.071 0.063 0.045 

CR α 0.053 0.07 0.043 0.06 0.055 0.03 0.05 0.04 0.14 NA NA NA 

Using Unweighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.18 0 0.005 0.13 0.003 0.043 0.13 0.008 0.018 0.045 

Overall α 0.047 0.042 0.037 0.049 0.047 0.033 0.053 0.042 0.03 0.053 0.052 0.035 

MC α 0.052 0.047 0.041 0.052 0.05 0.036 0.055 0.044 0.031 0.053 0.052 0.035 

CR α 0.007 0.007 0 0.015 0.005 0 0 0 0 NA NA NA 

Using Weighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.09 0 0 0.05 0 0 0.01 0 0 0.002 

Overall α 0.047 0.043 0.04 0.05 0.05 0.04 0.057 0.051 0.047 0.056 0.057 0.047 

MC α 0.053 0.049 0.045 0.054 0.054 0.043 0.059 0.053 0.049 0.056 0.057 0.047 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 

A major finding from the results in Table 3 to Table 5 is that the three methods using 

item step or global difficulty did not have large power to detect IPD in anchor items under the 

simulated drift conditions. Given small amount of drift (in non-consequential and slightly 

consequential drift conditions), the three methods almost had no power to detect drifted items 

with the b-plot method. With a large amount of drift, the three methods only had moderate power 

to detect IPD when there was only one drifted item in the anchor. With a single drifted item, 

using step difficulty had larger power to detect IPD than using either weighted or unweighted 

global difficulty, but the type-I error rate for using step difficulty was also higher than using the 

other two methods. This was mainly because there were multiple step difficulty parameters but 

only one global difficulty parameter in a polytomous item, so that using step difficulty increases 

the chance of a polytomous item being flagged. This may also be partly attributed to the critical 
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values in the three methods. Although the critical value of 2.0 was used in all three methods, it 

was observed from the null distribution of z-scores that the z-scores corresponding to the 95th 

percentile were slightly above 2.0 when using step difficulty, but slightly below 2.0 when using 

global difficulty, especially under moderate to small sample sizes. Therefore, using the critical 

value of 2.0 slightly increase the power and type-I error rate of using step difficulty. It is also 

observed that with single drifted item, using weighted global difficulty had the lowest power 

among the three methods. This is because with the weighted global difficulty, more weight is put 

on the drift, thus it introduces more bias to the principal axis line, and the principal axis line was 

more pushed toward the drifted item, as can be seen from slope and intercept from Appendix B. 

As a result, the drifted item was less distant from the principal axis line so that it was less likely 

to be detected.  

When there were multiple drifted items, the power of all three methods was surprisingly 

low even when the magnitude of drift was large. This result was very surprising.  The more 

drifted items, the lower the power of each method. This was likely because the placement of the 

principal axis line was influenced by the drifted items, especially when step difficulty or 

weighted global difficulty was used. As can be seen from Appendix B, the slope and intercept 

were affected to a large extent in multiple drift conditions, and the principal axis line was pushed 

towards those drifted items, which made it harder to flag those items.  Due to the same reason, 

using unweighted global difficulty led to larger power and lower type-I error rate than using 

either step difficulty or weighted global difficulty when sample size was large, since unweighted 

global difficulty has least impact on the placement of the principal axis line. 

   With respect to the type-I error rate, we found that when the magnitude of drift was 

small, the type-I error rate was above 0.05, and it was even larger than the power for all three 
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methods. Only when the magnitude of drift was large, the type-I error rate was below 0.05. It 

was also observed that the type-I error rate was mainly in the MC items, suggesting that these 

three methods are more likely to falsely flag dichotomous items than polytomous items. 

Furthermore, the type-I error rate went down as the magnitude of drift increased, and it showed 

an increasing pattern when there were more drifted items, especially when step difficulty or 

weighted global difficulty was used. This is because with larger magnitude of drift, the drifted 

items were more distant from the principal axis line, thus making the z-score for non-drifted 

items smaller, and making it less likely to flag non-drifted items. On the other hand, when there 

were more drifted items, the principal axis line was more pushed towards drifted items, so more 

non-drifted items would show larger distance from the line, and thus they were more likely to be 

flagged.     

In relation to the effect of sample size, larger sample sizes resulted in more statistical 

power in methods using unweighted or weighted global difficulty. This pattern also held for the 

method using step difficulty parameters when there was only one drifted item. However, when 

there were multiple drifted items, the power of using step difficulty showed a decreasing pattern 

as the sample size increased.  This is probably due to estimation error. In the smaller sample size, 

the individual step difficulty was less stable, and some of them would show larger distance from 

the principal axis line, which slightly increased the power by chance. As for the impact of effect 

size on type-I error rate, although the overall type-I error rate was not much affected by the 

change of sample size, it is noted that with large sample size, the type-I error rate in polytomous 

items was almost zero, but as the sample size got smaller, some non-drifted polytomous items 

started to be flagged. Especially when step difficulty was used, the type-I error rate for 
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polytomous items was above 0.05 with the small sample size. This confirmed our hypothesis that 

the instability of step difficulty would cause more non-drifted items being flagged.  

Results after One Iteration of Purification 

 We were surprised and disappointed with several of the findings, as they pointed to 

problems with the popular DIF detection method with CR items, especially when there may be 

several in a test.  Research on DIF detection has suggested that when there are multiple DIF 

items, using an iterative purification procedure which involves re-estimation and/or re-equating 

of item parameters by excluding items showing DIF iteratively could help increase the power of 

DIF detection (e.g. Candell & Drasgow, 1988; Miller & Oshima, 1992; Hidalgo-Montesinos & 

Lopez-Pina, 2002; Zenisky, Hambleton, & Robin, 2003; Wells, Hambleton, Kirkpatrick & Meng, 

2009). In the present study, it was clearly seen that when there were multiple drifted items in the 

anchor, the b-plot method almost had no power to detect the drifted items. Therefore, the idea of 

purification was examined in the present study to see if it would help increase the power of this 

method in the context of multiple drifted items. Specifically, a second-stage was implemented by 

excluding the items that have been detected at the previous stage from computing the principal 

axis line, and excluding them from computing the mean and standard deviation of z-scores 

associated with the distances. It should be noted that although those previously flagged items 

were not involved in computing the mean and standard deviation of z-scores, their distances 

from the principal axis line were still calculated and the z-scores associated with their distances 

were computed. The results after the second stage are presented in Table 6 to Table 8. 
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Table 6. Detection Rates at Stage 2 with 5000 Sample Size 

Using Step Difficulty    

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC* C* HC* NC C HC NC C HC NC C HC 

Power 0.01 0.2 0.88 0.005 0.035 0.255 0.007 0.01 0.223 0.005 0.018 0.12 

Overall α 0.147 0.118 0.084 0.162 0.112 0.033 0.158 0.12 0.041 0.175 0.14 0.056 

MC α 0.164 0.133 0.095 0.175 0.121 0.035 0.165 0.125 0.043 0.175 0.14 0.056 

CR α 0.01 0 0 0.005 0.005 0 0 0 0 NA NA NA 

Using Unweighted Global b           

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0.06 0.81 0 0.045 0.7 0.003 0.043 0.507 0.005 0.03 0.18 

Overall α 0.095 0.09 0.071 0.105 0.083 0.052 0.103 0.084 0.037 0.111 0.08 0.029 

MC α 0.107 0.101 0.08 0.113 0.09 0.057 0.107 0.088 0.038 0.111 0.08 0.029 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 

Using Weighted Global b           

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.65 0 0.01 0.155 0 0 0 0 0 0 

Overall α 0.096 0.096 0.073 0.103 0.095 0.048 0.11 0.1 0.067 0.116 0.104 0.074 

MC α 0.108 0.108 0.082 0.112 0.103 0.052 0.115 0.104 0.07 0.116 0.104 0.074 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 
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Table 7. Detection Rates at Stage 2 with 2000 Sample Size 

Using Step Difficulty  
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0.06 0.23 0.75 0.025 0.065 0.305 0.04 0.057 0.21 0.03 0.03 0.162 

Overall α 0.142 0.126 0.086 0.146 0.117 0.045 0.15 0.117 0.04 0.155 0.139 0.066 

MC α 0.156 0.14 0.095 0.155 0.125 0.049 0.154 0.122 0.04 0.155 0.139 0.066 

CR α 0.027 0.013 0.01 0.045 0.02 0 0.06 0.01 0.04 NA NA NA 

Using Unweighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0.03 0.72 0 0.015 0.565 0.01 0.023 0.377 0.005 0.017 0.11 

Overall α 0.093 0.087 0.064 0.093 0.085 0.052 0.094 0.078 0.04 0.097 0.083 0.038 

MC α 0.104 0.098 0.072 0.1 0.092 0.056 0.098 0.082 0.041 0.097 0.083 0.038 

CR α 0 0.003 0 0.01 0.005 0 0 0 0 NA NA NA 

Using Weighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0 0.45 0 0 0.145 0 0.003 0 0 0 0 

Overall α 0.093 0.091 0.063 0.094 0.092 0.058 0.098 0.094 0.057 0.1 0.101 0.083 

MC α 0.104 0.102 0.071 0.102 0.1 0.062 0.102 0.098 0.059 0.1 0.101 0.083 

CR α 0 0 0 0 0 0 0 0 0 NA NA NA 
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Table 8. Detection Rates at Stage 2 with 500 Sample Size 

Using Step Difficulty  
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0.04 0.21 0.63 0.09 0.185 0.395 0.113 0.17 0.24 0.095 0.118 0.158 

Overall α 0.119 0.113 0.086 0.121 0.11 0.065 0.122 0.102 0.059 0.125 0.111 0.069 

MC α 0.122 0.115 0.088 0.12 0.112 0.066 0.122 0.102 0.055 0.125 0.111 0.069 

CR α 0.093 0.097 0.063 0.135 0.08 0.05 0.13 0.1 0.16 NA NA NA 

Using Unweighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0.02 0.37 0.005 0.03 0.295 0.01 0.07 0.2 0.018 0.032 0.09 

Overall α 0.078 0.07 0.059 0.086 0.08 0.05 0.087 0.07 0.046 0.092 0.081 0.049 

MC α 0.087 0.078 0.066 0.09 0.085 0.055 0.091 0.073 0.048 0.092 0.081 0.049 

CR α 0.007 0.013 0.003 0.03 0.02 0 0 0 0 NA NA NA 

Using Weighted Global b 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Power 0 0.01 0.19 0 0.005 0.085 0 0 0.023 0 0.002 0.002 

Overall α 0.08 0.075 0.061 0.084 0.083 0.067 0.09 0.085 0.074 0.096 0.097 0.083 

MC α 0.09 0.085 0.069 0.091 0.09 0.073 0.094 0.089 0.076 0.096 0.098 0.083 

CR α 0.003 0 0 0 0 0 0 0 0.01 NA NA NA 

 

As can be seen from the results at stage 2, the power of each method did show an 

increase after the purification, especially for the methods using step difficulty and unweighted 

global difficulty. When there were two or more drifted items, the power almost doubled with the 

use of the second stage, but they were still not high under these conditions. For example, in the 

extreme drift condition- when there were four items that had highly consequential drift –none of 

the three methods had a detection rate above 0.2 at the second stage. On the other hand, the type-

I error rate went up to a large extent at the same time. The type-I error rate almost doubled in all 

three methods, and the type-I error rate in almost all conditions  exceeded 0.05. In conditions 

with small amount of drift, the type-I error rate was approximate to or above 0.1. The low power 

at stage 2 resulted from the fact that only a small amount of IPD was detected at stage 1, so 
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removing them from computing the principal axis line at stage 2 did not help much on reducing 

the bias in the principal axis line, as there were a still a large number of drifted items at stage 2. 

The increase in the type-I error rate could be due to two reasons. First, the type-I error rate was 

around or above 0.5 in most conditions at stage 1, with the removal of non-drifted items, the non-

drifted items had smaller impact on the principal axis line. Especially in small drift conditions 

where the type-I error rate was even higher than the power at stage 1, the drifted items would 

have larger impact on the principal axis line with the removal of non-drifted items at stage 2. 

Second, the flagged items were not involved in computing the mean and standard deviation of 

the distances at stage 2, thus the standard deviation may shrink to some extent so that some non-

drifted items could get larger z-scores. Therefore, they would be more likely to be flagged at 

stage 2. 

Discussion  

This study began with the question of whether to use step or global difficulty or whether 

to use weighted or unweighted global difficulty to detect drift in polytomous items with the b-

plot method. Our results did show some difference between the detection rates by using different 

types of item parameters. When there was only one drifted item in a test, using step difficulty 

parameters had larger power and higher type-I error rate than using the global difficulty, mainly 

due to the fact that there were more step difficulty parameters in an item. Using the unweighted 

global difficulty had larger power than using the weighted global difficulty, as the weighted 

global difficulty had more influence on the principal axis line. As for the impact of sample size, 

larger sample sizes led to more power in all three methods when there was only one drifted item, 

whereas with multiple drifted items, the power of using step difficulty was larger in smaller 
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sample size, as the instability of step difficulty parameter estimates increased the power simply 

by chance. 

Nevertheless, a more important finding in this study is that when there were multiple 

drifted items in the anchor, the b-plot method did not have much power to detect those drifted 

items because the principal axis line was affected by those drifted items to a large extent. Using 

an iterative purification procedure did not help alleviate this problem, as the type-I error rate 

went up to a large extent. This indicates an important flaw of this method. Although this method 

provides a straightforward way to visually inspect the functioning of item parameters over time, 

we have to conclude that it does not have sufficient power to detect drift in polytomous items 

when there more than one polytomous items exhibit drift.   

The findings from this study suggest that we need to find another method that can 

effectively detect drift in mixed format tests. One challenge to detect drift in a mixed format test 

is that a method might perform differently between dichotomous items and polytomous items. 

For instance, in this study, it was found that the type-I error rate was much higher for 

dichotomous items than for polytomous items, so using the b-plot method might falsely flag 

more dichotomous items than polytomous items. Although there have been numerous studies 

evaluating different methods in detecting DIF in polytomous items, there has been little research 

evaluating the performance of a method in different types of item format. Future research can 

investigate the ability of other DIF detection methods in detecting drift in polytmous items, as 

well as their performance in a mixed format test when drift exists both in dichotomous items and 

polytomous items.  
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Appendix A. Null Distribution of Distances 

Appendix A1. Distribution of Distances Using Step Difficulty under Different Sample Sizes 
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Appendix A2. Distribution of Distances Using Unweighted Global Difficulty under Different Sample Sizes 
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Appendix A3. Distribution of Distances Using Weighted Global Difficulty under Different Sample Sizes 
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Appendix B. Slope and Intercept under Methods Using Step or Global Difficulty Parameter Estimates 

Sample Size=5000 
   

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Using Step Difficulty Thresholds 

A 1.005 1.013 1.011 1.005 1.008 1.012 0.988 0.965 0.916 0.978 0.950 0.883 

B 0.014 0.023 0.042 0.017 0.045 0.083 0.030 0.053 0.097 0.039 0.072 0.125 

Using Unweighted Global Difficulty 

A 1.006 1.013 1.003 1.000 1.000 0.996 0.994 0.967 0.926 0.981 0.953 0.889 

B 0.007 0.007 0.012 0.000 0.014 0.024 0.012 0.011 0.024 0.013 0.020 0.031 

Using Weighted Global Difficulty 

A 1.014 1.025 1.026 1.010 1.018 1.020 0.978 0.935 0.845 0.960 0.908 0.796 

B 0.017 0.028 0.048 0.019 0.049 0.087 0.026 0.039 0.060 0.031 0.051 0.075 

Sample Size=2000 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Using Step Difficulty Thresholds 

A 1.006 1.004 1.017 1.010 1.005 1.003 0.983 0.963 0.908 0.983 0.948 0.875 

B 0.011 0.023 0.036 0.024 0.046 0.085 0.026 0.060 0.101 0.036 0.070 0.116 

Using Unweighted Global Difficulty 

A 0.996 1.007 1.008 1.009 1.001 0.989 0.985 0.963 0.914 0.979 0.953 0.877 

B 0.001 0.009 0.005 0.011 0.019 0.027 0.007 0.020 0.028 0.008 0.019 0.020 

Using Weighted Global Difficulty 

A 1.008 1.019 1.031 1.021 1.017 1.010 0.972 0.931 0.832 0.961 0.905 0.783 

B 0.012 0.028 0.041 0.028 0.051 0.089 0.022 0.046 0.062 0.027 0.050 0.065 

Sample Size=500 
          

 # of drift items=1 # of drift items=2 # of drift items=3 # of drift items=4 

 NC C HC NC C HC NC C HC NC C HC 

Using Step Difficulty Thresholds 

A 1.001 1.011 1.015 1.014 1.024 1.010 0.997 0.954 0.914 0.973 0.945 0.881 

B 0.009 0.034 0.056 0.034 0.038 0.089 0.020 0.057 0.089 0.039 0.064 0.120 

Using Unweighted Global Difficulty 

A 0.999 1.014 1.024 1.015 1.019 1.005 0.985 0.960 0.917 0.978 0.944 0.877 

B 0.002 0.021 0.030 0.021 0.009 0.033 -.001 0.019 0.018 0.016 0.012 0.026 

Using Weighted Global Difficulty 

A 1.008 1.021 1.039 1.020 1.039 1.015 0.981 0.921 0.842 0.952 0.894 0.786 

B 0.011 0.038 0.065 0.037 0.043 0.092 0.015 0.043 0.054 0.032 0.042 0.070 

Note. A is the slope and B is the intercept of the principal axis line. 

 


