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The test information function (TIF) for each of the MCAS tests is directly 

influenced by the statistics of  the test items that are selected for the tests, and the TIF 

provides an indication of the level of precision of MCAS scores along the proficiency 

continuum (see, for example, Hambleton, Swaminathan, & Rogers, 1991; Veerkamp & 

Berger, 1999).  There are several ways to influence a test information function:  (1) if a 

test were lengthened, the addition of more test items would increase the TIF,  (2) if the 

quality of the test items were improved (perhaps through more attention to the 

preparation of item writers, or through the production of more items with the expectation 

that the best items in a bigger pool of items would raise the quality of test items selected) 

TIF could be increased, and (3) if the composition of the selected test items were 

changed, such as by replacing easier items with middle difficult or harder items to 

influence where the revised test would provide its best measurement precision, again, TIF 

could be influenced.  Sometimes a shift in a TIF is made to increase the precision of 

scores in a particular region of the proficiency continuum or to improve the accuracy of 

classifications around one or more of the cutscores.  

 

What is the test information function or TIF?  The test information function 

(which is a simple sum of the information functions for items in a test) provides an 

overall impression of how much information a test is providing across the reporting scale: 
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The more information a test provides at a score point on the reporting scale, the smaller 

the measurement error will be.  In fact, the standard error of measurement at a score point 

on the reporting scale (called the “conditional standard error of measurement” or simply 

“conditional standard error”) is inversely related to the square root of the test information 

at that score point: 
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In classical measurement, a standard error of measurement that corresponds to test score 

reliability of .90 is .33 of the standard deviation of the test scores.  In IRT analyses, with 

proficiency scores scaled to a reference group with a mean of 0.0 and a standard 

deviation of 1.0, .33 of the standard deviation of the proficiency scores would be .33 and 

correspond to test information of about 10.  This value of 10 is sometimes chosen as a 

target in test development, and a criterion for evaluating tests from an IRT perspective.  

(It can easily be shown that a classical reliability estimate of .80 corresponds to test 

information of about 5.)  

  

Our research group at UMass has not looked in a systematic way at the test 

information functions for the MCAS tests, though we are aware that both Measured 

Progress and Dr. Charles dePascale have done so in some of their work.  We looked 

many years ago ourselves, perhaps in 2000 or 2001, and saw that the tests were providing 

reasonable levels of information at the cutscores for a state test.  A research question in 
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this study will not be to compare the TIFs for the more than 20 new MCAS tests each 

year.  The contractor has already been doing this work for the DOE, and the TIFs are 

being published in the more recent MCAS technical manuals.  Charles De Pascale with 

the National Center for the Improvement of Educational Assessment has also been doing 

some of this work for the DOE.   In this study, the first of several we plan to conduct in 

the next year or two, we wanted to focus on hypothetical but reasonable changes to the 

TIFs and the implications of those changes on the psychometric quality of the revised 

tests.  To the extent possible we wanted to mimic selected current tests, so the results 

would be directly applicable to the MCAS.  Our overall goal in the study is to enhance 

our understanding of TIFs and how they impact the psychometric quality of the MCAS 

tests so that in the future they might be used more successfully by test developers. 

 

Here are the three practical questions our research tried to answer in this first 

study: 

 

1. Suppose the discriminating powers of test items could be increased (for example, 

by substituting in more discriminating test items).  What are the shapes of current 

TIFs for selected tests in relation to the cutscores and what would the impact be 

on the TIFs if more discriminating items were substituted, and on the conditional 

standard errors (i.e., the measurement precision of scores)? 

 

2. The use of more discriminating items increases the effective lengths of tests.  

What are the effective lengths of these tests with more discriminating items?  

 

3. Increasing score precision (through increasing TIFs) has implications for the 

validity of performance category assignments.  What are the current classification 

error rates for students near the cutscores?  How much improvement as a function 

of test information gain can be expected?   

 

 Our own experiences with typical TIFs from quality state tests like the MCAS 

tests suggest that fairly sizeable changes in the TIFs are needed, generally, to 

significantly impact decision consistency and decision accuracy.  On the other hand, if 

the actual score distributions are relatively close to the cutscores that have been set, or 

there is a substantial mismatch between the location of the TIFs and the score 

distributions, then improved test functioning is possible with some level of redesign—not 

affecting the content of the items but the statistical characteristics of the test items.  We 

are not aware of any of these types of studies being carried out on the MCAS or for that 

matter on other state tests, and so the research should be relevant for the DOE, and the 

testing field more generally.  
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Design for the Study 

 

MCAS Tests 

 

 In this initial work, we have chosen four tests:  2007 grade 6, ELA and 

Mathematics; 2007 grade 10, ELA and Mathematics.  The logic for these choices was as 

follows:  The grade 10 tests are the most consequential for students, and so the more that 

is known about these tests and how they might be improved, the better the results over 

time will be.  Time limitations precluded any more than two additional tests for our work 

in 2008.  Our choice gave equal treatment to ELA and Mathematics, and gave us tests at 

one grade that is in the middle of the grade levels currently being assessed (grades 3 to 8).  

By using grade 6 ELA, we were working with a test without the writing passage, and so 

test information is almost certainly lower than for grades 4 and 7 (where 20 additional 

points are included in the tests), and it is when information is lower that gains are of the 

most interest and the most consequential to the results.   Our view was that other grades 

and tests could be addressed next year (in the 2008-2009 contract work).     

 

Examinee Samples   

 

 For this initial study, with the primary focus on the IRT item statistics and item 

information functions, we chose proficiency scores to be normally distributed with a 

mean of 0.0 and a standard deviation of 1.0 to approximate the actual proficiency score 

distribution.  A sample of 1,000 proficiency scores were drawn at random for use in data 

simulation and for use in calculating the classical item statistics.       

  

Increases in Item Discrimination Indices    

 

 This was the first part of our study.  This increase could come in many ways (and 

several were sketched out at the beginning of this report).  We considered three levels of 

increase in the a-parameter (i.e., discriminating power) estimates on the TIF:  .05, .10, 

and .30.  The first and second represent fairly minor increases that could be possible, 

albeit with modest effort, or with an increase in test length.  The third condition would 

require a more substantial effort;  more and better items (i.e., more discriminating items), 

on the average, would be needed.     

 

 Working with current item parameter files, the increases were easy to simulate—

simply, the a-parameter estimates were increased by the desired amounts.  Then, the TIFs 

and conditional standard error curves were recalculated.  (For subsequent parts of the 

study, the original and revised item statistics were used in data generation.)   

 

 With each of the increases in the a-parameter estimates, we considered (1) the 

increase in the TIF (the original and the revised TIFs are displayed), (2) the increase in 

the item-test score correlations needed to bring about the increase in the a-parameter 

estimates (these will likely increase the understandability of the a-parameter increases), 

(3) the impact on the conditional standard errors (again, the original and the revised SE 

curves are displayed), and (4) the effective test length increases (i.e., relative efficiency).   
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Concerning “effective test length,” suppose TIF increased from 10 to 11 at one of 

the cutoff scores, with a 50- item test. The TIF increase is 10% (11 compared to 10 is 

1.1).  A relative efficiency of 1.1 means that the new or revised test is functioning about 

10% better than the baseline test.  If the baseline test contains 50 items, then a 10% gain 

in test length at a particular cutscore is equivalent to adding five items (10% of 50) of the 

same quality as those already present in the test.  The same calculations can be repeated 

at other cutscores or proficiency score points of interest.       

 

 We intended to conduct this part of the study using the item parameter files for 

the four tests we selected, some IRT graphing software (Han & Hambleton, 2007), and 

some simple calculations.  In fact, we determined that the software did not give us the 

flexibility we needed for producing the graphs, and so the second author prepared SAS 

code that allowed us to carry out most of the analyses and get the data displays in the 

formats we wanted.    

 

Impact of Changes in the TIFs on the Decision Accuracy of Student Classifications 

 

 Increasing the TIF, generally, is always a good thing to do statistically because 

score precision is increased.  (Practically speaking of course, this is not always possible.)  

Narrowing the confidence bands for scores provides students with more accurate 

assessments of their true levels of proficiency.  And, for students close to the cutscores at 

220, 240, and 260, the extra precision may influence their performance classifications.    

We considered the chances of students with true scores one standard error of 

measurement below a cutscore being classified in the higher category (false positive 

error) and the chances of students with true scores one standard error of measurement 

above a cutscore actually being classified in the lower category (false negative error) in 

the original test and the three improved tests.  The comparisons of interest in this study 

are the errors across the four tests at a given true score, and the comparisons highlight the 

relative advantages of the four tests.     

  

Conflicting Criteria in Item Selection  

 

We could think of three popular criteria for use in item selection—(1) item 

content (content specifications are used in constructing each MCAS test), (2) item 

information (beyond content considerations, test developers would like to maximize test 

information since in so doing, measurement precision is improved and more students will 

be correctly classified), and (3) selection to preserve raw score cuts.  Content validity can 

never be compromised, and so the conflict is really between selection to maximize test 

information and selection to maintain raw score cut scores.  These two criteria work at 

cross-purposes.    

 

 With current MCAS practices, rarely are raw score cuts moved more than three 

points (see Table 1).  In this study we simply investigated current MCAS tests, and tests 

that were based on more discriminating items.  [In future studies, we will consider a few 

cases where the TCC for the constructed test would result in a movement of the raw score  
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Table 1 

Test Score Associated with Each Cutscore in 2006 and 2007 

(From the 2007 MP Technical Report) 

 

W:NI NI:P P:A MAX W:NI NI:P P:A MAX

ELA03 21 37 44 48 22 37 45 48

ELA04 37 52 62 72 37 52 62 72

ELA05 22 36 45 52 22 36 46 52

ELA06 21 34 46 52 22 35 47 52

ELA07 35 49 63 72 34 49 63 72

ELA08 21 33 47 52 20 33 47 52

MAT03 24 33 40 40

MAT04 27 43 49 54 24 41 48 54

MAT05 25 39 47 54 24 38 48 54

MAT06 26 40 49 54 26 38 47 54

MAT07 25 38 48 54 26 38 49 54

MAT08 26 39 49 54 23 37 48 54

ELA10 35 51 63 72 32 48 61 72

MAT10 20 33 45 60 19 34 46 60

SCI05 25 37 44 54 24 36 44 54

SCI08 27 40 49 54 24 38 49 54

2006 2007Grade-

Content 

 
 

Note 1: W:NI, NI:P, and P:A are the Needs Improvement, Proficient, and Advanced cutscores, 

respectively.  The values presented in Table 1 are not the cutscores per se.  The cutscores are defined on the 

θ metric and do not change from year to year.  The values in this table represent the test scores associated 

with the cutscores, and these values are found via a TCC mapping.   

 

cuts by three points.  We would then substitute items to match up the cutscores by 

choosing items that are easier or harder to move the cutscore in the desired direction.  A 

three- point increase or decrease might impact as many as 12 to 16 items (with a shift in 

p-values of .15 to .25).  We would substitute new items of somewhat lower 

discriminating power and then follow through to see the impact of the revised test on 

decision consistency and decision accuracy that matches the test from a previous year but 

which included items with lower discriminating power.  As an aside, if items of 

equivalent discriminating power could be chosen along with more difficult items to drop 

a cutscore by 3 points, then little if anything would be lost with this approach to item 

selection.  But in practice, often these equally discriminating items with the appropriate 

content are not available and this is why the test was not matched more closely to the 

previous year’s test to begin with. 

 

 In this first study, only the second criterion was considered (i.e., item selection to 

increase the TIF).  The current MCAS tests served as the baseline.  Variations included 

revised tests that differed in their average level of discrimination.     
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Results 

 

Table 1 contains the raw score cut points used with the MCAS tests in 2006 and 

2007.  These were not used directly in the current study, but will be useful to us, 

indirectly, since they can be mapped to the theta scale via the appropriate test 

characteristic function to obtain the corresponding cutscores on the theta metric.  The 

spread of the cutscores highlights the need for fairly broad test information functions as 

the cutscores themselves range from as low as 30 percent of the score points to as high as 

90 percent. 

 

2007 Grade 6 ELA 

 

Table 2 displays the cutscores on the theta metric corresponding to the MCAS 

scaled scores of 220, 240, and 260.  In addition, the item parameter estimates are 

displayed for the multiple-choice and open-response items.  As a quality control check, 

we compared our item parameter estimates to those of the contractor, and the descriptive 

statistics were in close agreement.  There were no significant differences.   

 

Figures 1 and 2 display the information functions and the standard errors for the 

four tests.  Gains from the improved tests can be seen.  Using Information=10 as a 

criterion (corresponds to a classical reliability estimate of about .90), it is clear from 

Figure 1 that the current test falls slightly short of that goal at the lower cutscore, and far 

short at the higher cutscore.  The modest amount of information at the higher end of the 

proficiency continuum is easily understandable when it is noted that the highest multiple-

choice b-value in the test was 0.30.  Even the highest b-value for the open-response items 

is .09.  The improved tests would be helpful at the lower cutscore pushing information 

from 8 to as much as 13.  To push the test information higher at the higher cutscore 

would require not more item discrimination, but simply several more difficult items.  

This might be accomplished by replacing some middle difficult items (where test 

information exceeds 10) with more difficult items.   

 

  Figure 3 displays the relative efficiency of each of the three improved tests versus 

the original test.  Based on a representative sample of 1,000 examinees, Table 3 shows 

the item-test score correlations for the original and improved tests.  Table 4 provides a 

summary of the item-test score correlations for multiple-choice, open-response and all 

test items. Increasing item-test correlations by .08 (from about .32 to .40) would be 

necessary to increase the a-parameters from their original values to .30 higher.  Roughly 

speaking an average increase in the a-parameters of .05 pushed the new test to have an 

effective test length of about 10 percent more than the original test.  An increase of .10 in 

the average a-parameter made the effective length of the new test about 15 percent 

longer.  Finally, with an increase of .30, the effective length was on the average about 40 

percent longer than the original test though the increase varied across the proficiency 

scale.  Table 5 highlights that increasing item discrimination in the test impacted on score 

spread (a well-known finding) and to a much less extent impacted on the test score mean 

of the test. 



 8

2007 Grade 6 ELA 

 

Table 2 

Cutscores on the Theta Metric, and Item Parameter Estimates 

 

Cutscore Information 

Cutscores Needs Improvement Proficient Advanced 

Raw Scores 22 35 47 

Scale Scores 220 240 260 

Theta Scores -1.380 -.279 1.392 

 

Summary of Item Parameter Estimates 

Original Data: 

Item Type n Parameter Mean SD Min Max 

MC 36 

a .93 .25 .43 1.49 

b -.93 .80 -3.07 .30 

c .24 .06 .14 .38 

OR 4 
a .87 .05 .82 .93 

b -.31 .32 -.70 .09 

 

Based on the MP Technical Manual: 

Item Type n Parameter Mean SD Min Max 

MC 36 

a .93 .25 .44 1.50 

b -.92 .80 -3.17 .30 

c .25 .06 .14 .39 

OR 4 
a .88 .05 .83 .94 

b -.31 .32 -.70 .09 
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Table 3 

Original a-Parameter Estimates and r-Values Based on Original Data, and r-Values 

Under the Three Conditions (a + .05, a + .10, and a + .30), N = 1,000 

 

Item a 

r-values 

Original Data a + .05 a + .10 a + .30 

1 .731 .236 .317 .304 .314 

2 .792 .289 .321 .364 .410 

3 .927 .274 .283 .364 .364 

4 .848 .171 .274 .312 .257 

5 1.400 .430 .445 .468 .478 

6 .976 .375 .341 .414 .454 

7 .889 .300 .348 .345 .332 

8 .741 .274 .294 .298 .333 

9 1.058 .320 .418 .428 .457 

10 1.283 .406 .412 .410 .528 

11 1.165 .337 .396 .372 .440 

12 1.165 .355 .426 .339 .467 

13 .799 .241 .271 .302 .321 

14 .633 .275 .229 .261 .364 

15 1.025 .383 .360 .388 .450 

16 .779 .308 .223 .285 .354 

17 1.490 .403 .458 .420 .479 

18 1.168 .248 .304 .337 .362 

19 1.161 .375 .370 .395 .455 

20 1.169 .385 .376 .424 .410 

21 .991 .336 .327 .405 .414 

22 .897 .341 .244 .281 .331 

23 .594 .266 .295 .329 .325 

24 .570 .160 .227 .226 .243 

25 .850 .285 .320 .316 .377 

26 1.258 .381 .385 .394 .461 

27 .872 .288 .328 .347 .430 

28 .858 .253 .328 .336 .334 

29 .793 .315 .307 .340 .385 

30 1.168 .399 .389 .352 .421 

31 1.078 .312 .359 .391 .426 

32 .619 .234 .328 .253 .302 

33 .725 .270 .291 .287 .358 

34 .957 .334 .307 .323 .428 

35 .427 .228 .256 .282 .304 

36 .492 .225 .253 .259 .308 
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Item a 

r-values 

Original Data a + .05 a + .10 a + .30 

37 .823 .449 .514 .535 .585 

38 .851 .469 .548 .511 .574 

39 .891 .558 .519 .548 .576 

40 .934 .454 .543 .581 .608 

 

 

Table 4 

Averaged r-Values by Item Type and Total Test (N = 1,000) 

 

 Item Type Original Data a + .05 a + .10 a + .30 

MC .306 .328 .343 .385 

OR .483 .531 .544 .586 

All Items .324 .348 .363 .405 

 

 

Table 5 

Mean and Standard Deviation of Test Scores 

 

Average Test Score 

(SD) 

Original Data a + .05 a + .10 a + .30 

34.83 (7.05) 35.12 (7.52) 35.52 (7.64) 35.83 (8.28) 

 

 

 

Table 6 

False Positive and False Negative Error Rates 

 

Cutscores 

Theta 

Cuts 

Conditional 

SEM 

False Positive Rate False Negative Rate 

Original 

a + 

.05 

a + 

.10 

a + 

.30 

Origina

l 

a + 

.05 

a + 

.10 

a + 

.30 

Needs 

Improvement 

-

1.380 
.332 19.0% 18.2% 17.4% 14.9% 12.9% 12.0% 11.2% 8.4% 

Proficient -.279 .265 15.8% 14.8% 13.9% 10.7% 16.9% 16.1% 15.2% 12.4% 

Advanced 1.392 .453 12.0% 11.4% 10.9% 9.3% 19.2% 18.6% 18.1% 15.9% 

 

 

We were also interested in the original and improved tests and how they impacted 

false positive and false negative error rates for examinees just below and just above the 

cutscores.  The results of course depended on the cutscore and the particular test.  False 

positive rates decreased by 3 to 5 percent with the best test (i.e., test with the highest item 

discrimination indices) compared to the original test.  False negative error rates decreased 

by about 4 percent across the three cutscores using the best of the four tests compared to 

the original test.           
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2007 Grade 6  Mathematics 

 

Table 7 displays the cutscores on the theta metric corresponding to 220, 240, and 

260. In addition, the item parameter estimates are displayed for the multiple-choice and 

open-response items.  Again, as a quality control check, we compared our estimates to 

those of the contractor, and the descriptive statistics were in close agreement, though not 

quite as close as in the grade 6 ELA.  We suspect the differences, small as they are, are 

do to the handling of the c-parameter in the 3-parameter model. 

 

Figures 4 and 5 display the information functions and the standard errors for the 

four tests.  Figure 6 displays the relative efficiency of each of the three improved tests 

versus the original test.  Based on a representative sample of 1,000 examinees, Table 8 

shows the item-test score correlations for the original and improved tests.  Table 9 

provides a summary of the item-test score correlations for multiple-choice, open-

response, and all test items.  Increases in the item-test score correlations due to the 

increases in the discriminating powers of the items went from an average of .375 with the 

original test to .442 with the most improved test. 

 

The original mathematics test provides substantially more information at the 

cutscores than the grade 6 ELA test (due to the use of more discriminating items as 

evidenced by the higher average value of the item-test score correlations and the a-

parameter estimates).  For example, test information is (approximately) 18, 19, and 10 at 

the Needs Improvement, Proficient, and Advanced cutscores.  The improved tests were 

very helpful in adding to test information but the additions were not essential.  The 

original TIF too was not only high enough at the cutscores but was fairly well centered.  

It was noted too that the item difficulties for this test showed much more range than did 

the grade 6 ELA test.  

 

An increase of .05 in the a-parameter estimates increased the effective length 

relative to the original test at the cutscores by about 5 percent; an increase of .10 

increased the effective length relative to the original test by about 10 percent; and an 

increase of .30 increased the effective length of the of the test relative to the original test 

by about 30 to 40 percent except for proficiency scores above 1.0 where the relative 

length dropped under 30 percent.  Table 10 highlights again that as the average 

discriminating power of items in the test was increased, the mean shift was slight, and the 

test score variability was increased. 

 

For examinees around the cutscores, because of the increased information for all 

four tests (compared to the grade 6 ELA), the original and the improved tests, the 

decision consistency and decision accuracy of the classifications will be increased.  Table 

11 provides the results for examinees who were one standard error of measurement above 

or below the three cutscores.  Because the precision was higher in the mathematics tests, 

these examinees were closer to the cutscores.  [For example, if information = 16 at a  
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2007 Grade 6 Math 

 

Table 7 

Cutscores on the Theta Metric, and Item Parameter Estimates 

 

Cutscore Information 

Cutscores Needs Improvement Proficient Advanced 

Raw Scores 22 35 47 

Scale Scores 220 240 260 

Theta Scores -.51 .232 1.112 

 

Summary of a-, b-, c-parameter Estimates 

Original Data: 

Item Type n Parameter Mean SD Min Max 

MC 29 

A 1.07 .30 .60 1.82 

B -.30 .59 -2.00 .71 

C .18 .08 .05 .36 

SA 5 
A .78 .20 .55 1.08 

B .16 1.06 -1.36 1.14 

OR 5 
A 1.04 .09 .92 1.13 

B -.60 .54 -1.20 .25 

 

Based on MP result from the Tech Manual: 

Tem Type n Parameter Mean SD Min Max 

MC 29 

A 1.06 .30 .60 1.81 

B -.33 .62 -2.04 .70 

C .17 .09 .02 .36 

SA 5 
A .78 .20 .55 1.07 

B .14 1.06 -1.39 1.13 

OR 5 
A 1.03 .09 .91 1.12 

B -.62 .54 -1.22 .24 
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Table 8 

Original a-Parameter Estimates and r-Values Based on Original Data, and r-Values 

Under the Three Conditions (a + .05, a + .10, and a + .30), N = 1,000 

 

Item a 

r-values 

Original Data a + .05 a + .10 a + .30 

1 .919 .283 .292 .318 .301 

2 .692 .274 .289 .301 .316 

3 .685 .271 .233 .260 .358 

4 1.089 .388 .434 .405 .478 

5 1.050 .364 .478 .432 .470 

6 .799 .288 .297 .306 .352 

7 1.114 .345 .348 .358 .387 

8 .882 .338 .353 .366 .381 

9 1.210 .396 .497 .459 .494 

10 1.237 .338 .359 .376 .375 

11 1.469 .422 .458 .437 .507 

12 .603 .242 .288 .279 .283 

13 1.063 .363 .388 .382 .388 

14 1.520 .434 .415 .503 .496 

15 .763 .292 .350 .329 .347 

16 1.445 .467 .503 .498 .511 

17 .898 .314 .308 .385 .423 

18 1.193 .416 .476 .443 .514 

19 1.818 .300 .341 .369 .364 

20 .815 .352 .361 .387 .381 

21 1.180 .384 .437 .461 .482 

22 1.260 .379 .460 .417 .471 

23 .669 .297 .309 .312 .379 

24 1.187 .329 .336 .415 .462 

25 .716 .307 .305 .309 .294 

26 1.242 .444 .459 .372 .447 

27 1.435 .461 .482 .472 .487 

28 1.253 .460 .443 .485 .438 

29 .835 .307 .349 .332 .398 

30 .875 .336 .388 .423 .432 

31 1.076 .409 .418 .345 .474 

32 .753 .337 .325 .372 .456 

33 .656 .277 .277 .339 .447 

34 .552 .278 .243 .320 .387 

35 1.068 .558 .561 .598 .612 

36 .962 .552 .496 .554 .623 
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Item a 

r-values 

Original Data a + .05 a + .10 a + .30 

37 1.126 .570 .578 .553 .627 

38 1.122 .518 .575 .590 .621 

39 .918 .520 .494 .562 .594 

 

 

Table 9 

Averaged  r-Values by Item Type and Total Test (N = 1,000) 

 

 Item Type Original Data a + .05 a + .10 a + .30 

MC .354 .381 .385 .413 

SA .327 .330 .360 .439 

OR .544 .541 .571 .615 

All Items .375 .395 .406 .442 

 

Table 10 

Mean and Standard Deviation of Test Scores 

 

Average Score 

(SD) 

Original Data a + .05 a + .10 a + .30 

32.59 (9.29) 32.80 (9.55) 32.81 (9.83) 33.24 (10.42) 

 

 

Table 11 

False Positive and False Negative Error Rates 

 

Cutscores 
Theta 
Cuts 

Conditional 
SEM 

False Positive Rate False Negative Rate 

Original a + .05 a + .10 
a + 
.30 Original a + .05 a + .10 a + .30 

Needs 

Improvement -.510 .231 17.5% 16.6% 15.8% 

12.9

% 15.0% 14.1% 13.2% 10.1% 

Proficient 
.232 .228 15.2% 14.3% 13.5% 

10.6
% 16.9% 16.1% 15.4% 12.9% 

Advanced 1.112 .291 13.2% 12.6% 11.9% 9.7% 19.1% 18.5% 18.0% 16.2% 

 

  

cutscore, the conditional standard error is 0.25.  If information is 8 at a cutscore, the 

conditional standard error is 0.35.] 

 

For examinees near the cutscores (plus or minus one standard error of 

measurement), the false positive and false negative error rates dropped from 3 to about 5 

percent when comparing the original test to the most improved test.        
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2007 Grade 10 ELA 

 

Table 12 displays the cutscores on the theta metric corresponding to 220, 240, and 

260.  In addition, the item parameter estimates are displayed for the multiple-choice and 

open-response items.  As a quality control check, we compared our estimates to those of 

the contractor, and the descriptive statistics were in close agreement except for the item 

parameter estimates on the writing prompt.  In this instance, we used our estimates in the 

subsequent research.  The differences had to do with the number of thresholds being 

estimated in the two analyses, and the problem arose because of low frequencies on two 

of the score points.   

 

Figures 7 and 8 display the information functions and the standard errors for the 

four tests.  Information was substantial at the Needs Improvement and Proficient 

cutscores and acceptable at the Advanced cutscore (using the TIF=10 criterion).  Figure 9 

displays the relative efficiency of each of the three improved tests versus the original test.  

With an increase of .05 and .10 in the item discrimination indices, the relative efficiency 

was about 5 percent; and 10 percent higher, respectively; with an increase of .30 in the 

item discrimination indices, relative efficiency was about 1.4 at the two lower cutscores, 

and about 1.2 at the higher cutscore.   

 

Based on a representative sample of 1,000 examinees, Table 13 shows the item-

test score correlations for the original and improved tests.  Table 14 provides a summary 

of the item-test score correlations for multiple-choice, open-response, and all test items.  

Once again, it can be seen in Table 15 that the increase in item discriminating power had 

no influence on the test score means, but a small impact on the variability of the test 

scores. 

 

Table 16 contains the statistics addressing the impact of increasing test 

information on the rate of false positive and false negative error rates.  False positive 

error rates were decreased by 3 to 4 percent with the increase in test information for 

examinees who were one standard error of measurement below the three cutscores.  False 

negative error rates were decreased by about 4 percent at the Needs Improvement and 

Proficient cutscores.  It can be seen in Figure 7 that at the Advanced cutscore, test 

information was not impacted substantially by the increase in item discriminating power, 

and so false negative error rates were only slightly improved (the drop was from 19.6 

percent to 18.3 percent). Again, a more substantial drop could be anticipated with a shift 

in the difficulty of the test around this Advanced cut score.           
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2007 Grade 10 ELA 

 

Table 12 

Cutscores on the Theta Metric, and Item Parameter Estimates 

 

Cutscores Information 

Cutscores Needs Improvement Proficient Advanced 

Raw Scores 32 48 61 

Scale Scores 220 240 260 

Theta Scores -.414 .384 1.430 

 

Summary of a-, b-, c-parameter Estimates 

Original Data: 

Item Type n Parameter Mean SD Min Max 

MC 36 

a 1.12 .29 .59 1.96 

b -.04 .49 -.84 .97 

c .22 .06 .11 .38 

OR 4 
a 1.18 .11 1.09 1.34 

b .42 .17 .27 .57 

Writing 2 
a 1.67 .14 1.57 1.77 

b -.02 .51 -.38 .34 

 

Based on MP result from the Tech Manual: 

Item Type n Parameter Mean SD Min Max 

MC 36 

a 1.12 .29 .59 1.96 

b -.04 .49 -.84 .98 

c .22 .06 .11 .38 

OR 4 
a 1.18 .11 1.09 1.34 

b .42 .17 .27 .57 

Writing 2 
a 1.67 .14 1.58 1.77 

b -.37 1.00 -1.07 .34 
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Based on UMASS item parameter calibration results: 
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Table 13 

Original a-Parameter Estimates and r-Values Based on Original Data, and r-Values 

Under the Three Conditions (a + .05, a + .10, and a + .30), N = 1,000 

 

Item a 

r-value 

Original Data a + .05 a + .10 a + .30 

1 .593 .272 .276 .243 .341 

2 .641 .235 .216 .281 .351 

3 1.261 .387 .395 .460 .458 

4 1.742 .431 .452 .443 .486 

5 1.216 .383 .391 .397 .446 

6 1.269 .406 .428 .400 .423 

7 1.018 .339 .308 .342 .348 

8 .943 .357 .343 .365 .407 

9 .950 .384 .323 .293 .388 

10 1.022 .374 .365 .352 .460 

11 1.535 .469 .448 .455 .477 

12 1.123 .382 .460 .407 .440 

13 1.152 .328 .330 .400 .367 

14 .879 .336 .374 .335 .391 

15 1.420 .385 .387 .378 .408 

16 1.071 .345 .322 .384 .409 

17 1.215 .251 .351 .318 .400 

18 .945 .297 .345 .379 .350 

19 1.105 .379 .437 .482 .456 

20 .861 .294 .272 .336 .389 

21 .837 .324 .380 .358 .354 

22 1.130 .391 .427 .403 .457 

23 1.374 .423 .442 .412 .470 

24 .819 .358 .309 .410 .345 

25 1.393 .412 .410 .385 .392 

26 1.095 .342 .351 .389 .405 

27 .916 .329 .352 .349 .409 

28 1.484 .469 .483 .474 .508 

29 .967 .336 .355 .388 .364 

30 .703 .253 .322 .315 .295 

31 1.959 .466 .469 .472 .538 

32 1.288 .413 .447 .422 .397 

33 .965 .283 .377 .307 .364 

34 .982 .335 .331 .372 .405 

35 1.130 .342 .350 .355 .428 

36 1.310 .383 .360 .405 .415 
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Item a 

r-value 

Original Data a + .05 a + .10 a + .30 

37 1.148 .534 .579 .591 .615 

38 1.140 .572 .591 .580 .627 

39 1.341 .574 .626 .634 .646 

40 1.092 .546 .527 .594 .642 

41 1.768 .670 .699 .703 .717 

42 1.573 .697 .714 .704 .756 

 

 

 

Table 14 

Averaged r-Values by Item Type and Total Test (N = 1,000) 

 

 Item Type Original Data a + .05 a + .10 a + .30 

MC .358 .372 .380 .409 

OR .557 .581 .600 .633 

Writing .684 .707 .704 .737 

All Items .393 .408 .416 .446 

 

Table 15 

Mean and Standard Deviation of Test Scores 

 

Averaged Score 

(SD) 

Original Data a + .05 a + .10 a + .30 

34.59 (11.45) 34.54 (11.85) 34.55 (12.00) 34.69 (12.62) 

 

Table 16 

False Positive and False Negative Error Rates 

 

Cutscores 

Theta 

Cuts 

Conditional 

SEM 

False Positive Rate False Negative Rate 

Original a + .05 a + .10 a + .30 Original a + .05 a + .10 a + .30 

Needs Improvement -.414 .212 17.3% 16.6% 15.9% 13.4% 14.7% 13.9% 13.1% 10.3% 

Proficient .384 .202 15.3% 14.5% 13.7% 10.9% 16.9% 16.1% 15.4% 12.8% 

Advanced 1.430 .300 12.1% 11.5% 11.0% 9.1% 19.6% 19.4% 19.1% 18.3% 

 

2007 Grade 10 Mathematics 

 

Table 17 displays the cutscores on the theta metric corresponding to 220, 240, and 

260.  In addition, the item parameter estimates are displayed for the multiple-choice and 

open-response items.  As a quality control check, again, we compared our estimates to 

those of the contractor, and the descriptive statistics were in close agreement.  We noted 

too that the b-values for the items showed considerable variation and thus anticipated 

somewhat higher levels of information at the Advanced cutscore.  With the grade 10 

ELA, the maximum b-value was only 0.97 for the multiple-choice items, 0.57 for the 
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open-response items, and 0.34 for the writing prompt; for grade 10 mathematics, the 

maximum b-value was 2.03 for the multiple-choice items, 0.38 for the short answer 

items, and 1.07 for the open-response items). 

 

Figures 10 and 11 display the information functions and the standard errors for 

the four tests.  Figure 12 displays the relative efficiency of each of the three improved 

tests versus the original test.  Figure 11 highlights that the TIF for the original test was 

excellent showing substantial information at the three cutscores.  This finding was 

desirable because the grade 10 mathematics cutscores themselves are relatively close on 

the grade 10 mathematics scale. Increasing the average item discrimination parameter 

was helpful but not essential for test quality.  This is easily seen by the high overlap in 

the standard error functions for the four tests.  Except for the small percentage of 

examinees scoring at the extremes, changes in the conditional standard errors were only 

slightly affected by increases in the TIFs.  Figure 12 shows that the relative efficiency of 

the improved tests at the three cutscores was increased by 5 percent, 10 percent, and 30 to 

40 percent.  These were substantial gains but not necessary because of the generally high 

level of TIF for the original test.   

 

Based on a representative sample of 1,000 examinees, Table 18 shows the item-

test score correlations for the original and improved tests.  Table 19 provides a summary 

of the item-test score correlations for multiple-choice, short answer, open-response, and 

all of the test items combined.  The increases in the average level of a-parameters in the 

three improved tests showed that the average item-test correlations increased from .381 to 

.394, to .406, and finally to .423.  Table 20 shows that this time, the test score means 

remained about the same, while the spread of test scores increased with increases in the 

average discriminating power of the items.   

 

Table 21 contains the false positive and false negative error rates for examinees 

on the four tests who were located either one standard error of measurement below a 

cutscore or one standard error of measurement above.  False positive error rates dropped 

from 3.4 to 4.1 percent with the improved tests.  False negative error rates dropped from 

3.0 to 4.0 percent with the improved tests.          
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2007 Grade 10 Mathematics  

 

Table 17 

Cutscores on the Theta Metric, and Item Parameter Estimates 

 

Cutscores Information 

Cutscores Needs Improvement Proficient Advanced 

Raw Scores 19 34 46 

Scale Scores 220 240 260 

Theta Scores -.189 .420 1.038 

 

Summary of a-, b-, c-parameter Estimates 

Original Data: 

Item Type n Parameter Mean SD Min Max 

MC 32 

a 1.22 .41 .50 2.17 

b .44 .58 -.99 2.03 

c .24 .09 .12 .46 

SA 4 
a .90 .24 .56 1.12 

b -.07 .44 -.69 .38 

OR 6 
a 1.64 .33 1.15 2.18 

b .44 .48 -.17 1.07 

 

Based on MP result from the Tech Manual: 

Item Type n Parameter Mean SD Min Max 

MC 32 

a 1.22 .41 .50 2.17 

b .44 .58 -.99 2.03 

c .24 .09 .12 .46 

SA 4 
a .90 .24 .57 1.12 

b -.07 .44 -.69 .38 

OR 6 
a 1.64 .33 1.15 2.18 

b .44 .48 -.17 1.07 
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Based on UMASS item parameter calibration results: 
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Table 18 

Original a-Parameter Estimates and r-Values Based on Original Data, and r-Values 

Under the Three Conditions (a + .05, a + .10, and a + .30), N = 1,000 

 

Item a 

r-value 

Original Data a + .05 a + .10 a + .30 

1 .904 .361 .356 .313 .365 

2 1.176 .362 .388 .410 .400 

3 .834 .312 .367 .327 .337 

4 2.023 .399 .386 .377 .377 

5 .991 .309 .316 .335 .319 

6 1.297 .392 .368 .388 .466 

7 .915 .319 .318 .337 .393 

8 1.536 .427 .445 .485 .459 

9 1.236 .366 .406 .319 .383 

10 1.696 .243 .252 .300 .350 

11 1.783 .436 .498 .454 .457 

12 .504 .250 .255 .238 .268 

13 2.172 .418 .375 .447 .421 

14 1.278 .383 .384 .408 .401 

15 1.106 .343 .333 .370 .420 

16 .602 .301 .288 .307 .314 

17 1.651 .489 .492 .480 .548 

18 .916 .182 .152 .232 .184 

19 1.019 .281 .327 .306 .317 

20 1.429 .278 .312 .273 .327 

21 1.212 .286 .280 .262 .291 

22 1.645 .400 .410 .367 .390 

23 .666 .248 .286 .302 .322 

24 1.014 .232 .228 .268 .278 

25 .884 .301 .363 .375 .426 

26 1.059 .401 .383 .419 .428 

27 1.086 .337 .324 .380 .388 

28 1.425 .375 .436 .452 .470 

29 1.278 .309 .368 .290 .341 

30 .875 .319 .345 .324 .359 

31 1.895 .244 .253 .273 .231 

32 1.043 .266 .287 .331 .360 

33 .565 .275 .249 .342 .306 

34 1.123 .453 .479 .488 .513 

35 1.027 .429 .428 .474 .509 

36 .866 .412 .404 .454 .453 
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Item a 

r-value 

Original Data a + .05 a + .10 a + .30 

37 1.561 .622 .638 .611 .637 

38 1.591 .633 .663 .668 .698 

39 1.635 .657 .662 .685 .690 

40 1.146 .548 .581 .588 .600 

41 1.705 .680 .693 .726 .740 

42 2.176 .697 .708 .762 .741 

 

Table 19 

Averaged r-Values by Item Type and Total Test (N = 1,000) 

 

 Item Type Original Data a + .05 a + .10 a + .30 

MC .330 .343 .348 .368 

SA .392 .390 .440 .445 

OR .640 .658 .673 .684 

All Items .381 .394 .406 .423 

 

Table 20 

Mean and Standard Deviation of Test Scores 

 

Averaged Score 

(SD) 

Original Data a + .05 a + .10 a + .30 

28.36 (11.70) 28.33 (12.05) 28.39 (12.35) 28.21 (12.67) 

 

Table 21 

False Positive and False Negative Error Rates 

 

Cutscores 

Theta 

Cuts 

Conditional 

SEM 

False Positive Rate False Negative Rate 

Original a + .05 a + .10 a + .30 Original a + .05 a + .10 a + .30 

Needs Improvement -.189 .200 18.2% 17.6% 17.0% 14.8% 14.2% 13.5% 12.8% 10.2% 

Proficient .420 .174 16.5% 15.7% 15.0% 12.4% 15.6% 14.8% 14.2% 11.7% 

Advanced 1.038 .182 14.9% 14.2% 13.6% 11.4% 17.2% 16.6% 16.1% 14.2% 
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Discussion and Suggestions for Additional Research 

 

 This study was the first in a series of studies to learn more about the role of test 

information functions, conditional standard errors, relative efficiency, and false positive 

and false negative error rates.  Among the findings and conclusions are the following: 

 

1. At grade 6 ELA, the original TIF appeared to meet reasonable expectations at the 

Needs Improvement and Proficient cutscores, but appeared low at the Advanced 

cutscore.  With 62 percent of the examinees in the Proficient category in 2007, it 

would seem especially important to consider a redesign in the statistical 

characteristics of the selected test items to make the test more statistically 

informative at the Advanced cutscore because many of these examinees would not 

be far from the Advanced cutscore.  There is not much extra information at the 

lower cutscores to be given up so improvements in the item statistics would seem 

to be a necessary direction to follow in the coming year or two.  Increasing test 

length by adding more difficult items would be another possible solution.  (In 

2007, the distribution of examinees across the performance categories was as 

follows:  Warning=7 percent, Needs Improvement=25 percent, Proficient=62 

percent, and Advanced=6 percent.)   

 

2. At grade 6 mathematics, the original TIF met reasonable expectations.  Here, 

some modest shift in test difficulty might be recommended since information 

available at the lower two cutscores far exceeds the minimum levels and the 

information at the Advanced cutscore is borderline.  However, if no changes were 

made, the current test is still well aligned with the cutscores and the location of 

the proficiency distribution (Warning=21 percent, Needs Improvement=26 

percent, Proficient=35 percent, and Advanced=18 percent). 

 

3. At grade 10 ELA, the original TIF met reasonable expectations at all three 

cutscores.  At the same time, relatively speaking, information was excessive at the 

Proficient cutscore and borderline at Needs Improvement and Advanced cutscores.  

Here improvements in information at the lower and high cutscores might come by 

moving a few items from the middle difficulty category to the lower or higher 

levels of difficulty, improving the discriminating powers of items, or considering 

a lengthening of the test by adding some easy and some hard discriminating items.  

Currently the proficiency distribution across the four performance categories is as 

follows: Failing=8 percent, Needs Improvement=25 percent, Proficient=52 

percent, and Advanced=15 percent.   

 

4. At grade 10 mathematics, the original TIF is excellent, with substantial 

information at all three cutscores.  No statistical changes are necessary, or even 

need to be considered.  Currently the proficiency distribution is as follows:  

Failing=13 percent, Needs Improvement=20 percent, Proficient=29 percent, 

Advanced=39 percent. 
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5. Our investigation of increasing the average level of discriminating power 

provided some interesting numbers to consider in the future.  Gains in the average 

a-parameter in the test of .05 would increase the effective length of the test near 

the cutscores by 5 to 10 percent; gains in the test of .10 would increase the 

effective length of the test by 10 to 20 percent; and gains in the test of .30 would 

increase the effective length of the test by up to 40 percent. Clearly these gains are 

of practical significance and support the need for on going efforts to improve the 

statistical characteristics of the test items.  Even if the current TIFs were judged as 

satisfactory, with these gains in the discriminating powers of items, it would be 

possible to shorten tests without any loss in the current test quality. 

 

6. Our investigation also provided some interesting numbers about false positive and 

false negative error rates.  A 3 to 5 percent drop in classification errors for 

examinees one standard error of measurement above or below a cutscore would 

seem to be possible if more discriminating items (on the average, .30 higher) than 

currently are available could be developed.          

 

In summary, the results of the study highlighted that the current ELA and 

mathematics TIFs in grades 6 and 10 are meeting or exceeding TIF expectations at the 

three cutscores (with the exception of grade 6 ELA Advanced).  Also, the study has 

shown the benefits of increasing the average discriminating power of the test items.  How 

practical this might be remains to be seen.  Certainly a review of current item-writing 

practices and review procedures and a review of the best test items (to spot features that 

might be repeated in more items) could be initiated in the coming year to see what the 

options might be.     

 

Assuming no changes in the quality of the test items in the MCAS were possible, 

the psychometric characteristics of the tests might still be improved through a more 

optimal selection of items—an item selection method that places more information near 

the cutscores, especially those at 220 and 240 while not neglecting the decisions being 

made at a score of 260.  How optimally located now are the items in relation to the 

cutscores?  The four TIFs we studied are, for the most part, excellently placed, though 

improvements could still be made.  Of course, too, we have only investigated four of 22 

MCAS tests.  If a different set of items were selected for a test—a set that was more 

optimal in relation to students and cutscores—how might the TIFs and reliability and 

validity of student performance classifications be affected?  We would propose that 

investigation of this question be initiated in the coming year. 
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