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CHAPTER 7.  

 
INDEPENDENT VARIABLES AND AN OVERVIEW OF  

CLASSIFICATION TREE ANALYSIS 
 

 This chapter and the rest of the chapters in Part III of this book are all related. As a 

whole, they describe our efforts to understand what data from Sourceforge.net tell us about 

the success and abandonment of projects across two longitudinal stages – Initiation and 

Growth – that were described in Chapter 3 (Figure 3.2). In this chapter, we (1) describe the 

Sourceforge.net data we use in the analytic chapters that follow;  (2) link these data back to 

various hypotheses or research questions presented in the theoretical chapters in Part II; and 

(3) describe the classification tree statistical methods we use in upcoming Chapters 8 

(Initiation Stage analysis) and 9 (Growth Stage analysis). 

 
Data Description 

 In the “Data Description” section of Chapter 6, we described the origins of our data and 

the variables we used to create our success and abandonment dependent variable for the two 

longitudinal stages – Initiation and Growth. In this section, we describe the independent 

variables1 used in our analysis of Sourceforge.net (SF) data, as well as some of the 

limitations of these data.  

 Our independent variables consist of five numerical variables and seven “groups” of 

categorical variables. The five numerical variables include:  

“Developers,”  
“Tracker Reports,”  

                                                 
1
 For readers unfamiliar with the term “independent variable,” this generally describes variables or factors that 

might help predict a particular result.  The term “dependent variable” is the formal term for this “result.”  In our 
case, the dependent variable or “result” is whether an open source collaboration becomes successful or 
abandoned. So, our independent variables are SF variables that could potentially help to differentiate 
between successful open source collaborations and abandoned ones. 
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“Page Visits,”  
“Forum Posts” and a 
“Project Information Index” (PII).  

 
The seven “groups” of categorical variables include:  

 
“Intended Audience,”  
“Operating System,”  
“Programming Language,”  
“User Interface,”  
“Database Environment,”  
“Project Topic,” and  
“Project License.”  
 

 The numerical variables, with the exception of the Project Information Index, are 

generated in three situations: (1) when a open source project administrator first creates the 

project in SF; (2) when the project administrator modifies the project (e.g., adds a new 

developer to the team) through the SF administrative web interface; or (3) when members of 

the project's community submit bug reports, create forum posts and/or visit the project's 

website. The underlying SF website programs automatically calculate the values for the 

numerical variables in response to these activities. The only numerical variable this is not true 

for is the PII, which we derived ourselves using the project's categorical independent 

variables (described below). As we will see, the PII turned out to be an important variable 

(particularly in the Initiation Stage analysis in Chapter 8), and we describe it and the other 

numerical variables in more detail in the Numerical Independent Variables section below. 

 The categorical variables are specific answers provided by the open source project 

administrator in response to questions about his or her project. These questions (and a series 

of possible answers) are displayed to the project administrator via the SF administrative web 

interface, and are addressed either at the time the administrator created the project on SF or 

at some later date. For each categorical variable “group,” the project's administrator has the 
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choice of selecting no option, or one or more options associated with that group.  

 An example will help clarify. Consider, the “Programming Language” categorical 

variable. When initially creating a project on SF, the project's administrator might indicate that 

their project uses a single programming language (e.g., C++) – a single subcategory or option 

– from all the possible programming language options SF lists for the Programming Language 

group (see Table 7.1 for a condensed list of possible programming languages). Alternatively, 

the project administrator could select multiple programming language options if more than 

one is used. Or, if the project is just starting and the language to be used is still not chosen, 

the project administrator might leave the programming language options unselected. 

 At the time of our data collection, project administrators had the option of selecting, in 

total, over five hundred (!) subcategories or options within the seven groups of categorical 

variables listed above. From an analysis standpoint, using that many variables is impractical. 

Consequently, we consolidated the five hundred options down to fifty-four aggregated 

subcategories. Each of these new subcategories is a separate independent variable in our 

analysis. We describe the consolidation process and other details in the “Categorical 

Independent Variable Groups” section below. When the five numerical variables are added to 

the categorical variables, our dataset for analysis includes fifty-nine independent variables. 

Table 7.1 summarizes these variables along with their abbreviations, short descriptions and 

hypotheses from Chapters 2 through 5 that they are associated with.  

 All of the data for these independent variables (both numeric and categorical) came 

from the FLOSSmole dataset (FLOSSmole, 2006). We have data for the same 107,747 

projects described in Chapter 6. Conceptually, the Project License group of categorical 

variables fits within the collection of “Institutional Attributes”” variables in the IAD Framework 



Aug 18 2010 review version – do not cite or quote 

 

4 

(Figure 3.1 and further discussed in Chapter 5). The Developers variable and Intended 

Audience group fit in the collection of “Community Attributes” variables in the framework, but 

the majority of SF data fall under the “Physical Attributes” component of IAD. Some of the 

independent variables (for example Tracker Reports and Forum Posts) fit in both the 

Community Attributes and Physical Attributes components because they reflect both 

community activity and the use of collaborative technologies. Below, we briefly describe each 

of these variables or groups of variables, and their connections to the theories and concepts 

discussed in previous chapters.  

 

Numerical Independent Variables 

 

Developers  

 The Developers variable is the total number of developers listed for each project. All 

107,747 projects have developer data, although 263 projects list zero developers. The largest 

project lists 340 developers (see Table 7.2 for more statistical details). The developers 

variable is particularly important because the developer is our central unit of analysis within 

the IAD Framework (refer back to Chapter 3, Figure 3.1) and because “group size,” a 

community attribute in the IAD Framework, is a central concept in the theory of collective 

action (see Chapter 4, Table 4.2, GROUP SIZE).  

 

Tracker Reports 

 The Tracker Reports variable represents the total number of bug reports, feature 

requests, patches and support requests added together for each project. The Alexandria 
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project has the largest number of tracker reports for a project in our data – 86,242 (see Table 

7.2). Alexandria was originally the project that developed the open source code on which the 

SF website is based, but currently, it contains the tracker reports for the SF website itself and 

does not develop any software. Conceptually, Tracker Reports represent use of the 

collaborative infrastructure of a project (a physical attribute of the IAD Framework) and can 

also be considered a measure of community activity and interest in the project, or, in other 

words, project utility (refer back to Chapter 4, Table 4.1, COLLABORATIVE 

INFRASTRUCTURE USED, RQ-P2, and PRODUCT UTILITY H-P3a).  

 

Page Visits 

 SF provides hosting services for project websites free-of-charge. Most SF projects take 

advantage of this service and create SF-based websites; however, some SF projects have 

websites that are hosted elsewhere. Page Visits represents the total number of requests to 

view any page of the project's website, but only if that website is hosted by SF. We have 

eliminated all projects that list website addresses different from SF addresses from our data 

set; however, we were not able to eliminate projects that use code to redirect users from a SF 

hosted web page to a website hosted elsewhere. Therefore, the value of the Page Visits 

variable for projects that redirect users to another website may be understated. Based on a 

random sample of 100 projects performed by Comino et al. (2007), we estimate that only 

about five percent of the projects in our dataset redirect users. 

 As discussed in Chapters 3 and 4, Page Visits and Downloads can be interpreted as a 

measure of software product utility as well as the size of the project's user community (see 

Table 4.1, PRODUCT UTILITY H-P3a), but, only if we take into account the successful 
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projects that, for a variety of reasons, have an inherently low number of Page Visits and 

Downloads (Howison & Crowston, 2004), such as specialized software with small populations 

of potential users. 

 

 

Forum Posts 

 In our dataset, Forum Posts represents the total number of postings made to the 

project's public forums on SF over the 11 month period from 2005-10-06 through 2006-08-02. 

Forum posts before that time period were not available in the FLOSSmole data set. Only 

8,355 projects in our data set have a value greater than zero for the number of forum posts 

(see Table 7.2). Some forums and email lists can be reserved for the project's developers and 

hidden from public view, so, these forum posts are also missing from our data. 

 Like Tracker Reports, Forum Posts represent use of the collaborative infrastructure (a 

physical attribute) of a project (see Table 4.1, COLLABORATIVE INFRASTRUCTURE USED, 

RQ-P2). This variable is also a measure of the activity of the group and their interest in the 

project (e.g., utility; see Table 4.1., PRODUCT UTILITY, P-H3a). A limitation in this variable is 

that there may be other communication technologies (e.g., a separate email listserv, or an 

Internet Relay Chat or IRC channel) used by the project that is not through the SF system. 

 

Project Information Index (PII) 

As we studied the SF dataset, we noticed that the more subcategories of the 

categorical variables a project's administrator had selected, the greater the chance that the 

project was successful. In order to examine this observation further, we created a “Project 
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Information Index” variable that is simply the total number of subcategories of the categorical 

variables that a project's administrator had selected to describe the project. In the 

“Categorical Independent Variable Groups” section below, we describe how our theories and 

hypotheses relate to each of the categorical variable groups that the PII is built upon.   

Interestingly, 30,276 projects in our data set have selected no categorical data and 

thus have a value of zero for the PII. The highest value for the PII is 25, meaning that the 

most subcategories selected for any project was twenty-five of the fifty-four possible 

categorical independent variables (see Table 7.2). 

 

Categorical Independent Variable Groups 

 

Intended Audience  

 The variables in this group were created on SF when project administrators chose from 

nineteen different subcategories that described the type of user community that might use 

their software. As mentioned above, the administrators could have chosen multiple 

subcategories, one subcategory or no subcategories to describe their “intended audience.” 

Administrators for 72,212 projects chose at least one subcategory for the Intended Audience 

group, and administrators for 35,535 projects chose no subcategories, meaning they didn't 

assign any “intended audience” to their project (see Table 7.3 for more statistical information). 

 This variable group is the first example of where we needed to consolidate 

subcategories in order to make analysis of such a large dataset feasible. We consolidated the 

nineteen original SF Intended Audience subcategories down to five subcategories (or 

independent variables). Subcategories that had similar characteristics were grouped together. 
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For example, we grouped the SF subcategories “Customer Service”, “Financial and 

Insurance”, “Healthcare Industry”, “Legal Industry”, “Manufacturing”, “Telecommunications 

Industry”, “Quality Engineers” and “Aerospace” into a new subcategory called “Business.” We 

grouped the SF subcategories “End Users/Desktop” and “Advanced End Users” into a new 

aggregated subcategory named “End Users.” “Developers”, “Information Technology” and 

“System Administrators” were grouped together under the new subcategory “Computer 

Professionals.” Government and nonprofit organizations were consolidated into one 

subcategory “Government/non-profit,” and lastly, “Education”, “Religion”, “Science/Research” 

and “Other Audience” were grouped under the new subcategory “Other.” We generally left 

subcategories containing large numbers of projects as individual subcategories. Table 7.4 

shows the original SF subcategories, our new aggregated subcategories and the number of 

projects in the original SF Intended Audience category. Because of length limitations, we 

cannot include similar tables for all of our categorical variable groups in this book; however, 

we have made all of the data referred to in this analysis, including tables of our aggregations, 

available for viewing or downloading at www.umass.edu/digitalcenter/ossuccess. 

 Intended Audience connects to concepts discussed in earlier chapters. Recall our 

discussion in Chapter 3 about von Hippel's (2005) idea of “user-driven innovation” (see Table 

3.2, DEVELOPER ATTRIBUTES AND MOTIVATIONS, H-C1). Based on this idea, we could 

hypothesize that projects listing our Intended Audience subcategory, “Computer 

Professionals,” might have a higher success rate than projects with other intended audiences 

because computer professionals' would likely be contributing to the software project because 

they need and use the code being developed.  
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Operating System 

 The Operating System group of variables describes, obviously, the operating system or 

systems that the project's software has been developed to run on. The original SF data 

contains 59 subcategories for this group of variables, and we consolidated them to eight new 

subcategories. For example, we grouped the subcategories “All 32-bit MS Windows 

(95/98/NT/2000/XP)”, “32-bit MS Windows (NT/2000/XP)”, “WinXP, 32-bit MS Windows 

(95/98)”, “Win2K”, “Microsoft Windows Server 2003”, “WinNT”, “WinME”, “Win98” and 

“Microsoft Windows 3.x” into to the new subcategory “Windows.” Subcategories containing 

large numbers of projects were generally left as individual categories. We consolidated 

subcategories containing small numbers of projects into the new subcategory “Other” (For 

descriptive statistics see Table 7.3).  

Operating System captures one aspect of the Physical Attributes in the IAD Framework 

(Chapter 3, Figure 3.1). We see this variable as associated with the “Helping the Cause” 

hypothesis (Chapter 3, Table 3.2, DEVELOPER ATTRIBUTES AND MOTIVATIONS, H-C5). 

One might expect projects designed to run on Linux operating systems to have a higher 

likelihood of collaborative success than ones written for other platforms because of the close 

relationship between Linux (as an open source project) and other open source projects. In 

other words, programmers would be working to move the “open source social movement” 

forward.  In addition, this category relates to the hypotheses discussed in Chapter 4 that asks 

if certain “preferred technologies” attract more developer interest and thus produce more 

successful projects (see Table 4.1, PRODUCT UTILITY, H-P3c). Finally, this variable could 

also capture another aspect of product utility, namely the influence of contributing to “critical 

or foundational infrastructure” (Table 4.1., PRODUCT UTILITY, H-P3b).  



Aug 18 2010 review version – do not cite or quote 

 

10 

 

Programming Language 

 The Programming Language group of independent variables in SF describes, 

obviously, the programming language or languages that the project uses to write their 

software. This group of variables originally contained 73 subcategories (or 73 different 

programming languages), which we consolidated down to 8 new subcategories. For example, 

we grouped C#, Visual Basic, Visual Basic .NET, ASP, ASP.NET, VBScript and Visual 

FoxPro together under the new subcategory "MS," since they are all Microsoft programming 

languages. Programming languages used by only a few projects were placed in the new 

subcategory “other” (for descriptive statistics see Table 7.3). 

 Analyzing Programming Language in the light of the success or abandonment of 

projects might answer the question of whether projects written in certain programming 

languages tend to be more successful. Like the Operating System category above, this 

question relates to the “preferred technologies” hypothesis (see Chapter 4, Table 4.1, 

PRODUCT UTILITY, H-P3c).  Which programming languages (e.g., Java, C, Perl, etc.) might 

be the preferred technologies, is an open question.  

 

User Interface 

 The User Interface group of categorical variables describes the way in which the 

project's software interacts with the user. For example, the software may use a “console” type 

interface that requires the user to type commands on a command line, or the software may 

use one of various systems that produce a windowed graphical user interface, such as, 

“Microsoft Windows”, “X Windows”, “KDE” or “Gnome.” Some readers will be familiar with the 
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proprietary Microsoft Windows desktop interface, but perhaps not as familiar with similar open 

source versions like KDE and Gnome. (See Table 7.1 for a list of the User Interface 

categories. For descriptive statistics see Table 7.3). 

 This variable is another one associated with the physical attributes (IAD Framework, 

Chapter 3, Figure 3.1) of the project. Like the Operating System variable above, following the 

“Helping the Open Source Cause” hypothesis (Table 3.2, H-C5), it could be that projects 

associated with open source operating system user interfaces such as KDE or Gnome might 

be more successful than ones not associated with these operating systems. In addition, this 

variable also captures potential aspects of product utility.  A project that runs on more user 

interfaces will be of more use to more users (Table 4.1, PRODUCT UTILITY, H-P3a).  

 

Database Environment 

 The Database Environment group of variables describes the type of database that is 

incorporated into a project's software. Of course, many types of software don't use or are not 

involved with databases, so, quite predictably, fewer projects list a Database Environment 

than list other categorical independent variables (see Table 7.3). This categorical group 

provides a good example of where a developer may have not chosen any subcategories 

because the categorical group did not apply to the project's software. As seen in Table 7.3, 

we consolidated the original 33 SF subcategories into just 3 new subcategories: “Open 

Source DB”, “Proprietary DB”, and “Other.” We assigned open source databases, such as 

“MySQL” and “PostgreSQL,” to the “Open Source DB” subcategory, and proprietary 

databases, such as “Oracle” and “Microsoft Access” to the “Proprietary DB” subcategory. The 

“Other” subcategory includes “Flat file” databases and projects that were themselves 
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databases or database related, such as the original SF subcategories “Project is a network 

based DBMS” or “Project is a database conversion tool.” 

 We designed our new subcategories for the Database Environment variable to test 

another aspect of the “Helping the Open Source Cause” hypothesis (Table 3.2, H-C5): 

whether projects using open source databases were more often successful than projects 

using proprietary databases. 

 

Project Topic 

 The Project Topic group of categorical variables consists of the topics or subjects that 

SF uses to classify the projects hosted on the SF website. These topics help SF users find 

the kind of software they are searching for. Project administrators generate the Project Topic 

data for a project by selecting from the list of topics that the SF administrative interface 

provides. Nineteen major project topic groupings are listed that, in turn, contain 243 more 

detailed topics. The FLOSSmole table that maintained the Project Topic data we used for this 

analysis contained all 243 topics. We consolidated these back into the nineteen major project 

topic headings under which they are grouped on SF (see Table 7.1 for a list of the topics). 

 One of the Project Topic variables listed in Table 7.1 can help in accepting or rejecting 

a hypothesis we presented in Chapter 4. Recall that we suggested that projects that are a 

component of what could be considered “critical or foundational infrastructure” may be more 

likely to be successful than other project topics (see Table 4.1, PRODUCT UTILITY, H-P3b). 

The Project Topic variable entitled “systems” includes subcategories like “Systems 

administration”, “Networking”, “Logging”, “Installation/setup”, “Linux operating system kernels” 

and other critical infrastructure. If Hypothesis H-P3b is correct, this variable should stand out 
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at discriminating between success and abandonment.  

 

Project License 

 This group of variables describes the type of open source license or licenses that a 

project uses. At the time of this writing, the SF website provided project administrators with 

sixty licenses to choose from.  We consolidated these sixty license types into two main 

subcategories: “GPL compatible” or “GPL incompatible” (Table 7.1).  We based our 

consolidation on a list of GPL compatible and GPL incompatible licenses compiled by the 

Free Software Foundation (http://www.gnu.org/licenses/license-list.html), which is the 

organization responsible for enforcing the terms of the GPL. We chose to use the Free 

Software Foundation (FSF) list after doing some preliminary statistical analysis comparing 

projects using the GPL to projects using all other licenses. The results (not shown) of the 

preliminary analysis based on this GPL versus “all others” categorization indicated that 

license type was not a major factor for discriminating successful from abandoned projects. To 

be more thorough in our analysis, we broadened the two categories into GPL compatible and 

GPL incompatible based on the Free Software Foundation list.  

The FSF list divides open source software into two categories depending on whether or 

not it can be incorporated into GPL licensed software programs.  If it can, the license the 

software uses is GPL compatible; if it cannot, then the license is GPL incompatible. With the 

exception of the MIT license and two other licenses that are not widely used, the FSF list of 

GPL compatible licenses is a good proxy for so called “restrictive” or “business unfriendly” 

licenses. To some, restrictive licenses can be considered business unfriendly because 

software using these licenses cannot be converted or utilized in proprietary software. 



Aug 18 2010 review version – do not cite or quote 

 

14 

Alternatively, the GPL incompatible licenses are considered “less restrictive” and more 

“business friendly” because many do allow incorporating the source code into a proprietary 

commercial product. 

Consequently, the Project License variable based on the FSF list may help us 

understand the effect of project license on the success or abandonment of projects along two 

dimensions (see Table 5.5, Research Question RQ-I3). First, one could argue that the more 

restrictive projects following the GPL might be more successful because they attract more of 

the free/libre software “purists” who are pushing the “open source cause” (Table 3.2, 

DEVELOPER MOTIVATIONS AND ATTRIBUTES, H-C5). Or, one could argue that open 

source projects with licenses permitting proprietary commercial use of the code might be 

more successful than projects with more restrictive licenses because the former might 

encourage more participation and support by firms (Table 4.2, FINANCING, H-C8a,b). Which 

is right? An examination of these variables will help inform this question. 

 

Data Limitations 

 

 We have already discussed some of the limitations of the SF data in the variable 

descriptions above. For example, we mentioned that some projects have websites hosted off 

the SF website and that Forum Posts cover only a limited time span. In the Data 

Operationalization section below, we will discuss the limitation that Page Visits and 

Downloads are part of our definition of success and abandonment, particularly in the Initiation 

Stage. In addition, all of the categorical data and some of the numeric data are generated by 

the project's developers through the SF project administration web pages and thus are 
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subjective, or, in other words, open to individual project leader's interpretation. For example, 

different project administrators might categorize the same Project's Topic differently. 

However, many variables, like operating system or programming language are relatively 

unambiguous.  

 It is also important to remember that SF data change over time. Abandoned projects 

are purged from SF regularly, and the number of subcategories for some of our categorical 

groups is occasionally revised by the SF site administrators. For example, before 2002, the 

Intended Audience group had seven subcategories and after 2002 it had ten subcategories 

(Comino et al., 2007). At the time this data were collected, there are nineteen subcategories 

in the Intended Audience group. As another example, at the time of this writing, SF now 

requires that a project administrator choose at least five subcategories in order to register a 

new project, although at least some of these categories can be deleted at a later time. 

However, many projects registered as late as June of 2006 in our data (our data were 

collected on July 31, 2006) have no subcategories selected, so it appears that at the time our 

data were collected, a project's administrator could ignore all the categorical data groups and 

not select any subcategories when registering a new project.  These anomalies could become 

important if readers were to compare our analysis of SF data with analyses done by others 

(such as Comino et al., 2007), either in the past or in the future. Finally, we excluded a 

financing-related variable that listed donations to projects because only a small number of 

projects (n=1368) had received donations. We also excluded an activity ranking variable, also 

because the available data were quite limited. 
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Statistical Methods 

 

Classification Trees 

 In general, classification techniques include cluster analysis, discriminate analysis, 

logistic regression, and classification and regression trees (De’ath and Fabricius, 2000). The 

purpose of these approaches is to efficiently divide the sample data into groups based on one 

or more independent variables. For example, logistic regression, a commonly used technique, 

accomplishes classification by determining linear combinations of the independent variables 

that correlate with (or predict) dependent variable groupings (Hosmer and Lemeshow, 2000). 

Classification trees are a unique, nonparametric approach that has several advantages, 

including accommodation of both categorical and numerical variables, and the ability to model 

complex interactions (Breiman et al., 1984;  De'ath and Fabricius, 2000).  In upcoming 

Chapters 8 and 9, we use classification trees to test the ability of the SF open source 

independent variable data to discriminate between projects that were successful and those 

that were abandoned in the Initiation and Growth Stages (see Chapter 3, Figure 3.2). Recall 

from Chapter 3 that we expect factors to be different between these two stages. 

 Classification trees are constructed through three steps. First, the entire data set is 

divided into binary subsets that maximize correct classification of the dependent variable on 

the basis of values for a selected independent variable. Second, a large, highly accurate tree 

is built through repeated dividing (i.e., “recursive partitioning”) that can be based on any of the 

independent variables. Third, the resultant tree is then “pruned” to a size that maximizes 

classification accuracy while minimizing complexity. The partitioning process is governed by 

evaluation of an index that maximizes correct classification in the subsets. In the work we 
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present here, we use the Gini index to maximize homogeneity in the dividing process. The 

number of leaves in the final, pruned tree is based on a cost-complexity statistic that prevents 

“over-fitting” the data. Over-fitting would produce a complicated tree that might not 

characterize open source project success and abandonment in a useful, interpretable way. 

We cross-validated the trees with a subset of the sample to ensure the result was robust to 

small variations in the data, similar to procedures used by D'eath & Fabricius (2000). In short, 

we utilize classification tree analysis to provide perspectives on which independent variables 

best distinguish among projects that were successful and those that were abandoned in the 

Initiation Stage and in the Growth stage.  

 

A Simple Example of Classification Tree Interpretation  

Figure 7.1. 
A Classification Tree for the Initiation Stage using Sampling Strategy #1  

(see Table 7.5) 
 

One of the benefits of Classification Trees is that they are relatively easy to interpret 
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and are intuitive. To help readers unfamiliar with Classification Tree output, we present a 

simple example in Figure 7.1. This tree was constructed using random selection (n = 1000) 

from all of our classified successful or abandoned projects in the Initiation Stage, including all 

independent variables (see Table 7.5, Sampling Strategy #1; we will describe the reasons for 

these sampling strategies shortly). 

 At the top of the tree is the primary splitting variable: in this case, the total number of 

downloads, with its “split value” of one (Downloads < 1). Projects present in the left “node” 

(where n=399 in the tree) were classified as abandoned in the Initiation Stage (“AI”) and had 

zero downloads. In all trees (not just Figure 7.1) cases satisfying the true side of the 

expression (such as Downloads < 1 in this case) always sorted into the left node, and this is 

the case for all levels or branches in the tree.  

The right node in Figure 7.1 is classified as successful in the Initiation Stage (“SI”) and 

contains projects with one or more downloads. The ratio of correctly classified (cc) 

observations in each node was added to the graphic to provide information on the accuracy of 

classification within the tree. This simple model with only one split and two “leaves” had an 

overall accuracy of 1.0 (100%) on both sides meaning that all of the 399 projects in the left 

node and the 601 projects in the right node were classified correctly. The model also had a 

Kappa statistic equal to 1. Kappa represents the improvement the model made in accuracy 

over a classification done by random selection. A classification done by random selection has 

no explanatory power and is often called a “null” model (Czaplewski, 1994). The accuracy 

percentage of the “null” model (60%) is shown along with the accuracy of the model (100%) in 

Figure 7.1. A Kappa statistic of 1 means that the model improved the classification accuracy 

by 100 percent over a by-chance classification. This unusual result was produced because 
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projects with downloads must have releases and thus are successful in the Initiation Stage by 

definition (see Chapter 6). Since we have eliminated indeterminate projects from the data 

used for this tree, projects without releases (and thus zero downloads) are abandoned by 

definition (also described in Chapter 6). We intentionally selected this tree for demonstration 

purposes because of its interesting properties. 

 Finally, we should mention the so-called “confusion matrix” (Figure 7.1), which is 

important because it shows the number of projects classified correctly and incorrectly. Adding 

across the AI row of the confusion matrix gives the total number of projects in the AI class in 

the sample (i.e., 399 + 0 = 399 AI projects in the sample). For the AI row, the AI column 

shows how many AI projects the model correctly classified as AI (i.e., 399 correct in this 

case), and the SI column shows how many AI projects the model incorrectly classified as SI 

(i.e., 0 incorrect in this case). The same is true for the SI row, which shows that the original 

sample had 601 SI projects that were all classified correctly. 

 

Random Forests and Variable Importance Plots (VIP) 

 We initially set out to run a classification tree analysis on the entire dataset 

(n=107,747). Unfortunately, we ran into an unusual and surprising problem – the 

computational requirements for running a classification tree analysis of the entire 107,747 

case dataset were too high, even when we divided the dataset into the two Stages (Initiation 

and Growth) and ran the software on a high performance computer. To circumvent this 

problem, we devised the strategy of taking multiple random samples of the data to develop 

trees for each Stage (see Table 7.5).  

 In implementing this strategy, our goal was to determine a representative sample size 
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that would produce useful results for the purpose of exploring the data, while still keeping 

below the computational threshold we were up against. Thus, we developed test trees using 

all independent variables for the Growth Stage for 20 different random samples at each of 14 

sample sizes (n = 100, 200...1000, 2000, 3000, 4000, 5000), and looked for stability of 

results. Small sample sizes either could not produce a solution (i.e., they produced a root 

only), or had only two leaves, with an occasional tree having greater than two leaves. As 

sample size increased, more trees had greater than two leaves. At n = 1000 or greater, the 

sample apparently included enough variability and enough replicates to produce interpretable 

and fairly accurate results in most cases. For the Initiation Stage, we excluded the Page Visits 

and Downloads variables and looked at trees having a sample size of 1,000 (10 trees), 2,000 

(3 trees), and 5,000 (1 tree). This analysis determined that a sample size of 1,000 also 

produced quite consistent results for the Initiation Stage. 

 During the process of determining an appropriate random sample size, we observed 

that some variables always appeared in the trees, while others only infrequently came into 

play. In trees with more than two leaves, other variables were used to produce additional 

splits and improve classification accuracy, but the variables chosen were sometimes 

inconsistent across trees. This is a common phenomenon in tree analysis when different 

variables provide good surrogates for each other (see D'eath and Fabricius, 2000 for more 

information on surrogate splitter variables).  

 An alternative issue to the idea of surrogates is that the appearance of different 

variables could be related to high variability in the random data sets. Because of this 

possibility, we wanted to develop a robust representation of the relative importance of the 

independent variables. For this, we turned to the “Random Forests” classification method 
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which fits many classification trees to a data set, and then combines the predictions from all 

these trees (Breiman, 2001).  

 The Random Forest algorithm proceeds as follows (Cutler et al., 2007): 1) Fit a 

classification tree to random samples taken from a given data set (approximately 63% of the 

observations in the original data occur at least once), using only a small number of randomly 

selected independent variables for the partitioning in each node; 2) Grow each tree fully and 

use them to predict observations in the remaining data (called “out-of-bag” observations) that 

were not included in the random sample used to create the tree; 3) Calculate the 

misclassification rate for the predicted “out-of-bag” observations versus the original 

observations; 4) For each tree in the forest, calculate a misclassification rate for a modified 

data set, where values of a particular variable have been randomly permuted among projects; 

and 5) Compare the average misclassification rates for the original data sets and the modified 

data sets (which include the permuted variable). The larger the difference in the 

misclassification rate for a variable, the more important that variable is. Likewise, changes in 

the Gini index, used to maximize homogeneity in the dividing process, indicate relative 

variable importance. Variables whose values have been permuted with little effect on 

misclassification rates and Gini index are less important. The Variable Importance Plots in 

Figures 8.2, 8.3, and 9.4 (in upcoming Chapters 8 and 9) show the results of this ranking of 

the importance of our independent variables for different random samples of our data, for both 

the Initiation and the Growth Stages. 

 

Data Operationalization 

 Now that we have explained our dependent variable (in Chapter 6), our independent 
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variables, and our classification tree methodologies, we need to explain a few details of how 

we operationalized the variables and data samples used in our analysis before we present 

our results. This explanation will help with interpretation of the trees and tables that follow. As 

described in the Data Description section above, Table 7.1 summarizes information about all 

of our variables. The first row of Table 7.1 shows our dependent variable (“Project Class”) and 

the abbreviations for the different dependent variable classes (e.g., AI, II, SI, etc.) as 

explained in Chapter 6. Table 7.1 also shows the abbreviations we have assigned to the 

subcategories of each categorical variable group. The abbreviation starts with the name of the 

group (“ia” for “Intended Audience,” “os” for “Operating System,” etc.) and then assigns a 

number for each subcategory of that group. In addition, Table 7.1 includes the description for 

each subcategory, which will be essential for interpreting the trees and variable importance 

plots. The last column of Table 7.1 associates our independent variables with the IAD 

attributes, hypotheses and research questions that we have presented in preceding chapters 

and in the above discussions about individual variables.  

One last bit of information will be necessary for interpretation. The trees that follow 

make splits based on the values of the independent variables. The values of the numerical 

variables are simply integers that measure the magnitude of the variable (see the numerical 

variable definitions above). The categorical independent variables have three possible values. 

A value of zero indicates that the project administrator did not choose that independent 

variable. A value of 1 indicates that the project administrator did choose that independent 

variable, and a value of 2 indicates that the project administrator did not choose any 

subcategory of that independent variable group. 

 We have used various sampling strategies (see Table 7.5) in order to explore the data 
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more carefully, and to address some problems with the data. With one exception, we have 

eliminated projects classified as Indeterminate in the Initiation (II) and Growth (IG) stages 

from our analysis, since, according to our dependent variable definitions, we do not know 

whether the indeterminate projects will ultimately be successful or become abandoned. The 

exception is that projects that are in the IG class have a release and thus are successful 

projects from the Initiation Stage. In other words, IG projects are part of the Success in 

Initiation stage (SI) class. The indeterminate projects provide no direct information about the 

factors leading to success and abandonment for their particular Stage; however, they may 

provide an interesting area for study, precisely because the projects in these classes are in 

transition. We have constructed separate data sets from Initiation Stage data and Growth 

Stage data because, as mentioned previously, we believe that factors leading to success and 

abandonment might vary across these two stages. The “Stage” column in Table 7.5 shows 

whether the data set is from the Initiation or Growth stage, and the “A/S” designation indicates 

that only the “abandoned” and “successful” dependent variable classes are included in the 

analysis.  

 Regarding problems with the data, there is an issue with using Downloads as an 

independent variable because our definition of the dependent variable in the Initiation Stage is 

closely related to downloads. As illustrated in Figure 7.1, projects in the Abandoned in 

Initiation (AI) class, by definition, have no releases and therefore cannot have any downloads. 

On the other hand, we designed our Growth Stage dependent variable definitions to include 

projects that were used and downloaded by only a small number of people, so the Growth 

Stage definitions and operationalization for success and abandonment do not depend as 

heavily on the Downloads variable. In fact, only 62 of 57,085 Growth Stage projects were 
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classified differently because of our download criteria.  

 Related to this, it also turns out that Downloads are highly correlated with Page Visits 

(Pearson's r of 0.79 using all 107,747 projects). Accordingly, we have eliminated Page Visits 

and Downloads from our analysis of the Initiation Stage, but because they have only minimal 

impact on our Growth Stage dependent variable classification, we have included them in that 

analysis. The “Independent Variables” column in Table 7.5 describes the variables included in 

each sampling strategy. 

 

Handling Missing Data 

 There is one additional challenge with the SF data. Recall that many project 

administrators had not chosen any subcategories from one or more groups of categorical 

variables. On one hand, not choosing from a group of categorical variables could convey 

important information. For example, a project that produced a library of functions to process 

image data might not have a user interface, so the project administrator would ignore the 

User Interface (ui) group of variables. On the other hand, in many cases, the project certainly 

does have attributes that the project administrator could describe by selecting subcategories, 

so ignoring a group of categorical variables could be considered “missing data.”  

 In order to assess the effect of missing data in our analysis, we created two distinct 

sampling strategies for our SF data: (1) random samples with observations for each stage 

(Initiation and Growth), where groups of categorical variables with no subcategories chosen 

were assigned a value of two (as described above) and (2) a SF data sample with projects 

that had “Complete Observations” only for each stage (Initiation and Growth). We define 

“Complete Observations” to be projects where the administrator had chosen at least one 
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subcategory for all the groups of categorical variables, so, no “2” values exist in this data 

sample. We realize that the Complete Observations data sets are biased selections, but 

nevertheless, we thought they would provide a useful and interesting comparison. For the 

Complete Observations data samples, we used all records available for the Initiation Stage (n 

= 5037) and the Growth Stage (n = 2052) to perform our analysis. The “Complete 

Observations” data samples show values of zero and one only, in the “Categorical Variable 

Values” column of Table 7.5. The “Notes” column in Table 7.5 also indicates that the data 

sample consists of complete observations only. 

 

Other Data Challenges 

 We also constructed trees using other subsets of the independent variables, with the 

goal of determining how relationships changed in the absence of particular variables (in other 

words, the sensitivity of the relationships to the presence or absence of a particular 

independent variable), and to understand the ability of specific variables to discriminate 

success and abandonment in the different stages (Initiation and Growth). These trees serve 

to validate the results of the Variable Importance Plots constructed using the Random Forests 

methodology. Sampling strategies for these data are summarized in Table 7.5. 

 Having described our independent variable data, problems with these data, our 

classification tree methodologies and how we operationalized the data used for these trees, 

we can now get to what many readers will find as the most interesting part – our findings. 

Results for the Initiation Stage are provided in Chapter 8. Results for the Growth Stage are 

presented in Chapter 9. After that, we close Part III of this book with a synthesis and summary 

of the two chapters’ findings and implications for the activities in Part IV of the book.   
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Table 7.1  
Dependent and Independent Variable Dictionary  

Numerical 
Variable or 
Categorical 

Variable group 

Abbreviations for 
variables 

Numeric or 
Categorical 

Description/Definition 
IAD Category/Hypotheses 
(in Tables 3.2, 4.1, 4.2, 5.5) 

 

Project Class 

AI = abandoned initiation 
II = indeterminate 

initiation 
SI = successful initiation 

IG = indeterminate 
growth 

AG = abandoned growth 
SG= success growth 

C 
Dependent Variable 

 
None 

Developers none N number of developers participating 
community/group size: RQ-C6, RQ-

C7 

Tracker Reports none N 
number of reports: bugs, feature requests, 

patches, support requests 

physical, community/collaborative 
infrastructure: 
RQ-P2, H-P3a 

Page Visits none N 
number of Page Visits for the project 

website 
physical, community/utility, group 

size: H-P3a, RQ-C6 

Forum Posts none N posts to project online forums 
physical, community/collaborative 

infrastructure, group activity: 
RQ-P2, H-P3a 

Project 
Information 

Index 
none N 

number of subcategories chosen for all 
categorical variables 

physical,community/utility, 
leadership: H-P1, H-P3a, H-C6a, H-

C6b 

Intended 
Audience 

 C Who will use the software 
community/user involvement, 

financing 

  ia1   end users   

  ia2   computer professionals H-C1, H-C8b 

  ia3   business   

  ia4   other   

  ia5   government/non-profit   

Operating 
System 

 C Operating system the software runs on physical/utility: H-P3a 

  os1   POSIX   

  os2   independent   

  os3   Linux H-C5, H-P3b, H-P3c 

  os4   MS Windows   

  os5   Mac   

  os6   BSD H-C5, H-P3b, H-P3c 

  os7   unix-like   

  os8   other   

Programming 
Language 

 C Programming languages used 
physical/utility/preferred 

technology: H-P3a, H-P3c 

  pl1   Java   

  pl2   C    

  pl3   PHP   

  pl4   Perl   

  pl5   Python   

  pl6   Microsoft   

  pl7   other   

  pl8   Assembly   

User Interface  C How users interact with the program 
physical/utility/preferred 
technology: H-C5, H-P3a  
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Table 7.1  
Dependent and Independent Variable Dictionary  

  ui1   web-based   

  ui2   MS Windows   

  ui3   X Windows   

  ui4   non-interactive   

  ui5   console   

  ui6   Java   

  ui7   Gnome H-C5  

  ui8   other   

  ui9   KDE H-C5  

Database 
Environment 

 C 
Database application used in the 

software 

physical,community/utility, 
developer motivations/preferred 

technology: H-P3a, H-P3c 
H-C5 

  de1   open source DB  H-C5 

  de2   proprietary DB  H-C5 

  de3   other   

Project Topic  C Subject or theme of the software 
physical/utility,critical 

infrastructure: H-P3a, H-C5 

  t1   communications  H-C5 

  t2   database  H-C5 

  t3   desktop environment   

  t4   education   

  t5   formats and protocols  H-C5 

  t6   games/entertainment   

  t7   Internet   

  t8   multimedia   

  t9   office/business   

  t10   other/nonlisted   

  t11   printing   

  t12   religion and philosophy   

  t13   scientific/engineering   

  t14   security   

  t15   sociology   

  t16   software development   

  t17   systems  H-C5, H-P3b 

  t18   terminals   

  t19   text editors   

Project License    software licenses the project uses 
community, institutional/devleoper 

motivations:  RQ-13, H-C5 

  gpl_compatible      H-C5 

 gpl_incompatible    
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Table 7.2 
Descriptive Statistics for Numerical Independent Variables (all 107,747 projects) 

Variable 
Name 

Min 1
st

 Quad Median Mean 3
rd

 
Quad 

Max # of projects 
with a value 

of zero 

Total # of 
projects 
with data 

Developers 0 1 1 1.977 2 340 263 107,747 

Tracker 
Reports 

0 0 0 19.6 0 86,240 83,554 107,742 

Page Visits 0 313 979 59870 4051 673,800,000 107 107,742 

Forum 
Posts 

0 0 0 3.65 0 17,770 99,385 107,740 

Project 
Information 
Index 

0 0 6 5.373 8 25 30,276 107,747 

 

 

 

Table 7.3 
Descriptive Statistics for Categorical Groups  

(each group has data for 107,747 projects) 

Categorical 
Variable Group 

# of projects listing 
no subcategories  

# of projects listing 
at least one 
subcategory 

# of SF 
subcategories 

(original 
categories) 

# of “new” 
categories (our 

categories) 

Intended Audience 35,535 72,212 19 5 

Operating System 37,412 70,335 59 8 

Programming 
Language 

33,787 73,960 73 8 

User Interface 36,719 71,028 48 9 

Database 
Environment 

97,826 9,921 33 3 

Project Topic 33,532 74,215 243 19* 

Project License 33,172 74,575 60 2 

Total   535 54 

*note: The SF hosting site has a detailed categorization (having 243 subcategories) and less detailed 

categorization (having 19 subcategories) for Project Topic. We simply consolidated the 243 subcategories into 
SF's 19 broader categories. 
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Table 7.4 
Consolidation Table for the Intended Audience Group of Categorical Variables 

New code New description SF code SF description SF # projects 

1 end users 536 Advanced End Users 5417 

1 end users 2 End Users/Desktop 32248 

2 computer professionals 4 System Administrators 14402 

2 computer professionals 3 Developers 37931 

2 computer professionals 363 Information Technology 6864 

3 business 365 Manufacturing 664 

3 business 362 Healthcare Industry 684 

3 business 368 Telecommunications Industry 1674 

3 business 359 Customer Service 1458 

3 business 361 Financial and Insurance Industry 877 

3 business 364 Legal Industry 258 

3 business 537 Quality Engineers 615 

3 business 599 Aerospace 122 

4 other 360 Education 5757 

4 other 366 Religion 304 

4 other 367 Science/Research 6004 

4 other 5 Other Audience 6019 

5 government/non-profit 569 Government 299 

5 government/non-profit 618 Non-Profit Organizations 503 

 



Aug 18 2010 review version – do not cite or quote 

 

30 

 

Table 7.5.  
Sampling Strategies Used to Construct Classification Trees and Variable Importance 

Plots for the Initiation and Growth Stages (A=Abandoned, S=Success) 

Sampling 
Strategy # 

Stage 
Independent 

Variables 
n Random 

Categorical 
variable 
values* 

Variable 
Importance 

Plots 
Notes 

1 
Initiation 

(A/S) 
All variables 1000 Yes 0, 1, 2 N Example of Tree Graphics 

2 
Initiation 

(A/S) 

All variables 
minus 

downloads, 
pageviews  

2000 yes 0, 1, 2 y 
Main focus for analysis 

(“controls” for dependent 
variable definition problem) 

3 
Initiation 

(A/S) 

All variables 
minus 

downloads, 
pageviews  

5037 no 0,1 y 
Complete observations 

only (“controls” for missing 
data) 

4 
Growth 
(A/S) 

All variables 1000 yes 0, 1, 2 y 

Main focus for Growth 
stage analysis (sample 
size based on random 

samples from all Growth 
(A/S)) 

5 
Growth 
(A/S) 

All variables 2052 no 0, 1 
y 

(but not shown) 

Complete observations 
only (“controls” for missing 

data) 

6 
Growth 
(A/S) 

minus 
downloads, 
pageviews 

1000 yes 0, 1, 2 y 

Mitigates concerns about 
dependent variable 

definition and facilitates 
comparison to Initiation 

Stage 

* Code definitions: 0 – Specific categorical variable not selected; 1 – specific categorical variable was selected;  
2 – no categorical variables from subcategory were selected at all 

 


