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13  Fat tails and the failure of forecasting 
 

Cost-benefit analysis and economic modeling of policy options require quantitative estimates of 

problems and solutions. For a climate or financial crisis, how much is at risk, and how likely is the crisis 

to occur? This chapter looks at attempts to develop numerical measures of expected financial and 

climate losses, finding that they do not yield credible results. The failure is a natural consequence of the 

fat-tailed probabilities of extreme events, as discussed in earlier chapters.  

Will total US losses in a typical financial crisis amount to about $1-2 trillion? Will worldwide damages 

from 3°C of warming amount to less than 2 percent of global GDP? These estimates, which have been 

seriously proposed in policy debate, are remarkable both for their precision and for their optimism.1  A 

better response would be that there are no precise answers, only a disturbingly broad range of 

possibilities that includes much worse outcomes. Both theory and painful experience demonstrate that 

market crashes come in all sizes. And although climate change has become the best-researched 

scientific problem in human history, we know that no one knows whether the results of inaction will be 

simply dreadful or utterly catastrophic. 

Yet the world of public policy demands data. Researchers often publish numerical estimates carefully 

surrounded by caveats and explanations, but the policy process has been described as a “caveat-

stripper”: lose the words, keep the numbers. All too often, decision-makers seem to assume that any 

number is better than no number at all. 

 

Analyzing financial regulations: calculation or guesstimates? 
 

Financial markets have been regulated for centuries, without the use, until recently, of cost-benefit 

calculations. Around the time of the American Revolution, all of the 13 colonies had usury laws limiting 

interest rates on loans to no more than 5 to 8 percent per year; the laws remained on the books for 

most of the following century.2  

In 1914, the Federal Reserve System was established to conduct monetary policy and regulate the 

nation’s banks. Following the crash of 1929, a host of new regulations were adopted to prevent further 

crises. The Glass-Steagall Act, adopted in 1933, created deposit insurance for consumers, prohibited 

banks from engaging in non-bank financial activities such as securities trading or insurance, and limited 

the interest rates that banks could pay on deposits. None of this regulatory history was based on formal 

cost-benefit analysis. 

                                                           
1 The estimates are from the work of Eric Posner and E. Glen Weyl, advocates of financial cost-benefit analysis, and 
from William Nordhaus’ DICE model of climate economics; both are described later in this chapter. 
2 Usury laws were adopted before independence in 12 of the colonies, and in 1791 in New Hampshire (Peterson 
2008).  



A wave of deregulation began around 1980, including a series of laws and rulings that undid much of the 

Glass-Steagall Act.3 The contemporary deregulation of finance has been accompanied by a growing 

belief in the need for cost-benefit analysis of financial regulations. The idea eventually moved beyond 

academic debate: beginning in 2005, a series of court decisions overturned multiple Securities and 

Exchange Commission (SEC) regulations on the grounds that the SEC failed to perform a cost-benefit 

analysis of the rules. In some cases, the court simply disagreed with the agency’s best guess about 

uncertain economic consequences of regulation.4  

The problem with financial cost-benefit analysis is that crucial data are normally unavailable. Suppose 

that a regulation is intended to avoid potential damages, or reduce the probability of damages, from the 

next crash. This benefit cannot be quantified, because no one knows how big the next crisis will be. To 

fill the gap, prominent advocates of financial cost-benefit analysis have proposed a default value, a 

“statistical cost of a crisis” – intentionally paralleling the value of a statistical life used in cost-benefit 

analyses of health and environmental rules. The suggested statistical cost of a crisis for the U.S. 

economy is $1-2 trillion.5 

There is, however, nothing like agreement on the magnitude of multi-year economic losses from 

potential crises, even among the few researchers who have examined the question. A handful of existing 

studies anticipate that the cumulative losses from a financial crisis are between 1 and 350 percent of 

GDP, which does not do much to define the typical amount at risk.6 The proposed estimate of $1-2 

trillion is roughly 5 to 10 percent of U.S. GDP; the cumulative, multi-year losses from the 2008 crisis 

were much larger than that. 

The size of the next crisis may be inescapably indeterminate, due to the fat-tailed distribution of market 

outcomes. As explained in Chapter 6, a fat-tailed probability distribution implies that extreme events are 

only moderately unlikely. A shorthand way of expressing this is that there is no meaningful average, no 

single characteristic size of future events; the same underlying causes can lead to small blips or to huge 

swings in the market.7 The variability of events swamps any simple description of the expected size of a 

crisis. Very large crises are not the most likely outcomes, but are too common to ignore. 

Other practical obstacles also impede financial cost-benefit analysis at present. There is no established 

method for estimating how institutions and investors will respond to new regulations, and how incomes 

will be affected by those rules. But even if future research eventually leads to reliable estimates of these 

                                                           
3 Sherman (2009).  
4 Coates (2015). 
5 Posner and Weyl (2013). 
6 As cited in Coates (2015), 960-961. 
7 Buchanan (2000). For the power law, the mean is not finite – i.e. the average does not exist – unless the exponent 
is greater than 2; the variance, and hence the standard deviation, is not finite unless the exponent is greater than 
3. In many empirical applications, the exponent of the power law is less than 3. In the ratio graph of S&P 500 price 
changes in Chapter 6, the trend line fitted to the data is a power law with an exponent of 2.7. 



effects, the fundamental uncertainty about the size of the next crisis will undermine attempts at 

financial cost-benefit analysis.8 

 

Monetizing warming 
 

The principal benefit of reducing greenhouse gas emissions today is that future climate impacts will be 

less severe. But the most serious climate risks will emerge as temperatures climb beyond the range of 

historical experience. In other words, the most important benefits of climate policy consist of avoiding 

future damages that will be caused by conditions qualitatively worse than we have ever encountered. 

Definitive empirical evidence about the magnitude of future damages will not be available until it is too 

late to avoid them. For now, forecasts of the anticipated extent of twenty-first century warming and 

sea-level rise remain ominous in general, but also controversial and uncertain in detail. 

Yet in the prevailing paradigm for climate policy, particularly in the United States, cost-benefit 

calculations reign supreme and precise numbers are needed. To produce such numbers, any model of 

climate economics must make some assumptions about future damages. The best-known of the models, 

William Nordhaus’ DICE, estimates that damages increase only slowly as temperatures rise, reaching less 

than 2 percent of world GDP at 3°C.9 This leisurely pace feels inconsistent with the risks of tipping points 

and abrupt, irreversible changes, as discussed in Chapter 10. (Nordhaus’ recent writing emphasizes the 

importance of non-monetized climate impacts and catastrophic risks, although these factors are still 

largely absent from DICE.10) 

Model-based calculations of climate damages have even played an official role in US policy. The Obama 

administration assembled an interagency working group to estimate the “social cost of carbon” (SCC), or 

the monetary value of the climate damages that would be caused by emission of one more ton of 

carbon dioxide.11 The SCC was used to value the benefits of emission reduction in Obama-era cost-

benefit analyses of dozens of federal regulations.12 

The working group ran DICE and two other existing models of climate economics, simplifying the 

(already simple) models, and then applying them to five future scenarios. The fifteen sets of results – 

three models each running five scenarios – were averaged, producing an official guesstimate of future 

climate impacts. 

                                                           
8 In addition to Coates (2015), see Driesen (2015) and Posner and Weyl (2015). 
9 Nordhaus and Sztorc (2013).  
10 Nordhaus (2013). For additional comments on Nordhaus, see Ackerman (2015). 
11 Although the group was entirely anonymous at the time, it has since become clear that Michael Greenstone, an 
economist who is now at the University of Chicago, played a leading role. See Greenstone et al. (2013). 
12 It had already been used in at least 40 regulatory analyses by early 2014, as reported in Government 
Accountability Office (2014).  



On the one hand, the conversation is starting from so far back that this represents progress of a sort. As 

long as Washington remains in thrall to cost-benefit analysis, it is better to include a non-zero price tag 

for carbon emissions (as the U.S. did under Obama, and is likely to do again in a post-Trump 

administration). The 2013 update, which bumped up the number by about 60 percent above the original 

2010 value, could also count as an advance by the same better-than-nothing standard. The 

methodology, however, was unchanged: the SCC update was based solely on the original modelers’ 

revisions to the three chosen models. 

On the other hand, the calculated SCC does not come close to a rigorous representation of what is 

known about climate risks. In the crucial area of estimation of benefits of emission reduction, the 

working group simply adopted the guesses made by the three chosen modelers (see box).  

 

BOX: A Tale of Three Models  

The three models used in the US government’s 2010 and 2013 SCC calculations are well-known 

examples of integrated assessment models. They combine models of the global economy and the global 

environment, including interactions between the two spheres of activity. An estimate of damages to the 

economy caused by climate change is an essential link in these models: economic growth causes carbon 

emissions, which change the climate, which harms the economy. Each of the models represents this 

process in a different manner. DICE estimates total global damages as a simple (quadratic) function of 

temperature increases. It does not include any explicit treatment of uncertainty or catastrophic risk. 

PAGE, developed by Chris Hope, estimates a few major categories of damages, including limited forms 

of catastrophic risk and uncertainty. Catastrophic losses become possible above a temperature 

threshold, and become increasingly likely as temperatures rise above that point. Early versions of PAGE, 

assumed high levels of automatic adaptation to climate damages in rich countries, so that most of the 

net global damages occurred in developing countries.13 

FUND, developed by Richard Tol and David Anthoff, is less transparent than DICE and PAGE. It models 15 

distinct categories of climate damages, although many are projected to be small in practice, and none of 

the categories include catastrophic risks. For FUND, the increased costs of air conditioning are often the 

largest cost of warming. FUND still projects, based on 1990s research, that the early stages of warming 

will bring a large net benefit to global agriculture. And it assumes that rapid automatic adaptation to 

climate change will accompany economic growth, particularly in low-income countries.14  

 

Numerous critiques of this approach have been published. Reliance on simple models of climate 

economics has been resoundingly criticized: an article in a leading economics journal, titled “Climate 

                                                           
13 Ackerman et al. (2009). Newer versions of PAGE have changed this assumption. 
14 Ackerman and Munitz (2012, 2016). 



change policy: What do the models tell us?” opens with the words, “Very little.”15 Plausible values for 

several key uncertainties could increase the SCC by as much as a factor of 30.16  

An in-depth evaluation of the working group’s three chosen models identified numerous areas in which 

the models are inconsistent with each other and with what is known about climate change, and 

recommended development of a different approach.17 Along the same lines, a review by a National 

Academy of Sciences panel, completed in early 2017, recommended a very different, more sophisticated 

and transparent methodology for SCC calculation. The release of the study was overshadowed by the 

inauguration of an administration committed to climate denial, which has made the report hard to find 

on government websites.18 Its findings will be useful when official interest in the SCC resumes. 

Even with the best of models, attempts to calculate a better SCC would be frustrated by the multiple 

uncertainties about the magnitude of future climate risks. There are unknowns at every step in the 

process, including the pace of future economic growth, the level of emissions resulting from that 

growth, the persistence of emissions in the atmosphere, the extent of warming that ultimately results 

from those emissions (i.e. climate sensitivity), the speed with which that warming occurs, and the 

damages caused by warming and other aspects of climate change. Interactions among these 

uncertainties make it impossible to predict, with any confidence, the value of damages per ton of carbon 

dioxide, or the overall costs of a climate scenario.19 

Fat-tailed uncertainty has different sources in finance and climate risk. For financial markets, a wealth of 

data demonstrates that if the future resembles the past, extreme events will be common enough to 

confound simple calculation. In contrast, climate risks are dangerously uncertain because the future will 

not resemble the past. Temperatures and greenhouse gas concentrations are moving well beyond the 

limits of historical experience, making it hard to predict the outcomes, and particularly hard to rule out 

the worst cases. Yet there is much greater reliance on quantitative economic modeling and cost-benefit 

analysis in climate policy, where relevant data are sparse – and where risks of irreversible error appear 

greater. 

 

The Dismal Theorem 
 

A dramatic form of uncertainty arises in the economics of climate change, due to the lack of knowledge 

of future damages. Again, the relative likelihood of extreme events, as reflected in the fat-tailed 

distribution of risks, causes a hopelessly wide range of possible outcomes. Martin Weitzman calls it the 

                                                           
15 Pindyck (2013). 
16 Ackerman and Stanton (2012); van den Bergh and Botzen (2014); Johnson and Hope (2012). 
17 Electric Power Research Institute (2014).  
18 National Academies of Sciences, Engineering, and Medicine (2017). It may be accessible on university websites, 
and, in early 2017, could be found at https://www.nap.edu/download/24651.  
19 Pindyck (2013); Calel et al. (2015). See also the discussion of sources of uncertainty in Chapter 15. 

https://www.nap.edu/download/24651


Dismal Theorem: under two reasonable-sounding assumptions, the value of a reduction in greenhouse 

gas emissions is literally infinite.20  

Weitzman’s first assumption is that worst-case climate scenarios would cause unlimited losses to our 

well-being, since they approach or reach conditions which the human race cannot survive. His second 

assumption is that the worst cases cannot be ruled out with much confidence. While scenarios 

approaching the point of human extinction may not be the most likely outcomes, they are not so 

unlikely that they can be ignored. That is, the probability distribution of possible climate outcomes is 

assumed to be fat-tailed. 

Because future climate impacts are uncertain, the expected value of the damage done by today’s 

emissions is a weighted average across all possible scenarios. The damage caused by emissions under 

each scenario is weighted (multiplied) by the probability that that scenario will occur. As climate 

scenarios get worse, the damage becomes greater but the probability becomes smaller.  

The fat-tailed distribution of climate outcomes means that very bad scenarios are only moderately 

unlikely. As the outcomes get worse, they become more damaging faster than they become improbable, 

so their contribution to the weighted average keeps growing. When scenarios all the way out to 

dystopia are included, the expected value of damages caused by today’s emissions becomes infinite. 

Therefore, the value of reducing those emissions must be infinite as well. 

The Dismal Theorem wreaks havoc with any ordinary cost-benefit analysis of climate policy, since the 

estimates for everything else are finite.21 Taken literally, an infinite value for emission reduction seems 

to imply that a very large fraction of society’s resources should be spent on combating climate change. 

This unpalatable conclusion, advocated by almost no one, has been called “the tyranny of catastrophic 

risks.”22  

To avoid reaching this conclusion, there are only a limited number of options. The framing of the Dismal 

Theorem could somehow be inappropriate for policy analysis, implying that emission reduction does not 

have an infinite value in practice. Or one of the premises of the Dismal Theorem could be wrong: the 

damages in worst-case scenarios might not be literally unlimited (although it is hard to view human 

extinction any other way); or there may be grounds for ruling out the worst-case scenarios. Each of 

these positions has been advocated, and debate continues about the best response.23 I have argued that 

the practical implications of the Dismal Theorem are the same as a very high but finite estimate of 

climate damages – high enough that any feasible mitigation strategy passes a cost-benefit test.24 

The tyranny of catastrophic risk and the related paradoxes of economic calculation would arise with any 

world-ending, or civilization-ending, threat. Several existential threats, such as an asteroid destroying 

life on earth, as well as climate change, are reviewed by Richard Posner, a well-known federal judge and 

                                                           
20 Weitzman (2009). 
21 For an attempt to parse the possible meanings of infinite valuation, see Bartha and DesRoches (2016).  
22 Buchholz and Schymura (2012). 
23 Millner (2013).  
24 Ackerman and Stanton (2012). 



legal scholar.25 For Posner, cost-benefit analysis implies that more resources should be devoted to 

combating these threats.  

Posner makes a persuasive case for paying more attention to catastrophic risks. The weakest part of his 

argument is his claim that cost-benefit analysis contributes to the understanding of catastrophes. 

Lacking most of the data needed for rigorous analysis, he proposes back-of-the-envelope calculations 

using subjective, order of magnitude estimates – unsupported numbers that are, at best, vaguely 

reminiscent of cost-benefit analysis. Fortunately, the discussion of catastrophic threats does not really 

depend on these numbers.26 It would make more sense to acknowledge that the probabilities and 

magnitudes of catastrophe are unknown, and to recognize that other existential threats to the human 

race present dilemmas similar to the Dismal Theorem. 

Quantitative cost-benefit analysis fails for the most serious financial and climate risks because 

meaningful predictions for average or expected losses do not, and cannot, exist. The same may be true 

for other catastrophic threats as well. Different approaches are needed to extreme risk, and to making 

decisions without numbers – the subjects of the next two chapters. 

  

                                                           
25 Posner (2004).  
26 Parson (2007). 



14  Misunderstanding risk 
 

Have you considered the benefits of cancelling your fire insurance? The odds are that you do not need 

it. Public fire departments across the United States responded to 370,000 residential fires in 2013, while 

there were 133 million housing units in the country.27 At that rate, the average housing unit has a fire 

large enough to report to the fire department once every 360 years. The annual number of fires is less 

than 0.3% of the number of housing units, so you have better than 99.7 percent confidence that you will 

not use your fire insurance next year. The most likely number of fires you will experience in your entire 

lifetime is zero.28  

So, if your mortgage or condo agreement allows it, cancel your fire insurance and spend the premium on 

something you need or want. This will turn out to be an excellent way of raising your standard of living 

in every year when you do not have a fire. 

Much the same applies to life insurance, which is frequently purchased by young parents. The chance of 

dying next year is under 0.2 percent for the average American until age 40, and under 1 percent until 

age 60.29 Surely you could do something with the premium that will mean more to your children than an 

insurance policy, in any year when you do not die. 

Few people are foolish enough to cancel their insurance on the basis of this calculation. Most people are 

sensibly concerned about worst-case risks to life, property, and their children’s well-being. When 

homeowners buy fire insurance and young parents buy life insurance, they are expressing concern 

about potential personal disasters with probabilities of a few tenths of a percent per year.  

On average, an insurance policy is guaranteed to lose money for the policyholder. That is, the expected 

value of the payments you will receive for any claims you make is less than the value of your premiums. 

This has to be true, since your loss is the insurance company’s gain. If an insurance company did not 

make money on the average policy, it could not stay in business. The continued existence of your 

insurance company shows that you are, on average, losing money when you buy insurance.  

Most people are willing to accept this money-losing proposition because they are risk-averse. In the 

worst case, if your house burns down or you die before your children can fend for themselves, you or 

your family will have a sudden, urgent need for money, outweighing the burden of the premiums paid in 

good years. 

                                                           
27 Fire data from National Fire Protection Association, “Fire Loss in the United States During 2013,” 
http://www.nfpa.org/research/reports-and-statistics/fires-in-the-us/overall-fire-problem/fire-loss-in-the-united-
states. Housing unit data from the Census Bureau’s American Housing Survey 2013, 
http://www.census.gov/programs-surveys/ahs/data/2013/national-summary-report-and-tables---ahs-2013.html.  
28 The National Fire Protection Agency similarly concluded that a household has a one in four chance of a fire 
reported to a fire department during an average lifetime. http://www.nfpa.org/research/reports-and-
statistics/fires-by-property-type/residential/a-few-facts-at-the-household-level. If the annual probability of a fire is 
0.3 percent, there is a one in four chance of a fire every 95 years.  
29 Based on all-cause mortality rates for 5-year age brackets, calculated from Arias (2014), Table B.  

http://www.nfpa.org/research/reports-and-statistics/fires-in-the-us/overall-fire-problem/fire-loss-in-the-united-states
http://www.nfpa.org/research/reports-and-statistics/fires-in-the-us/overall-fire-problem/fire-loss-in-the-united-states
http://www.census.gov/programs-surveys/ahs/data/2013/national-summary-report-and-tables---ahs-2013.html
http://www.nfpa.org/research/reports-and-statistics/fires-by-property-type/residential/a-few-facts-at-the-household-level
http://www.nfpa.org/research/reports-and-statistics/fires-by-property-type/residential/a-few-facts-at-the-household-level


Of course, insurance can become prohibitively expensive. My aunt and uncle lived for years on St. Croix, 

in the Virgin Islands. As they recalled, after a hurricane ripped roofs off houses on the island, insurance 

premiums for storm damage shot up to around $10,000 per year in today’s dollars. At that point many 

homeowners decided to invest in storm-proofing their houses, rather than buying insurance. Self-

insurance has the same relationship to daily life as an insurance premium: spending money on 

reinforcing the roof lowers your standard of living in every year when you are not hit by a hurricane. 

 

Insurance and its limits 
 

Insurance is a good model for public policy toward extreme risks in some ways but not others. On the 

one hand, the decision to buy insurance demonstrates that people are willing to spend money on 

protection against worst-case outcomes with probabilities in the tenths of a percent per year. Risks of 

that magnitude lead to purchases of insurance policies which, on average, lose money for the 

policyholders.  

A focus on extreme financial or climate risks could reframe the debate about public policy, emphasizing 

the threats from outcomes that are as likely as a residential fire or the death of a young parent. The 

appropriate responses would likely involve active precautionary measures to minimize worst-case risks – 

far beyond the milder policies called for by average or most likely outcomes.  

On the other hand, private insurance is not available for the biggest risks. There is no galactic insurance 

company that can lend us a replacement planet to use while ours is towed back to the shop to get its 

climate repaired. The obstacles to insurance against a major financial crisis are less cosmic but no less 

real: the required funding would be beyond the resources of any imaginable private firm.  

There are many other risks for which private insurance is not an option. Unemployment insurance is 

offered only by governments; in an economic downturn, so many people are suddenly out of work that 

a private insurer could not pay all the claims at once. For similar reasons, the federal government 

provides flood insurance, and state-sponsored non-profit companies provide hurricane insurance to 

homeowners in Florida and Louisiana. Private insurance for nuclear power accidents and for acts of 

terrorism is completely dependent on government guarantees, due to the widespread recognition of 

unpredictable, potentially immense risks.30  

In this respect, the analogy to private insurance does not quite fit for public policy. Insurance against 

major public risks is inevitably a matter of collective self-insurance, in which all of us invest in reinforcing 

the roof over everyone’s head. There is no one to pay a premium to – and no one to tell us how much 

                                                           
30 The Price-Anderson Act, first passed in 1957 and periodically renewed, guarantees that the federal government 
will assume all liability above a fixed upper limit in any nuclear reactor accident. Without such liability limits, no 
company would be willing to build or own reactors. On the similar government guarantees for losses due to 
terrorism, see Webel (2013).  



we need to spend for adequate protection. The amount that is needed depends on both the expected 

magnitude of damages (discussed in the previous chapter), and on our collective attitudes toward risk. 

 

The wrong explanation of risk 
 

Sensible people repeatedly choose to pay more for insurance than they will, on average, ever collect 

from it. This decision is rational because people dislike risk and are willing to pay to avoid it. But why, 

exactly, do people dislike risk, and how much do they dislike it?  

The richer you are, the less the next dollar means to you. A $1,000 raise is a big deal to a minimum-wage 

worker making less than $20,000 per year, but is barely noticeable to an executive making $200,000 a 

year. This common-sense observation, known in the jargon as the declining marginal utility of income, is 

used throughout economics.31 If your house burns down you will suddenly become much poorer, so that 

every dollar received from your insurance company will be worth more to you than a dollar paid in 

premiums, back when you were richer. The intense desire to avoid poverty, in other words, could 

explain why people choose to “lose money” by buying insurance.  

Could the same effect explain risk aversion in general? People might dislike risk simply because they 

dislike being poor and like to avoid having a much lower income or much-reduced assets. A formal 

version of this idea, known as expected-utility theory, is widely used in economic analyses of climate 

change, finance, and other issues. Yet it is an incomplete and misleading approach, which often appears 

to understate the importance of extreme risks. It creates a number of paradoxes in economic theory, 

some of which are described in a box at the end of this chapter.  

The paradoxical nature of risk also shows up in a longstanding empirical puzzle in finance: the traditional 

(expected-utility) theory of risk cannot explain why the average rate of return is so much higher on 

stocks than on bonds. Several proposed solutions to the puzzle introduce new ways of looking at risk, 

which are applicable to climate change as well as finance – and imply more precautionary responses to 

worst-case possibilities. 

 

The equity premium puzzle 
 

Long-term investment in the stock market earns a much greater average rate of return than bonds; the 

differential is often estimated at 6 percentage points. Investing in stocks carries some risk, so it is not 

                                                           
31 Economic theory often assumes that it is impossible to compare the value of money to different individuals. 
Declining marginal utility of income is still assumed for any one individual, which is all that is needed for the 
discussion of risk aversion. Formal versions of the theories discussed in this chapter often refer to the declining 
marginal utility of consumption rather than income; the distinction is not important for our purposes. 



surprising that stocks pay a higher rate of return, on average, than nearly risk-free investments such as 

government bonds. But the risk does not look nearly large enough to explain the difference between the 

returns on stocks and bonds. 

First described in 1985, this so-called “equity premium puzzle” (where equity means stocks, not 

anything to do with equality) has been debated ever since.32 Similar premiums for investing in stocks 

rather than bonds have been found in many countries throughout the twentieth century and even in the 

fragmentary data for the nineteenth century. Thus the puzzle is probably not based on recent changes in 

financial markets, or on institutional or cultural peculiarities of any one country. 

In the United States in the twentieth century, stocks looked risky on a short-term basis: Treasury bonds 

were a better one-year investment in 35 percent of the years. For a 20-year investment, however, a 

diversified portfolio of stocks did better than bonds 90 percent of the time. Moreover, the difference in 

earnings in the 20-year periods when stocks did better was on average 17 times larger than the 

difference when bonds did better.33 How would you feel about gambling on a 90 percent chance of 

winning $17 against a 10 percent chance of losing $1? Those were the twentieth-century American odds 

on long-term investment in stocks instead of bonds. 

The puzzle is that those odds look much too favorable to stocks. Given those odds, one might expect 

that many investors would choose to sell bonds and buy stocks instead. That would lower the return on 

stocks and raise the return on bonds, narrowing the gap between them. Instead, the gap lives on. Why 

does anyone pass up such great average returns on stocks and buy much lower-yielding bonds? 

Traditional, expected-utility theory offers only the implausible answer that the average investor must be 

extraordinarily risk-averse, to the extent of being indifferent between a 90 percent chance of winning 

$17 and a 10 percent chance of losing $1. This is so hard to believe that it has led to an ongoing debate 

about better solutions to the equity premium puzzle. Several rival explanations have emerged, but there 

is no consensus about the right answer.  

Three prominent explanations of the equity premium puzzle suggest different ways to think about risk. 

The first involves the perception of catastrophic risk; the second distinguishes between responses to 

future uncertainty and immediate risk; and the third emphasizes the anomalies of behavioral 

economics. 

First, suppose that investors are extra-worried about rare events, above and beyond their reactions to 

ordinary ups and downs. In addition to the ongoing fluctuations in markets and economic activities, 

there are occasional disasters that depress incomes and devastate stock markets. In the twentieth 

century many countries had one or more such events, usually associated with World War I or II or the 

Great Depression. If investors correctly perceive this risk, then the equity premium is understandable 

without any additional changes to economic theory. Assuming that market-crushing disasters are 

                                                           
32 The original article (Mehra and Prescott 1985) continues to receive hundreds of new citations per year. 
33 DeLong and Magin (2009). 



expected about once every 60 years, this explanation can comfortably account for the equity 

premium.34 

The entire basis for the equity premium, in this interpretation, is the constant anticipation of huge once-

in-a-lifetime losses when stock markets have their biggest crashes. Investors are moderately risk-averse 

toward the normal wobbles of the market, and have a second level of hyper-aversion toward occasional, 

catastrophic losses.  

A second solution to the equity premium puzzle distinguishes between attitudes toward time and risk. 

Expected-utility theory creates a perverse tradeoff between attitudes toward immediate and future 

risks: under that theory, caring more about risks today seems to imply less concern for the future, and 

vice versa (see box, below).  

A tradeoff between caring about immediate versus future risks does not seem logical or plausible. 

Survey research finds that real people do not exhibit such a tradeoff; individuals hold a variety of 

opinions about current and future risks.35 An obvious alternative is to break the theoretical link between 

attitudes to present and future losses. A model in which people care, separately, about these two 

categories of risk turns out to fit the actual financial data, easily explaining the wide spread between 

returns on stocks and bonds.36 

This is an appealing theory, beginning to create a multi-dimensional understanding of risk aversion. The 

price of this insight, however, is a substantial increase in mathematical complexity. Even though the 

theory was worked out some time ago, it has not yet been widely adopted in applied analyses. 

 

Market myopia 
 

A third solution to the equity premium puzzle embraces behavioral economics and discards the 

assumption that people always act rationally. 

One of the many ways in which most people’s decisions depart from textbook rationality is the 

endowment effect. Something you already have seems more valuable than something of equal value 

that you do not have. This has been repeatedly confirmed, even for items of trivial value. One 

experiment gave some students a mug with their college insignia on it and allowed them to sell it, while 

other students were given a small sum of money and offered a chance to buy an identical mug. On 

average, the price at which students who had received a mug were willing to sell it was a little more 

than twice the amount which other students were willing to pay for it.37 Like the students with mugs, 
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35 Atkinson et al. (2009); Coble and Lusk (2010). 
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data see Bansal and Yaron (2004) and Vissing-Jørgensen and Orazio (2003). 
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many people are averse to losing anything they already have, valuing it more highly than something 

similar which they could buy.  

This asymmetry, plus the fact that investors check the value of their portfolios too often for their own 

good, could explain the equity premium puzzle. When the market goes down you lose something which, 

at least on paper, you already had; when it goes up you gain something you did not have. The losses on 

the downswings feel more intense than the gains on the upswings. Stocks go up and down all the time, 

so the more often you check the market, the worse you will feel, on balance, and the more risky you will 

perceive stocks to be.  

Myopic loss aversion, as this effect has been dubbed, is able to explain the equity premium puzzle, even 

if investors only check the value of their stocks once a year.38 Recall that stocks look fairly risky as a one-

year investment, but fairly safe as a 20-year investment. Checking the value of stocks once a year 

exposes you to the emotional ups and (larger) downs that would accompany a series of one-year 

investments. It would be easy enough to buy or sell stocks and bonds at any time. So in a sense, annual 

evaluation of a portfolio converts the experience of one low-risk, 20-year investment into a sequence of 

20 higher-risk, single-year investment decisions.  

Checking the market more often, for instance when you receive quarterly or monthly statements on 

your retirement account, is even worse. Myopic loss aversion is a theory with a disarmingly simple take-

home message: you will feel better if you pay less attention to your long-term investments.  

 

Is there a climate premium puzzle? 
 

All three of these solutions to the equity premium puzzle suggest important aspects of the response to 

risk.39 It is understandably common to worry about rare disasters outside the bounds of recent 

experience, to have separate attitudes toward immediate and future risks, and to become distracted by 

the downside of very short-term fluctuations.   

All three effects are relevant to climate risks. The risk of low-probability catastrophes is central to any 

discussion of climate policy. Striking an appropriate balance between immediate costs and future risks is 

a well-known problem in climate economics. The distraction of short-term fluctuations, meanwhile, 

impedes the general understanding of climate change. A single cold winter does not mean that climate 

fears have been exaggerated, nor does a single hot summer prove that climate change is accelerating. 

The simplest models of climate economics (see Chapter 13), which are widely used in research and 

policy debate, rely on the expected-utility theory of risk. There is a striking parallel to theories of 

financial markets – that is, to early theories of finance that were unable to explain the equity premium 
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puzzle. It seems possible, therefore, that new insights about financial risk might illuminate the 

economics of climate change.  

Researchers have examined the effects on climate economics of each of the three solutions to the 

equity premium puzzle (including my own work in the area, which gave rise to this book).40 A common 

finding is that any of the newer understandings of risk leads to taking climate change more seriously. 

Each of the solutions to the equity premium puzzle would increase the estimated willingness to pay for 

reductions in carbon emissions, and hence would accelerate mitigation efforts. 

The ultimate implications are similar for finance and climate risks. The equity premium puzzle arises 

because investors appear to be remarkably risk-averse toward the stock market. Theories that can 

explain the observed behavior of financial markets, when extended to other questions, suggest that 

highly risk-averse decisions are appropriate for climate policy as well.  

In summary, accurate description of attitudes toward risk involves a subtle but crucial distinction, which 

expected-utility theory ignores. Risk aversion is a real phenomenon, relevant to risks large and small. 

The declining marginal utility of income is also real, firmly rooted in common sense and observation. But 

the two are not the same thing, nor is one deducible from the other.  

There is no single formula for risk aversion that is relevant for evaluation of policy options across the 

board. Rather, there is a need to consider attitudes toward risk in the specific context of each decision. 

The flawed approach that has been applied in the past leads to understating the importance of worst-

case outcomes, while newer and more realistic views of risk lend support to more precautionary 

policies. 

 

BOX: Paradoxes of risk 

The expected-utility theory of risk leads to a number of paradoxes, demonstrating the importance of 

developing a better understanding of risk aversion. 

One problem is the perverse tradeoff between caring about immediate versus future risks (which 

motivates the second explanation of the equity premium puzzle, discussed above). Start with the 

common assumption that, thanks to economic growth, average incomes will be higher in the future. 

Whatever your income is today, think of your present self as poor and your future self as rich. And 

assume that your reactions to risks are based solely on the declining value of additional income.  

Suppose that you are very risk-averse, so that the value of additional income declines rapidly as you get 

richer. Then potential losses matter much more to you today when you are (relatively speaking) poor 
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than in the future when you will be better off. In this case your high aversion to risk implies more 

concern about risk today, and less concern about the future.  

Alternatively, suppose that you are less risk-averse today. This means you experience a slower decline in 

the value of additional income. So losses in the wealthier future become closer in importance to losses 

in the impoverished present. In this case your low risk aversion implies comparatively less concern about 

risks today, and more concern about the future. 

Another paradox is that if the declining value of additional income, alone, is what makes you dislike 

small risks, then you should also be completely, unrealistically opposed to slightly larger risks.41 This 

unintuitive conclusion can be illustrated with a story about gambling on the toss of a coin. (This 

discussion refers to a single bet; the odds would be different on a repeated series of bets.)   

Most people would decline a bet which wins $11 if a coin comes up heads and loses $10 on tails.42 

Would you reject this solely because the next $11 you could win is worth less to you than the last $10 

you earned? If so, then the value you place on additional income is declining at a precipitously rapid 

rate: a trivial change in wealth is apparently enough to reduce the value of additional income by 10 

percent. If the value of additional income continues to follow the same plummeting pattern, a 

somewhat greater potential loss would outweigh immense potential gains. If you rejected the win $11 / 

lose $10 bet simply because of the declining value of income, then to be consistent you would also turn 

down a coin-toss gamble in which you could lose $100 or win any amount whatsoever.43 Heads you win 

millions, tails you lose $100, would seem like a bad deal to you. Each additional dollar is apparently 

worth so much less to you that a chance of losing $100 outweighs an equal chance of gaining a fortune.  

Conversely, if the declining value of additional income is deduced from your reactions to larger risks, 

then the decline is so gradual that you would accept the win $11 / lose $10 gamble – although most 

people, in reality, would reject that bet. That is, within expected-utility theory, realism about small risks 

implies unrealism about large risks, and vice versa. 

Since these results seem wrong, something must be wrong with the original premise, i.e. the notion that 

attitudes toward risk are based solely on the declining value of additional income. Thus there must be a 

different explanation for aversion to either large or small risks, if not both, as discussed in the text. 
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